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The distinction here is not crucial: performing a reverse topological sort on a 
graph is equivalent to performing a topological sort on the graph obtained by 
reversing all the edges. 

But we've already seen an algorithm for reverse topological sorting, the 
standard recursive depth-first search procedure of Chapter 29! Simply chang­
ing visit to print out the vertex visited just before exiting, for example by 
inserting write(name[k]) right at the end, causes dfs to print out the vertices 
in reverse topological order, when the input graph is a dag. A simple induction 
argument proves that this works: we print out the name of each vertex after 
we've printed out the names of all the vertices that it points to. When visit 
is changed in this way and run on our example, it prints out the vertices in 
the reverse topological order given above. Printing out the vertex name on 
exit from this recursive procedure is exactly equivalent to putting the vertex 
name on a stack on entry, then popping it and printing it on exit. It would 
be ridiculous to use an explicit stack in this case, since the mechanism for 
recursion provides it automatically; we mention this because we do need a 
stack for the more difficult problem to be considered next. 

Strongly Connected CorrqJOTUmts 

If a graph contains a directed cycle, (if we can get from a node back to itself 
by following edges in the indicated direction), then it it is not a dag and it 
can't be topologically sorted: whichever vertex on the cycle is printed out first 
will have another vertex which points to it which hasn't yet been printed out. 

The nodes on the cycle are mutually accessible in the sense that there is a 
way to get from every node on the cycle to another node on the cycle and 
back. On the other hand, even though a graph may be connected, it is not 
likely to be true that any node can be reached from any other via a directed 
path. In fact, the nodes divide themselves into sets called strongly C01UU!cted 
components with the property that all nodes within a component are mutually 
accessible, but there is no way to get from a node in one component to a node 
in another component and back. The strongly connected components of the 
directed graph at the beginning of this chapter are two single nodes B and K, 
one pair of nodes HI, one triple of nodes DEF, and one large component with 
six nodes A C G J L M. For example, vertex A is in a different component 
from vertex F because though there is a path from A to F, there is no way to 
get from F to A. 

The strongly connected components of a directed graph can be found 
using a variant of depth-first search, as the reader may have learned to expect. 
The method that we'll examine was discovered by R. E. Tarjan in 1972. Since 
it is based on depth-first search, it runs in time proportional to V + E, but it is 
actually quite an ingenious method. It requires only a few simple modifications 
to our basic visit procedure, but before Tarjan presented the method, no linear 
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time algorithm was known for this problem, even though many people had 
worked on it. 

The modified version of depth first search that we use to find the strongly 
connected components of a graph is quite similar to the program that we 
studied in Chapter 30 for finding biconnected components. The recursive 
visit function given below uses the same min computation to find the highest 
vertex reachable (via an up link) from any descendant of vertex k, but uses 
the value of min in a slightly different way to write out the strongly connected 
components: 

function visit(k: integer): integer; 
var t: link; 

m, min : integer; 
begin 
now:=now+ 1; val[k] :=rww; min:=now; 
stack[p] :=k; p;~p+l; 
t:~adj[k]; 
while t<>z do 

begin 
H val[t1.vJ~o 

then m:~visit(t).v) 
else m:=vai[tf.v]; 

if m<min then min:=m; 
t:=tf .next 
end; 

if min=vaJ[k:] then 
begin 
repeat 

p;~p--1; write(name("aek[p))); 
val[steek[p[] :~ v+ 1 

until staek[p]~k; 
wriWln 
end; 

visit:=min; 
end; 

This program pushes the vertex names onto a stack on entry to visit, then 
pops them and prints them on exit from visiting the last member of each 
strongly connected component. The point of the computation is the test 
whether min=vaJ[k] at the end: if so, all vertices encountered since entry 
(except those already printed out) belong to the same strongly connected 
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component as k. As usual, this program could easily be modified to do more 
sophisticated processing than simply writing out the components. 

The method is based on two observations that we've actually already 
made in other contexts. First, once we reach the end of a call to visit for 
a vertex, then we won't encounter any more vertices in the same strongly 
connected component (because all the vertices which can be reached from that 
vertex have been processed, as we noted above for topological sorting). Second, 
the ''up" links in the tree provide a second path from one vertex to another and 
bind together the strong components. As with the algorithm in Chapter 30 for 
finding articulation points, we keep track of the highest ancestor reachable 
via one ''up" link from all descendants of each node. Now, if a vertex x 
has no descendants or "up" links in the depth-first search tree, or if it has a 
descendant in the depth-first search tree with an "up" link that points to x, 
and no descendants with "up" links that point higher up in the tree, then it 
and all its descendants (except those vertices satisfying the same property and 
their descendants) comprise a strongly connected component. In the depth­
first search tree at the beginning of the chapter, nodes B and K satisfy the 
first condition (so they represent strongly connected components themselves) 
and nodes F(representing FED), H (representing HI), and A (representing 
A G J L M C) satisfy the second condition. The members of the component 
represented by A are found by deleting B K F and their descendants (they 
appear in previously discovered components). Every descendant y of x that 
does not satisfy this same property has some descendant that has an "up" 
link that points higher than y in the tree. There is a path from x to y down 
through the tree; and a path from y to x can be found by going down from 
y to the vertex with the ''up" link that reaches past y, then continuing the 
same process until x is reached. A crucial extra twist is that once we're done 
with a vertex, we give it a high val, so that "cross" links to that vertex will 
be ignored. 

This program provides a deceptively simple solution to a relatively difficult 
problem. It is certainly testimony to the subtleties involved in searching 
directed graphs, subtleties which can be handled (in this case) by a carefully 
crafted recursive program. 

n 



DffiECTED GRAPHS 431 

1. Give the adjacency matrix for the transitive closure of the example dag 
given in this chapter. 

2. What would be the result of running the transitive closure algorithms on 
an undirected graph which is represented with an adjacency matrix? 

3. Write a program to determine the number of edges in the transitive closure 
of a given directed graph, using the adjacency list representation. 

4. Discuss how Warshall's algorithm compares with the transitive closure 
algorithm derived from using the depth-first search technique described 
in the text, but using the adjacency matrix form of visit and removing 
the recursion. 

5. Give the topological ordering produced for the example dag given in 
the text when the suggested method is used with an adjacency matrix 
representation, but dfs scans the vertices in reverse order (from V down 
to 1) when looking for unvisited vertices. 

6. Does the shortest path algorithm from Chapter 31 work for directed 
graphs? Explain why or give an example for which it fails. 

7. Write a program to determine whether or not a given directed graph is a 
dag. 

8. How many strongly connected components are there in a dag? In a graph 
with a directed cycle of size V? 

9. Use your programs from Chapters 29 and 30 to produce large random 
directed graphs with V vertices. How many strongly connected com­
ponents do such graphs tend to have? 

10. Write a program that is functionally analogous to find from Chapter 
30, but maintains strongly connected components of the directed graph 
described by the input edges. (This is not an easy problem: you certainly 
won't be able to get as efficient a program as find.) 





33. Network Flow 

D Weighted directed graphs are useful models for several types of applica­
tions involving commodities flowing through an interconnected network. 

Consider, for example, a network of oil pipes of varying sizes, interconnected 
in complex ways, with switches controlling the direction of flow at junctions. 
Suppose further that the network has a single source (say, an oil field) and a 
single destination (say, a large refinery) to which all of the pipes ultimately 
connect. What switch settings will maximize the amount of oil flowing from 
source to destination? Complex interactions involving material flow at junc­
tions make this problem, called the network flow probkm, a nontrivial problem 
to solve. 

This same general setup can be used to describe traffic flowing along 
highways, materials flowing through factories, etc. Many different versions 
of the problem have been studied, corresponding to many different practical 
situations where it has been applied. There is clearly strong motivation to 
find an efficient algorithm for these problems. 

This type of problem lies at the interface between computer science 
and the field of operations research Operations researchers are generally 
concerned with mathematical modeling of complex systems for the purpose 
of (preferably optimal) decision-making. Network flow is a typical example 
of an operations research problem; we'll briefly touch upon some others in 
Chapters 37-40. 

As we'll see, the modeling can lead to complex mathematical equations 
that require computers for solution. For example, the classical solution to the 
network flow problem given below is closely related to the graph algorithms 
that we have been examining. But this problem is one which is still actively 
being studied: unlike many of the problems that we've looked at, the "best" 
solution has not yet been found and good new algorithms are still being 
discovered. 

433 
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The Network Now Problem 

Consider the following rather idealized drawing of a small network of oil pipes: 

The pipes are of fixed capacity proportional to their size and oil can flow 
in them only in the direction indicated (perhaps they run downhill or have 
unidirectional pumps ). Furthermore, switches at each junction control how 
much of the oil goes in each direction. No matter how the switches are set, 
the system reaches a state of equilibrium when the amount of oil flowing into 
the system at the left is equal to the amount flowing out of the system at the 
right (this is the quantity that we want to maximize) and when the amount 
of oil flowing in at each junction is equal to the amount of oil flowing out. We 
measure both flow and pipe capacity in terms of integral ''units" (say, gallons 
per second). 

It is not immediately obvious that the switch settings can really affect the 
total flow: the following example will illustrate that they can. First, suppose 
that all switches are open so that the two diagonal pipes and the top and 
bottom pipes are full. This gives the following configuration: 

The total flow into and out of the network in this case is less than half the 
capacity of the input pipe, only slightly more than half the capacity of the 
output pipe. Now suppose that the upward diagonal pipe is shut off. This 
shuts flow equal to its capacity out of the bottom, and the top is unaffected 
because there's room to replace its flow from the input pipe; thus we have: 
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The total flow into and out of the network is increased to substantially. 
This situation can obviously be modeled using a directed graph, and it 

turns out that the programs that we have studied can apply. Define a network 
as a weighted directed graph with two distinguished vertices: one with no 
edges pointing in (the source); one with no edges pointing out (the sink). The 
weights on the edges, which we assume to be non-negative, are called the edge 
capacities. Now, a flow is defined as another set of weights on the edges such 
that the fl.ow on each edge is equal to or less than the capacity, and the flow 
into each vertex is equal to the flow out of that vertex. The value of the flow 
is the flow into the source (or out of the sink). The network flow problem is 
to find a flow with maximum value for a given network. 

Networks can obviously be represented using either the adjacency matrix 
or adjacency list representations that we have used for graphs in previous 
chapters. Instead of a single weight, two weights are associated with each 
edge, the size and the Aow. These could be represented as two fields in an 
adjacency list node, as two matrices in the adjacency matrix representation, 
or as two fields within a single record in either representation. Even though 
networks are directed graphs, the algorithms that we'll be examining need 
to traverse edges in the "wrong" direction, so we use an undirected graph 
representation: if there is an edge from x to y with size s and flow l, we also 
keep an edge from y to x with size -s and flow -f. In an adjacency list 
representation, it is necessary to maintain links connecting the two list nodes 
which represent each edge, so that when we change the flow in one we can 
update it in the other. 

Ford-Fulhrson Methnd 

The classical approach to the network flow problem was developed by L. R. 
Fonl and D. R. Fulkerson in 1962. They gave a method to improve any legal 
flow (except, of course, the maximum). Starting with a zero flow, we apply 
the method repeatedly; as long as the method can be applied, it produces an 
increased flow; if it can't be applied, the maximum flow has been found. 

Consider any directed path through the network (from source to sink). 
Clearly, the flow can be increased by at least the smallest amount of unused 
capacity on any edge on the path, by increasing the flow in all edges on the 
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path by that amount. In our example, this rule could be applied along the 
path ADEBCF: 

then along the path ABCDEF: 

and then along the path ABCF: 

Now all directed paths through the network have at least one edge which 
is filled to capacity. But there is another way to increase the flow: we can 
consider arbitrary paths through the network which can contain edges which 
point the "wrong way" (from sink to source along the path). The flow can 
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be increased along such a path by increasing the flow on edges from source 
to sink and decreasing the flow on edges from sink to source by the same 
amount. To simplify terminology, we'll call edges which flow from source to 
sink along a particular path {o7ward edges and edges which flow from sink to 
source backward edges. For example, the fl.ow in the network above can be 
increased by 2 along the path ABEF. 

This corresponds to shutting off the oil on the pipe from E to B; this allows 2 
units to be redirected from E to F without losing any flow at the other end, 
because the 2 units which used to come from E to B can be replaced by 2 
units from A. 

Notice that the amount by which the flow can be increased is limited by 
the minimum of the unused capacities in the forward edges and the minimum 
of the flows in the backward edges. Put another way, in the new flow, at 
least one of the forward edges along the path becomes full or at least one of 
the backward edges along the path becomes empty. Furthermore, the flow 
can't be increased on any path containing a full forward edge or an empty 
backward edge. 

The paragraph above gives a method for increasing the flow on any 
network, provided that a path with no full forward edges or empty backward 
edges can be found. The crux of the Ford-Fulkerson method is the observation 
that if no such path can be found then the flow is maximal. The proof of 
this fact goes as follows: if every path from the source to the sink has a full 
forward edge or an empty backward edge, then go through the graph and 
identify the first such edge on every path. This set of edges cuts the graph in 
two parts, as shown in the diagram below for our example. 
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For any cut of the network into two parts, we can measure the flow "across" 
the cut: the total of the flow on the edges which go from the source to the sink 
minus the total of the flow on the edges which go the other way. Our example 
cut has a value of 8, which is equal to the total flow for the network. It turns 
out that whenever the cut flow equals the total flow, we know not only that 
the flow is maximal, but also that the cut is minimal (that is, every other 
cut has at least as high a flow "across"). This is called the ma:iftow-mincut 
theorem.: the flow couldn't be any larger (otherwise the cut would have to be 
larger also); and no smaller cuts exist (otherwise the flow would have to be 
smaller also). 

Net,lJ)()fk Searching 

The Ford-Fulkerson method described above may be summarized as follows: 
"start with zero flow everywhere and increase the flow along any path from 
source to sink with no full forward edges or empty backward edges, continuing 
until there are no such paths in the network." But this is not an algorithm in 

the sense to which we have become accustomed, since the method for finding 
paths is not specified. The example above is based on the intuition that the 
longer the path, the more the network is filled up, and thus that long paths 
should be preferred. But the following classical example shows that some care 
should be exercised: 

Now, if the first path chosen is ABDC, then the flow is increased by only one. 
Then the second path chosen might be ADBC, again increasing the flow by 
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one, and leaving an situation identical to the initial situation, except that the 
flows on the outside edges are increased only by 1. Any algorithm which chose 
those two paths (for example, one that looks for long paths) would continue 
to do so, thus requiring 1000 pairs of iterations before the maxllnum flow is 
found. If the numbers on the sides were a billion, then a billion iterations 
would be used. Obviously, this is an undesirable situation, since the paths 
ABC and ADC would give the maximum flow in just two steps. For the 
algorithm to be useful, we must avoid having the running time so dependent 
on the magnitude of the capacities. 

Fortunately, the problem is easily eliminated. It was proven by Edmonds 
and Karp that if breadth-first search were used to find the path, then the 
number of paths used before the maximum flow is found in a network of V 
vertices and E edges must be less than VE. (This is a worst-case bound: a 
typical network is likely to require many fewer steps.) In other words, simply 
use the shortest available path from source to sink in the Ford-Fulkerson 
method. 

With the priority graph traversal method of Chapters 30 and 31, we 
can implement another method suggested by Edmonds and Karp: find the 
path through the network which increases the flow by the largest amount. 
This can be achieved simply by using a variable for priority (whose value 
is set appropriately) in either the adjacency list sparsepfs of Chapter 30 or 
the adjacency matrix densepfs of Chapter 31. For example, the following 
statements compute the priority assuming a matrix representation: 

if size[k, t]>O then priority:~size[k,t]-fiow]k,t] 
else priority:=-ilow[k, tJ ; 

if priority>val[k[ then priority:~val[k]; 

Then, since we want to take the node with the highest priority value, we must 
either reorient the priority queue mechanisms in those programs to return 
the maximum instead of the minimum or use them as is with priority set 
to maxint-1-priority (and the process reversed when the value is removed). 
Also, we modify the priority first search procedure to take the source and sink 
as arguments, then to start at the source and stop when a path to the sink 
has been found. If such a path is not found, the partial priority search tree 
defines a mincut for the network. Finally, the val for the source should be set 
to maxint before the search is started, to indicate that any amount of flow 
can be achieved at the source (though this is immediately restricted by the 
total capacity of all the pipes leading directly out of the source). 

With densepfs implemented as described in the previous paragraph, find­
ing the maximum flow is actually quite simple, as shown by the following 



440 

program: 

repeat 
densepfs(l, V); 

Y'~ V; x'~dad [VJ; 
while x<>O m 

begin 
How[x,y] ,~Bow[x, yJ+val[V]; 
tlow[y, x] :=-flow[x1 y] ; 
Y'~x; x'~dad[yJ 
end 

until val [V] =unseen 

CHAPTER 33 

This program assumes that the adjacency matrix representation is being used 
for the network. As long as densepfs can find a path which increases the 
flow (by the maximum amount), we trace back through the path (using the 
dad array constructed by densepfs) and increase the flow as indicated. If V 
remains unseen after some call to densepfs, then a mincut has been found and 
the algorithm terminates. 

For our example network, the algorithm first increases the flow along the 
path ABCF, then along ADEF, then along ABCDEF. No backwards edges 
are used in this example, since the algorithm does not make the unwise choice 
ADEBCF that we used to illustrate the need for backwards edges. Jn the next 
chapter we'll see a graph for which this algorithm uses backwards edges to 
find the maximum flow. 

Though this algorithm is easily implemented and is likely to work well 
for networks that arise in practice, the analysis of this method is quite com­
plicated. First, as usual, densepfs requires V~ steps in the worst case, or we 
could use sparsepfs to run in time proportional to (E + 'V,) log V per iteration, 
though the algorithm is likely to run somewhat faster than this, since it stops 
when it reaches the sink. But how many iterations are required? Edmonds 
and Karp show the worst case to be 1 + logM/M-l f *where f *is the cost 
of the flow and M is the maximum number of edges in a cut of the network. 
This is certainly complicated to compute, but it is not likely to be large for 
real networks. This formula is included to give an indication not of how long 
the algorithm might take on an actual network, but rather of the complexity 
of the analysis. Actually, this problem has been quite widely studied, and 
complicated algorithms with much better worst-case time bounds have been 
developed. 

The network flow problem can be extended in several ways, and many 
variations have been studied in some detail because they are important in 
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actual applications. For example, the multicommodity flow problem involves 
introducing multiple sources, sinks, and types of material in the network. This 
makes the problem much more difficult and requires more advanced algorithms 
than those considered here: for example, no analogue to the max-flow min­
cut theorem is known to hold for the general case. Other extensions to the 
network flow problem include placing capacity constraints on vertices (easily 
handled by introducing artificial edges to handle these capacities), allowing 
undirected edges (also easily handled by replacing undirected edges by pairs 
of directed edges), and introducing lower bounds on edge flows (not so easily 
handled). If we make the realistic assumption that pipes have associated costs 
as well as capacities, then we have the min-cost flow problem, a quite difficult 
problem from operations research. 
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Exercises 

1. Give an algorithm to solve the network flow problem for the case that the 
network forms a tree if the sink is removed. 

2. What paths are traced by the algorithm given in the text when finding 
the maximum flow in the following network? 

3. Draw the priority search trees computed on each call to densepfs for the 
example discussed in the text. 

4. True or false: No algorithm can find the maximum flow without examining 
every edge in the network. 

5. What happens to the Ford-Fulkerson method in the case that the network 
has a directed cycle? 

6. Give an example where a shortest-path traversal would produce a different 
set of paths than the method given in the text. 

7. Give a counterexample which shows why depth-first search is not ap­
propriate for the network flow problem. 

8. Find an assignment of sizes that would make the algorithm given in the 
text use a backward edge on the example graph, or prove that none exists. 

9. hnplement the breadth-first search solution to the network flow problem, 
asing sparsepfs. 

10. Write a program to find maximum flows in random networks with V 
nodes and about lOV edges. How many calls to sparsepfs are made, for 
v = 25, 50, 100? 
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D A problem which often arises is to "pair up" objects according to prefer­
ence relationships which are likely to conflict. For example, a quite 

complicated system has been set up in the U. S. to place graduating medical 
students into hospital residence positions. Each student lists several hospitals 
in order of preference, and each hospital lists several students in order of 
preference. The problem is to assign students to positions in a fair way, 
respecting all the stated preferences. A sophisticated algorithm is required 
because the best students are likely to be preferred by several hospitals, and 
the best hospital positions are likely to be preferred by several students. It's 
not even clear that each hospital position can be filled by a student that the 
hospital has listed and each student can be assigned to a position that the 
student has listed, let alone respect the order in the preference lists. Actually 
this frequently occurs: after the algorithm has done the best that it can, 
there is a last minute scramble among unmatched hospitals and students to 
complete the process. 

This example is a special case of a difficult fundamental problem on 
graphs that has been widely studied. Given a graph, a matchmg is a subset 
of the edges in which no vertex appears more than once. That is, each vertex 
touched by one of the edges in the matching is paired with the other vertex 
of that edge, but some vertices may be left unmatched. Even if we insist 
that there should be no edges connecting unmatched vertices, different ways 
of choosing the edges could lead to different numbers of leftover (unmatched) 
vertices. 

Of particular interest is a mazimum matching, which contains as many 
edges as possible or, equivalently, which minimizes the number of unmatched 
vertices. The best that we could hope to do would be to have a set of edges 
in which each vertex appears exactly once (such a matching in a graph with 
2V vertices would have V edges), but it is not always possible to achieve this. 

443 
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For example, consider our sample undirected graph: 

The edges AF DE CG fil JK LM make a maximum matching for this graph, 
which is the best that can be done, but there's no three-edge matching for 
the subgraph consisting of just the first six vertices and the edges connecting 
1hem. 

For the medical student matching problem described above, the students 
and hospitals would correspond to nodes in the graph; their preferences to 
edges. If they assign values to their preferences (perhaps using the time­
honored "l-10" scale), then we have the weighted matching problem: given 
a weighted graph, find a set of edges in which no vertex appears more than 
once such that the sum of the weights on the edges in the set chosen is 
maximized. Below we'll see another alternative, where we respect the onler in 
the preferences, but do not require (arbitrary) values to be assigned to them. 

The matching problem has attracted attention because of its intuitive 
nature and its wide applicability. Its solution in the general case involves 
intricate and beautiful combinatorial mathematics beyond the scope of this 
book. Our intent here is to provide the reader with an appreciation for the 
problem by considering some interesting special cases while at the same time 
developing some useful algorithms. 

Bipartite Graphs 

The example mentioned above, matching medical students to residencies, is 
certainly representative of many other matching applications. For example, 
we might be matching men and women for a dating service, job applicants to 
available positions, courses to available hours, or congressmen to committee 
assignments. The graphs resulting from modeling such cases are called lipar­
tite graphs, which are defined to be graphs in which all edges go between two 
sets of nodes (that is, the nodes divide into two sets and no edges connect 
two nodes in the same set). Obviously, we wouldn't want to "match" one job 
applicant to another or one committee assignment to another. 
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The reader might be amused to search for a maximum matching in the 
typical Lipartite graph drawn below: 

In an adjacency matrix representation for bipartite graphs, one can achieve 
obvious savings by including only rows for one set and only columns for the 
other set. In an adjacency list representation, no particular saving suggests 
itself, except naming the vertices intelligently so that it is easy to tell which 
set a vertex belongs to. 

In our examples, we use letters for nodes in one set, numbers for nodes 
in the other. The maximum matching problem for bipartite graphs can be 
simply expressed in this representation: "Find the largest subset of a set of 
letter-number pairs with the property that no two pairs have the same letter 
or number." Finding the maximum matching for our example bipartite graph 
corresponds to solving this puzzle on the pairs E5 A2 Al Cl B4 C3 D3 B2 A4 
D5 E3 Bl. 

It is an interesting exercise to attempt to find a direct solution to the 
matching problem for bipartite graphs. The problem seems easy at first 
glance, but subtleties quickly become apparent. Certainly there are far too 
many pairings to try all possibilities: a solution to the problem must be clever 
enough to try only a few of the possible ways to match the vertices. 

The solution that we'll examine is an indirect one: to solve a particular 
instance of the matching problem, we'll construct an instance of the network 
flow problem, use the algorithm from the previous chapter, then use the 
solution to the network flow problem to solve the matching problem. That is, 
we reduce the matching problem to the network flow problem. Reduction is a 
method of algorithm design somewhat akin to the use of a library subroutine 
by a systems programmer. It is of fundamental importance in the theory 
of advanced combinatorial algorithms (see Chapter 40). For the moment, 
reduction will provide us with an efficient solution to the bipartite matching 
problem. 

The construction is straightforward: given an instance of bipartite match· 
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ing, construct an instance of network flow by creating a source vertex with 
edges pointing to all the members of one set in the bipartite graph, then make 
all the edges in the bipartite graph point from that set to the other, then add 
a sink vertex pointed to by all the members of the other set. All of the edges 
in the resulting graph are given a capacity of 1. For example, the bipartite 
graph given above corresponds to the network below: the darkened edges show 
the first four paths found when the network flow algorithm of the previous 
chapter is run on this graph. 

Note that the bipartite property of the graph, the direction of the flow, and 
the fact that all capacities are 1 force each path through the network to 
correspond to an edge in a matching: in the example, the paths found so far 
correspond to the partial matching Al B2 C3 D5. Each time the network flow 
algorithm calls pfs it either finds a path which increases the flow by one or 
terminates. 

Now all forward paths through the network are full, and the algorithm 
must use backward edges. The path found in this example is the path 
04A1C3EZ. This path clearly increases the flow in the network, as described in 
the previous chapter. In the present context, we can think of the path as a set 
of instructions to create a new partial matching (with one more edge) from the 
current one. This construction follows in a natural way from tracing through 
the path in order: "4A" means to add A4 to the matching, which requires 
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that "Al" be deleted; "lC" means to add Cl to the matching, which requires 
that ''C3" be deleted; "3E" means to add E3 to the matching. Thus, after 
this path is processed, we have the matching A4 B2 Cl D5 E3; equivalently, 
the flow in the network is given by full pipes in the edges connecting those 
nodes, and all pipes leaving 0 and entering Z full. 

The proof that the matching is exactly those edges which are filled to 
capacity by the rnaxflow algorithm is straightforward. First, the network flow 
always gives a legal matching: since each vertex has an edge of capacity 1 
either coming in (from the sink) or going out (to the source), at most one unit 
of flow can go through each vertex, which implies that each vertex will be 
included at most once in the matching. Second, no matching can have more 
edges, since any such matching would lead directly to a better flow than that 
produced by the maxflow algorithm. 

Thus, to compute the maximum matching for a bipartite graph we simply 
format the graph so as to be suitable for input to the network flow algorithm 
of the previous chapter. Of course, the graphs presented to the network flow 
algorithm in this case are much simpler than the general graphs the algorithm 
is designed to handle, and it turns out that the algorithm is somewhat more 
efficient for this case. The construction ensures that each call to pfe adds 
one edge to the matching, so we know that there are at most V /2 calls to 
pfs during the execution of the algorithm. Thus, for example, the total time 
to find the maximum matching for a dense bipartite graph with V vertices 
(using the adjacency matrix representation) is proportional to V 3 , 

Stable Marriage Problem 

The example given at the beginning of this chapter, involving medical students 
and hospitals, is obviously taken quite seriously by the participants. But 
the method that we'll examine for doing the matching is perhaps better 
understood in terms of a somewhat whimsical model of the situation. We 
assume that we have N men and N women who have expressed mutual 
preferences (each man must say exactly how he feels about each of the N 
women and vice versa). The problem is to find a set of N marriages that 
respects everyone's preferences. 

How should the preferences be expressed? One method would be to use 
the "1-10" scale, each side assigning an absolute score to certain members of 
the other side. This makes the marriage problem the same as the weighted 
matching problem, a relatively difficult problem to solve. Furthermore, use of 
absolute scales in itself can lead to inaccuracies, since peoples' scales will be 
inconsistent (one woman's 10 might be another woman's 7). A more natural 
way to express the preferences is to have each person list in order of preference 
all the people of the opposite sex. The following two tables might show 
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preferences among a set of five women and five men. As usual (and to protect 
the innocent!) we assume that hashing or some other method has been used to 
translate actual names to single digits for women and single letters for men: 

A: 2 5 3 4 [: E A D B c 
B: I 2 4 5 2: D E B A c 

2 3 4 I 3: A D B c E 
D: I 3 4 5 4: c B D A E 
E: 5 3 2 I 4 5: D B c E A 

Clearly, these preferences often conflict: for example, both A and C list 2 as 
their first choice, and nobody seems to want 4 very much (but someone must 
get her). The problem is to engage all the women to all the men in such a 
way as to respect all their preferences as much as possible, then perform N 
marriages in a grand ceremony. In developing a solution, we must assume that 
anyone assigned to someone less than their first choice will be disappointed 
and will always prefer anyone higher up on the list. A set of marriages is 
called unstabk if two people who are not married both prefer each other to 
their spouses. For example, the assignment Al B3 C2 D4 E5 is unstable 
because A prefers 2 to 1 and 2 prefers A to C. Thus, acting according to their 
preferences, A would leave 1 for 2 and 2 would leave C for A (leaving 1 and 
C with little choice but to get together). 

Finding a stable configuration seems on the face of it to be a difficult 
problem, since there are so many possible assignments. Even determining 
whether a configuration is stable is not simple, as the reader may discover 
by looking (before reading the next paragraph) for the unstable couple in the 
example above after the new matches A2 and Cl have been made. Jn general, 
there are many different stable assignments for a given set of preference lists, 
and we only need to find one. (Finding all stable assignments is a much more 
difficult problem.) 

One possible algorithm for finding a stable configuration might be to 
remove unstable couples one at a time. However, not only is this slow because 
of the time required to determine stability, but also the process does not 
even necessarily terminate! For example, after A2 and Cl have been matched 
in the example above, B and 2 make an unstable couple, which leads to 
the configuration A3 B2 Cl D4 E5. Jn this arrangement, B and 1 make an 
unstable couple, which leads to the configuration A3 Bl C2 D4 E5. Finally, 
A and 1 make an unstable configuration which leads back to the original 
configuration. An algorithm which attempts to solve the stable marriage 
problem by removing stable pairs one by one is bound to get caught in this 
type of loop. 
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Instead, we'll look at an algorithm which tries to build stable pairings 
systematically using a method based on what might happen in the somewhat 
idealized "real-life" version of the problem. The idea is to have each man, 
in tum, become a "suitor'' and seek a bride. Obviously, the first step in his 
quest is to propose to the first woman on his list. If she is already engaged 
to a man whom she prefers, then our suitor must try the next woman on his 
list, continuing until he finds a woman who is not engaged or who prefers 
him to her current fiancee. If this women is not engaged, then she becomes 
engaged to the suitor and the next man becomes the suitor. If she is engaged, 
then she breaks the engagement and becomes engaged to the suitor (whom 
she prefers). This leaves her old fiancee with nothing to do but become the 
suitor once again, starting where he left off on his list. Eventually he finds a 
new fiancee, but another engagement may need to be broken. We continue in 
this way, breaking engagements as necessary, until some suitor finds a woman 
who has not yet been engaged. 

This method may model what happens in some 19th-century novels, but 
some careful examination is required to show that it produces a stable set of 
assignments. The diagram below shows the sequence of events for the initial 
stages of the process for our example. First, A proposes to 2 (his first choice) 
and is accepted; then B proposes to 1 (his first choice) and is accepted; then C 
proposes to 2, is turned down, and proposes to 3 and is accepted, as depicted 
in the third diagram: 

Each diagram shows the sequence of events when a new man sets out as the 
suitor to seek a fiancee. Each line gives the ''used" preference list for the 
corresponding man, with each link labeled with an integer telling when that 
link was used by that man to propose to that woman. This extra information 
is useful in tracking the sequence of proposals when D and E become the 
suitor, as shown in the following figure: 
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When D proposes to 1, we have our first broken engagement, since 1 prefers 
D to B. Then B becomes the suitor and proposes to 2, which gives our second 
broken engagement, since 2 prefers B to A. Then A becomes the suitor and 
proposes to 5, which leaves a stable situation. The reader might wish to trace 
through the sequence of proposals made when E becomes the suitor. Things 
don't settle down until after eight proposals are made. Note that E takes on 
the suitor role twice in the process. 

To begin the implementation, we need data structures to represent the 
preference lists. Different structures are appropriate for the men and the 
women, since they use the preference lists in different ways. The men simply 
go through their preference lists in order, so a straightforward implementation 
as a two-dimensional array is called for: we'll maintain a two-dimensional 
array for the preference list so that, for example, prefer[m, w] will be the wth 
woman in the preference list of the mth man. In addition, we need to keep 
track of how far each man has progressed on his list. This can be handled 
with a one-dimensional array next, initialized to zero, with next[m]+l the 
index of the next woman on man m's preference list: her identifier is found in 
prefer[m, next[m[+l]. 

For each woman, we need to keep track of her fiancee (flancee[w] will 
be the man engaged to woman w) and we need to be able to answer the 
question "Is man s preferable to fiancee [ w] ?'' This could be done by searching 
the preference list sequentially until either s or flancee[w] is found, but this 
method would be rather inefficient if they're both near the end. What is called 
for is the "inverse" of the preference list: rank[wJ s] is the index of mans on 
woman w's preference list. For the example above this array is 
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I: 2 4 5 3 I 
2: 4 3 5 1 2 
3: I 3 4 2 5 
4: 4 2 I 3 5 
5: 5 2 3 I 4 

The suitability of suitor s can be very quickly tested by the statement if 
rank[w, s]<rank[w, fiancee[w]]. These arrays are easily constructed di­
rectly from the preference lists. To get things started, we use a "sentinel" man 
0 as the initial suitor, and put him at the end of all the women's preference 
lists. 

With the data structures initialized in this way, the implementation as 
described above is straightforward: 

for m:=l to N do 
begin 
s:=m; 
repeat 

next[s] :=next[s]+l; w:=prefer[s, next[s]]; 
if rank[w, s]<rank[w, iiancee[w]] then 

begin t:=tiancee[w]; .fiancee[w] :=s; s:=t end; 
until s=O; 
end: 

Each iteration starts with an unengaged man and ends with an engaged 
woman. The repeat loop must terminate because every man's list contains 
every woman and each iteration of the loop involves incrementing some man's 
list, and thus an unengaged woman must be encountered before any man's 
list is exhausted. The set of engagements produced by the algorithm is stable 
because every woman whom any man prefers to his fiancee is engaged to 
someone that she prefers to him. 

There are several obvious built-in biases in this algorithm. First. the 
men go through the women on their lists in order, while the women must 
wait for the "right man" to come along. This bias may be corrected (in a 
somewhat easier manner than in real life) by interchanging the order in which 
the preference lists are input. This produces the stable configuration 1E 2D 
3A 4C SB, where every women gets her first choice except 5, who gets her 
second. In general, there may be many stable configurations: it can be shown 
that this one is "optimal" for the women, in the sense that no other stable 
configuration will give any woman a better choice from her list. (Of course, 
the first stable configuration for our example is optimal for the men.) 



Another feature of the algorithm which seems to be biased is the order in 
which the men become the suitor: is it better to be the first man to propose 
(and therefore be engaged at least for a little while to your first choice) or 
the last (and therefore have a reduced chance to suffer the indignities of a 
broken engagement)? The answer is that this is not a bias at all: it doesn't 
matter in what order the men become the suitor. As long as each man makes 
proposals and each woman accepts according to their lists, the same stable 
configuration results. 

Advanced Algorithms 

The two special cases that we've examined give some indication of how com­
plicated the matching problem can be. Among the more general problems 
that have been studied in some detail are: the maximum matching problem 
for general (not necessarily bipartite) graphs; weighted matching for bipartite 
graphs, where edges have weights and a matching with maximum total weight 
is sought; and weighted matching for general graphs. Treating the many tech­
niques that have been tried for matching on general graphs would fill an entire 
volume: it is one of the most extensively studied problems in graph theory. 

D 
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1. Find all the matchings with five edges for the given sample bipartite 
graph. 

2. Use the algorithm given in the text to find maximum matchings for 
random bipartite graphs with 50 vertices and 100 edges. About how many 
edges are in the matchings? 

Construct a bipartite graph with six nodes and eight edges which has a 
three-edge matching, or prove that none exists. 

Suppose that vertices in a bipartite graph represent jobs and people and 
that each person is to be assigned to two jobs. Will reduction to network 
flow give an algorithm for this problem? Prove your answer. 

Modify the network flow program of Chapter 33 to take advantage of the 
special structure of the 0-1 networks which arise for bipartite matching. 

6. Write an efficient program for determining whether an assignment for the 
marriage problem is stable. 

Z Is it possible for two men to get their last choice in the stable marriage 
algorithm? Prove your answer. 

Construct a set of preference lists for N = 4 for the stable marriage 
problem where everyone gets their second choice, or prove that no such 
set exists. 

9. Give a stable configuration for the stable marriage problem for the case 
where the preference lists for men and women are all the same: in ascend­
ing order. 

10. Run the stable marriage program for N = 50, using random permutations 
for preference lists. About how many proposals are made during the 
execution of the algorithm? 



SOURCES for Graph Algorithms 

There are several textbooks on graph algorithms, but the reader should 
be forewarned that there is a great deal to be learned about graphs, that 
they still are not fully understood, and that they are traditionally studied 
from a mathematical (as opposed to an algorithmic) standpoint. Thus, many 
references have more rigorous and deeper coverage of much more difficult 
topics than our treatment here. 

Many of the topics that we've treated here are covered in the book by 
Even, for example, our network flow example in Chapter 33. Another source 
for further material is the book by Papadimitriou and Steiglitz. Though most 
of that book is about much more advanced topics (for example, there is a full 
treatment of matching in general graphs), it has up-to-date coverage of many 
of the algorithms that we've discussed, including pointers to further reference 
material. 

The application of depth-first search to solve graph connectivity and other 
problems is the work of R. E. Tarjan, whose original paper merits further 
study. The many variants on algorithms for the union-find problem of Chapter 
30 are ably categorized and compared by van Leeuwen and Ta.rjan. The 
algorithms for shortest paths and minimum spanning trees in dense graphs 
in Chapter 31 are quite old, but the original papers by Dijkstra, Prim, and 
Kruskal still make interesting reading. Our treatment of the stable marriage 
problem in Chapter 34 is based on the entertaining account given by Knuth. 

E. W. Dijkstra, "A note on two problems in connexion with graphs," Numer­
ishe Mathematik, 1 (1959). 

S Even, Graph Algorithms, Computer Science Press, Rockville, MD, 1980. 

D. E. Knuth, Marriages stalies, Les Presses de L 'Universite de Montreal, 
Montreal, 1976. 

J. R Kruskal Jr., "On the shortest spanning subtree of a graph and the 
traveling salesman problem," Proceedings AMS 7, 1 (1956). 

C. H. Papadimitriou and K. Steiglitz, Combinatorial Optimization: Algorithms 
and Complexity, Prentice-Hall, Englewood Cliffs, NJ, 1982. 

R. C. Prim, "Shortest connection networks and some generalizations," Bell 
/lystem Technical Jnunal, 36 (1957). 

R E. Tarjan, "Depth-first search and linear graph algorithms," SIAM JJUrnd 
on Computing, 1, 2 (1972). 

J. van Leeuwen and R. E. Tarjan, "Worst-case analysis of set-union algo­
rithms," Journal of the ACM, to appear. 
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35. Algorithm Machines 

D The algorithms that we have studied are, for the most part, remarkably 
robust in their applicability. Most of the methods that we have seen 

are a decade or more old and have survived many quite radical changes in 
computer hardware and software. New hardware designs and new software 
capabilities certainly can have a significant impact on specific algorithms, but 
good algorithms on old machines are, for the most part, good algorithms on 
new machines. 

One reason for this is that the fundamental design of "conventional" 
computers has changed little over the years. The design of the vast majority 
of computing systems is guided by the same underlying principle, which was 
developed by the mathematician J. von Neumann in the early days of modem 
computing. When we speak of the von Neumann model of computation, we 
refer to a view of computing in which instructions and data are stored in the 
same memory and a single processor fetches instructions from the memory 
and executes them (perhaps operating on the data), one by one. Elaborate 
mechanisms have been developed to make computers cheaper, faster, smaller 
(physically), and larger (logically), but the architecture of most computer 
systems can be viewed as variations on the von Neumann theme. 

Recently, however, radical changes in the cost of computing components 
have made it plausible to consider radically different types of machines, ones 
in which a large number of instructions can be executed at each time instant 
or in which the instructions are "wired in" to make special-purpose machines 
capable of solving only one problem or in which a large number of smaller 
machines can cooperate to solve the same problem. In short, rather than 
having a machine execute just one instruction at each time instant, we can 
think about having a large number of actions being performed simultaneously. 
In this chapter, we shall consider the potential effect of such ideas on some of 
the problems and algorithms we have been considering. 

457 
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General Approaches 

Certain fundamental algorithms are used so frequently or for such large prob­
lems that there is always pressure to run them on bigger and faster com­
puters. One result of this has been a series of "supercomputers" which em­
body the latest technology; they make some concessions to the fundamental 
von Neumann concept but still are designed to be general-purpose and useful 
for all programs. The common approach to using such a machine for the type 
of problem we have been studying is to start with the algorithms that are 
best on conventional machines and adapt them to the particular features of 
the new machine. This approach encourages the persistence of old algorithms 
and old architecture in new machines. 

Microprocessors with significant computing capabilities have become quite 
inexpensive. An obvious approach is to try to use a large number of processors 
together to solve a large problem. Some algorithms can adapt well to being 
"distributed" in this way; others simply are not appropriate for this kind of 
implementation. 

The development of inexpensive, relatively powerful processors has in­
volved the appearance of general-purpose tools for use in designing and build­
ing new processors. This has led to increased activity in the development 
of special-purpose machines for particular problems. If no machine is par­
ticularly well-suited to execute some important algorithm, then we can design 
and build one that is! For many problems, an appropriate machine can be 
designed and built that fits on one (very-large-scale) integrated circuit chip. 

A common thread in all of these approaches is parallelism: we try to 
have as many different things as possible happening at any instant. This can 
lead to chaos if it is not done in an orderly manner. Below, we'll consider 
two examples which illustrate some techniques for achieving a high degree of 
parallelism for some specific classes of problems. The idea is to assume that 
we have not just one but M processors on which our program can run. Thus, 
if things work out well, we can hope to have our program run M times faster 
than before. 

There are several immediate problems involved in getting M processors 
to work together to solve the same problem. The most important is that they 
must communicate in some way: there must be wires interconnecting them 
and specific mechanisms for sending data back and forth along those wires. 
Furthermore, there are physical limitations on the type of interconnection 
allowed. For example, suppose that our "processors" are integrated circuit 
chips (these can now contain more circuitry than small computers of the past) 
which have, say, 32 pins to be used for interconnection. Even if we had 1000 
such processors, we could connect each to at most 32 others. The choice 
of how to interconnect the processors is fundamental in parallel computing. 
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Moreover, it's important to remember that this decision must be made ahead 
of time: a program can change the way in which it does things depending on 
the particular instance of the problem being solved, but a machine generally 
can't change the way its parts are wired together. 

This general view of parallel computation in terms of independent proces­
sors with some fixed interconnection pattern applies in each of the three 
domains described above: a supercomputer has very specific processors and 
interconnection patterns that are integral to its architecture (and affect many 
aspects of its performance); interconnected microprocessors involve a relatively 
small number of powerful processors with simple interconnections; and very­
large-scale integrated circuits themselves involve a very large number of simple 
processors (circuit elements) with complex interconnections. 

Many other views of parallel computation have been studied extensively 
since von Neumann, with renewed interest since inexpensive processors have 
become available. It would certainly be beyond the scope of this book to 
treat all the issues involved. Instead, we'll consider two specific machines 
that have been proposed for some familiar problems. The machines that we 
consider illustrate the effects of machine architecture on algorithm design and 
vice versa. There is a certain symbiosis at work here: one certainly wouldn't 
design a new computer without some idea of what it will be used for, and one 
would like to use the best available computers to execute the most important 
fundamental algorithms. 

Perfect Shuffles 

To illustrate some of the issues involved in implementing algorithms as ma­
chines instead of programs, we'll look at an interesting method for merging 
which is suitable for hardware implementation. As we'll see, the same general 
method can be developed into a design for an "algorithm machine" which 
incorporates a fundamental interconnection pattern to achieve parallel opera­
tion of M processors for solving several problems in addition to merging. 

As mentioned above, a fundamental difference between writing a program 
to solve a problem and designing a machine is that a program can adopt its 
behavior to the particular instance of the problem being solved, while the 
machine must be "wired" ahead of time always to perform the same sequence 
of operations. To see the difference, consider the first sorting program that we 
studied, sort3 from Chapter 8. No matter what three numbers appear in the 
data, the program always performs the same sequence of three fundamental 
"compare-exchange" operations. None of the other sorting algorithms that 
we studied have this property. They all perform a sequence of comparisons 
that depends on the outcome of previous comparisons, which presents severe 
problems for hardware implementation. 
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Specifically, if we have a piece of hardware with two input wires and two 
output wires that can compare the two numbers on the input and exchange 
them if necessary for the output, then we can wire three of these together 
as follows to produce a sorting machine with three inputs (at the top in the 
figure) and three outputs (at the bottom): 

Thus, for example, if C B A were to appear at the top, the first box would 
exchange the C and the B to give B C A, then the second box would exchange 
the B and the A to give A C B, then the third box would exchange the C and 
the B to produce the sorted result. 

Of course, there are many details to be worked out before an actual 
sorting machine based on this scheme can be built. For example, the method 
of encoding the inputs is left unspecified: one way would be to think of each 
wire in the diagram above as a "bus" of enough wires to carry the data with 
one bit per wire; another way is to have the compare-exchangers read their 
inputs one bit at a time along a single wire (most significant bit first). Also 
left unspecified is the timing: mechanisms must be included to ensure that 
no compare-exchanger performs its operation before its input is ready. We 
clearly won't be able to delve much deeper into such circuit design questions; 
instead we'll concentrate on the higher level issues concerning interconnecting 
simple processors such as compare-exchangers for solving larger problems. 

To begin, we'll consider an algorithm for merging together two sorted 
files, using a sequence of "compare-exchange" operations that is independent 
of the particular numbers to be merged and is thus suitable for hardware 
implementation. Suppose that we have two sorted files of eight keys to be 
merged together into one sorted file. First write one file below the other, then 
compare those that are vertically adjacent and exchange them if necessary to 
put the larger one below the smaller one. 
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Next, split each line in half and interleave the halves, then perform the same 
compare-exchange operations on the numbers in the second and third lines. 
(Note that comparisons involving other pairs of lines are not necessary because 
of previous sorting.) 

A B E E 
I M N R 
A E G G 
L M P X 

A B E E 
A E G G 
I M N R 
L M P X 

This leaves both the rows and the columns of the table sorted. This fact is 
a fundamental property of this method: the reader may wish to check that 
it is true, but a rigorous proof is a trickier exercise than one might think. It 
turns out that this property is preserved by the same operation: split each 
line in half, interleave the halves, and do compare-exchanges between items 
now vertically adjacent that came from different lines. 

A B A B 
E E A E 
A E E E 
G G G G 
I M I M 
N R L M 
L M N R 
p 

We have doubled the number of rows, halved the number of columns, and still 
kept the rows and the columns sorted. One more step completes the merge: 
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A 
B 
A 
E 
E 
E 
G 
G 

M 
L 
M 
N 
R 

A 
A 
B 
E 
E 
E 
G 
G 

L 
M 
M 
N 

p R 
x x 
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At last we have 16 rows and 1 column, which is sorted. This method obviously 
extends to merge files of equal lengths which are powers of two. Other sizes 
can be handled by adding dummy keys in a straightforward manner, though 
the number of dummy keys can get large (if N is just larger than a power of 
2). 

The basic "split each line in half and interleave the halves" operation in 
the above description is easy to visualize on paper, but how can it be translated 
into wiring for a machine? There is a surprising and elegant answer to this 
question which follows directly from writing the tables down in a different 
way. Rather than writing them down in a two-dimensional fashion, we'll 
write them down as a simple (one-dimensional) list of numbers, organiz.ed 
in column-major order: first put the elements in the first column, then put 
the elements in the second column, etc. Since compare-exchanges are only 
done between vertically adjacent items, this means that each stage involves 
a group of compare-exchange boxes, wired together according to the "eplit­
and-interleave" operation which is necessary to bring items together into the 
compare-exchange boxes. 

This leads to the following diagram, which corresponds precisely to the 
description using tables above, except that the tables are all written in column­
major order (including an initial 1 by 16 table with one file, then the other). 
The reader should be sure to check the correspondence between this diagram 
and the tables given above. The compare-exchange boxes are drawn explicitly, 
and explicit lines are drawn showing how elements move in the "split-and­
interleave" operation: 
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Surprisingly, in this representation each "split-and-interleave" operation re­
duces to precisely the same interconnection pattern. This pattern is called 
the perfect shuffee because the wires are exactly interleaved, in the same way 
that cards from the two halves would be interleaved in an ideal mix of a deck 
of cards. 

This method was named the odd-even merge by K. E. Batcher, who 
invented it in 1968. The essential feature of the method is that all of the 
compare-exchange operations in each stage can be done in parallel. It clearly 
demonstrates that two files of N elements can be merged together in log N 
parallel steps (the number of rows in the table is halved at every step), using 
less than N log N compare-exchange boxes. From the description above, this 
might seem like a straightforward result: actually, the problem of finding such 
a machine had stumped researchers for quite some time. 

Batcher also developed a closely related (but more difficult to understand) 
merging algorithm, the bitonic merge, which leads to an even simpler machine. 
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This method can be described in terms of the "split-and-interleave" operation 
on tables exactly as above, except that we begin with the second file in reverse 
sorted order and always do compare-exchanges between vertically adjacent 
items that came from the same lines. We won't go into the proof that this 
method works: our interest in it is that it removes the annoying feature in the 
odd-even merge that the compare-exchange boxes in the first stage are shifted 
one position from those in following stages. As the following diagram shows, 
each stage of the bitonic merge has exactly the same number of comparators, 
in exactly the same positions: 

AEGGIMNRXPMLEEBA 

Now there is regularity not only in the interconnections but in the positions of 
the compare-exchange boxes. There are more compare-exchange boxes than 
for the odd-even merge, but this is not a problem, since the same number 
of parallel steps is involved. The importance of this method is that it leads 
directly to a way to do the merge using only N compare-exchange boxes. The 
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idea is to simply collapse the rows in the table above to just one pair of rows, 
and thus produce a cycling machine wired together as follows: 

Such a machine can do log N compare-exchange-shuffle "cycles," one for each 
of the stages in the figure above. 

Note carefully that this is not quite "ideal" parallel performance: since 
we can merge together two files of N elements using one processor in a number 
of steps proportional to N, we would hope to be able to do it in a constant 
number of steps using N processors. In this case, it has been proven that it 
is not possible to achieve this ideal and that the above machine achieves the 
best possible parallel performance for merging using compare-exchange boxes. 

The perfect shuffle interconnection pattern is appropriate for a variety of 
other problems. For example, if a 2 11-by~211 square matrix is kept in row-major 
order, then n perfect shuffles will transpose the matrix (convert it to column­
major order). More important examples include the fast Fourier transform 
(which we'll examine in the next chapter); sorting (which can be developed by 
applying either of the methods above recursively); polynomial evaluation: and 
a host of others. Each of these problems can be solved using a cycling perfect 
shuffle machine with the same interconnections as the one diagramed above 
but with different (somewhat more complicated) processors. Some researchers 
have even suggested the use of the perfect shuffle interconnection for "general­
purpose" parallel computers. 
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Systolic Arrqys 

One problem with the perfect shuffle is that the wires used for interconnection 
are long. Furthermore, there are many wire crossings: a shuffle with N wires 
involves a number of crossings proportional to N 2. These two properties turn 
out to create difficulties when a perfect shuffle machine is actually constructed: 
long wires lead to time delays and crossings make the interconnection expen-
sive and inconvenient. 

A natural way to avoid both of these problems is to insist that processors 
be connected only to processors which are physically adjacent. As above, we 
operate the processors synchronously: at each step, each processor reads inputs 
from its neighbors, does a computation, and writes outputs to its neighbors. 
It turns out that this is not necessarily restrictive, and in fact H. T. Kung 
showed in 1978 that arrays of such processors, which he termed systolic arrays 
(because the way data flows within them is reminiscent of a heartbeat), allow 
very efficient use of the processors for some fundamental problems. 

As a typical application, we'll consider the use of systolic arrays for 
matrix-vector multiplication. For a particular example, consider the matrix 
operation 

( : ~ =~)(;)~(_~) 
-1 -2 5 2 1 

This computation will be carried out on a row of simple processors each of 
which has three input lines and two output lines, as depicted below: 

Five processors are used because we'll be presenting the inputs and reading 
the outputs in a carefully timed manner, as described below. 

During each step, each processor reads one input from the left, one from 
the top, and one from the right; performs a simple computation; and writes 
one output to the left and one output to the right. Specifically, the right 
output gets whatever was on the left input, and the left output gets the result 
computed by multiplying together the f,eft and top inputs and adding the right 
input. A crucial characteristic of the processors is that they always perform a 
dynamic transformation of inputs to outputs; they never have to "remember" 
computed values. (This is also true of the processors in the perfect shuffle 
machine.) This is a ground rule imposed by low-level constraints on the 
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hardware design, since the addition of such a ''memory" capability can be 
(relatively) quite expensive. 

The paragraph above gives the "program" for the systolic machine; to 
complete the description of the computation, we need to also describe exactly 
how the input values are presented. This timing is an essential feature of the 
systolic machine, in marked contrast to the perfect shuffle machine, where 
all the input values are presented at one time and all the output values are 
available at some later time. 

The general plan is to bring in the matrix through the top inputs of the 
processors, reflected about the main diagonal and rotated forty-five degrees, 
and the vector through the left input of processor A, to be passed on to the 
other processors. Intermediate results are passed from right to left in the 
array, with the output eventually appearing on the left output of processor 
A. The specific timing for our example is shown in the following table, which 
gives the values of the left, top, and Tight inputs for each processor at each 
step: 

ABCDE ABCDE 
1 1 

ABCD 

1 
5 1 

5 1 3 1 
2 5 -4 1 -1 16 

2 5 -2 -2 8 6 -1 
7 2 5 -11 

8 2 -1 
9 -1 
10 -1 

The input vector is presented to the left input of processor A at steps 1, 3, 
and 5 and passed right to the other processors in subsequent steps. The input 
matrix is presented to the top inputs of the processors starting at steps 3, 
skewed so the right-to-left diagonals of the matrix are presented in successive 
steps. The output vector appears as the left output of processor A at steps 
6, 8, and 10. (In the table, this appears as the right input of an imaginary 
processor to the left of A, which is collecting the answer.) 

The actual computation can be traced by following the right inputs (left 
outputs) which move from right to left through the array. All computations 
produce a zero result until step 3, when processor C has 1 for its IR{t input 
and 1 for its top input, so it computes the result 1, which is passed along 
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as processor B's right input for step 4. At step 4, processor B has non-zero 
values for all three of its inputs, and it computes the value 16, to be passed 
on to processor A for step 5. Meanwhile, processor D computes a value 1 for 
processor C's use at step 5. Then at step 5, processor A computes the value 
8, which is presented as the first output value at step 6; C computes the value 
6 for B's use at step 6, and E computes its first nonaero value (-1) for use by 
D at step 6. The computation of the second output value is completed by B 
at step 6 and passed through A for output at step 8, and the computation of 
the third output value is completed by C at step 7 and passed through B and 
A for output at step 10. 

Once the process has been checked at a detailed level as in the previous 
paragraph, the method is better understood at a somewhat higher level. The 
numbers in the middle part of the table above are simply a copy of the input 
matrix., rotated and reflected as required for presentation to the top inputs 
of the processors. H we check the numbers in the corresponding positions at 
the left part of the table, we find three copies of the input vector, located in 
exactly the right positions and at the right times for multiplication against 
the rows of the matrix. And the corresponding positions on the right give 
the intermediate results for each multiplication of the input vector with each 
matrix row. For example, the multiplication of the input vector with the 
middle matrix row requires the partial computations 1*1 = 1, 1 + 1*5 = 6, 
and 6 + (-2)*2 = 2, which appear in the entries 1 6 2 in the reflected middle 
row on the right-hand side of the table. The systolic machine manages to time 
things so that each matrix element "meets" the proper input vector entry and 
the proper partial computation at the processor where it is input, so that it 
can be incorporated into the partial result. 

The method extends in an obvious manner to multiply an N-by-N matrix 
by an N-by-1 vector using 2N - 1 processors in 4N - 2 steps. This does come 
close to the ideal situation of having every processor perform useful work at 
every step: a quadratic algorithm is reduced to a linear algorithm using a 
linear number of processors. 

One can appreciate from this example that systolic arrays are at once 
simple and powerful. The output vector at the edge appears almost as if 
by magic! However, each individual processor is just performing the simple 
computation described above: the magic is in the interconnection and the 
timed presentation of the inputs. As before, we've only described a general 
method of parallel computation. Many details in the logical design need to 
be worked out before such a systolic machine can be constructed. 

As with perfect shuffle machines, systolic arrays may be used in many 
different types of problems, including string matching and matrix multiplica­
tion among others. Some researchers have even suggested the use of this 
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interconnection pattern for "general-purpose" parallel machines. 

Certainly, the study of the perfect shuffle and systolic machines illustrates 
that hardware design can have a significant effect on algorithm design, suggest­
ing changes that can provide interesting new algorithms and fresh challenges 
for the algorithm designer. While this is an interesting and fruitful area for 
further research, we must conclude with a few sobering notes. First, a great 
deal of engineering effort is required to translate general schemes for parallel 
computation such as those sketched above to actual algorithm machines with 
good performance. For many applications, the resource expenditure required 
is simply not justified, and a simple "algorithm machine" consisting of a con­
ventional (inexpensive) microprocessor running a conventional algorithm will 
do quite well. For example, if one has many instances of the same problem 
to solve and several microprocessors with which to solve them, then ideal 
parallel performance can be achieved by having each microprocessor (using a 
conventional algorithm) working on a different instance of the problem, with 
no interconnection at all required. H one has N files to sort and N proces­
sors available on which to sort them, why not simply use one processor for 
each sort, rather than having all N processors labor together on all N sorts? 
Techniques such as those discussed in this chapter are currently justified only 
for applications with very special time or space requirements. In studying 
various parallel computation schemes and their effects on the performance of 
various algorithms, we can look forward to the development of general-purpose 
parallel computers that will provide improved performance for a wide variety 
of algorithms. 

LJ 
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1. Outline two possible ways to use parallelism in Quicksort. 

2. Write a conventional Pascal program which merges files using Batcher's 
bitonic method. 

3. Write a conventional Pascal program which merges files using Batcher's 
bitonic method, but doesn't actually do any shuffles. 

4. Does the program of the previous exercise have any advantage over con­
ventional merging? 

5. How many perfect shuffles will bring all the elements in an array of size 
2n back to their original positions? 

6. Draw a table like the one given in the text to illustrate the operation of 
the systolic matrix-vector multiplier for the following problem: 

(2 1 4)( 3) ( 3) 3 0 1 1 ~ 8 
1 -1 3 -1 -1 

7. Write a conventional Pascal program which simulates the operation of 
the systolic array for multiplying a N-by-N matrix by an N-by-1 vector. 

8. Show how to use a systolic array to transpose a matrix. 

9. How many processors and how many steps would be required for a systolic 
machine which can multiply an M-by-N matrix by an N-by-1 vector? 

10. Give a simple parallel scheme for matrix-vector multiplication using proces­
sors which have the capability to "remember'' computed values. 



36. The Fast Fourier Transform 

D One of the most widely used arithmetic algorithms is the fast Fourier 
transform, which (among many other applications) can provide a sub­

stantial reduction in the time required to multiply two polynomials. The 
Fourier transform is of fundamental importance in mathematical analysis and 
is the subject of volumes of study. The emergence of an efficient algorithm 
for this computation was a milestone in the history of computing. 

It would be beyond the scope of this book to outline the mathematical 
basis for the Fourier transform or to survey its many applications. Our pur­
pose is to learn the characteristics of a fundamental algorithm within the 
context of some of the other algorithms that we've been studying. Jn par­
ticular, we'll examine how to use the algorithm for polynomial multiplication, 
a problem that we studied in Chapter 4. Only a very few elementary facts 
from complex analysis are needed to show how the Fourier transform can be 
used to multiply polynomials, and it is possible to appreciate the fast Fourier 
transform algorithm without fully understanding the underlying mathematics. 
The divide-and-conquer technique is applied in a way similar to other impor­
tant algorithms that we've seen. 

JWaluate, Multiply, Interpolate 

The general strategy of the improved method for polynomial multiplication 
that we'll be examining takes advantage of the fact that a polynomial of degree 
N - 1 is completely determined by its value at N different points. When we 
multiply two polynomials of degree N - 1 together, we get a polynomial of 
degree 2N - 2: if we can find that polynomial's value at 2N - 1 points, then it 
is completely determined. But we can find the value of the result at any point 
simply by evaluating the two polynomials to be multiplied at that point and 
then multiplying those numbers. This leads to the following general scheme 
for multiplying two polynomials of degree N - 1: 

471 
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Eval,uate the input polynomials at 2N - 1 distinct points. 

Multiply the two values obtained at each point. 

Interpol,at,e to find the unique result polynomial that has the given value 
at the given points. 

For example, to compute r(x) = Ji{x)q(x) with p(x) = l+x+x2 and q(x) = 
2 -x+x2 , we can evaluate p(x) and q(x) at any five points, say -2,-1,0,1,2, 
to get the values 

[p(-2),p(-1),p(O),p(l),p(2)] = [3,1, 1,3, 7], 
[q(-2}, q(-1}, q(O}, q(l), q(2)] = [8,4,2,2,4]. 

Multiplying these together term-by-term gives enough values for the product 
polynomial, 

Jr(-2}, r(-1), r(O), r(l), r(2}] = [24,4,2,6,28], 

that its coefficients can be found by interpolation. By the Lagrange formula, 

r(x) = 2~2:11- -~~: -x2--ll -x2--22 

+4~1~22 - ~·~~n -xi -- ~ -xl--22 

2x+2 x+lz-1 x-2 

+ 0+2 o+T;, To~ 
6x:t2 xtlx-o x-2 

+ 1+:21+11 ~l - 2 

x+2 x+lx-o x-1 

+28 2t22+T2 72-:T· 

which simplifies to the result 

r(x) = 2+x +2x2 +x4 • 

As described so far, this method is not a good algorithm for polynomial multi­
plication since the best algorithms we have so far for both evaluation (repeated 
application of Homer's method) and interpolation (Lagrange formula) require 
N 2 operations. However, there is some hope of finding a better algorithm be­
cause the method works for any choice of 2N - 1 distinct points whatsoever, 
and it is reasonable to expect that evaluation and interpolation will be easier 
for some sets of points than for others. 
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Complex Roots of Unity 

It turns out that the most convenient points to use for polynomial interpolation 
and evaluation are complex numbers, in fact, a particular set of complex 
numbers called the complex roots of unity. 

A brief review of some facts about complex analysis is necessary. The 
number i = R is an imaginary number: though yCT is meaningless as 
a real number, it is convenient to give it. a name, i, and perform algebraic 
manipulations with it, replacing i 2 with -1 whenever it appears. A complex 
number consists of two parts, real and imaginary, usually written as a + bi, 
where a and b are reals. To multiply complex numbers, apply the usual rules, 
but replace i 2 with -1 whenever it appears. For example, 

(a + biXc + di) = (ac - bd) + (ad + bc)i. 

Sometimes the real or imaginary part can cancel out when a complex multi­
plication is performed. For example, 

<1-;Jo-iJ= -2i, 

(1 + i)4 = 4, 

(1+i)8 =16. 

Scaling this last equation by dividing through by 16 = J2\ we find that 

In general, there are many complex numbers that evaluate to 1 when raised 
to a power. These are the so-called complex roots of unity. In fact. it turns 
out that for each N, there are exactly N complex numbers z with zN = 1. 
One of these, named WN, is called the principal Nth root of unity; the others 
are obtained by raising WN to the kth power, for k = 0,1,2, ... ,N - 1. For 
example, we can list the eighth roots of unity as follows: 

The first root, wf].,,, is 1 and the second, w}v, is the principal root. Also. for 
N even, the root w~l2 is -1 (because (w~/2)2 = 1). 

The precise values of the roots are unimportant for the moment. We'll be 
using only simple properties which can easily be derived from the basic fact 
that the Nth power of any Nth root of unity must be 1. 
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Evaluation at the Roots of Unity 

The crux of our implementation will be a procedure for evaluating a poly­
nomial of degree N - 1 at the Nth roots of unity. That is, this procedure 
transforms the N coefficients which define the polynomial into the N values 
resulting from evaluating that polynomial at all of the Nth roots of unity. 

This may not seem to be exactly what we want, since for the first step of 
the polynomial multiplication procedure we need to evaluate polynomials of 
degree N - 1 at 2N - 1 points. Actually, this is no problem, since we can view 
a polynomial of degree N - 1 as a polynomial of degree 2N 2 with N 1 
coefficients (those for the terms of largest degree) which are 0. 

The algorithm that we'll use to evaluate a polynomial of degree N - 1 
at N points simultaneously will be based on a simple divide-and-conquer 
strategy. Rather than dividing the polynomials in the middle (as in the 
multiplication algorithm in Chapter 4) we'll divide them into two parts by 
putting alternate terms in each part. This division can easily be expressed in 
terms of polynomials with half the number of coefficients. For example, for 
N = 8, the rearrangement of terms is as follows: 

p(x) =Po +pix +P2X2 + p3x3 +p4X4 +PsX5 +Psx6 + P1X1 

=(Po+ P2X2 + p4X4 + PsX6) + x(p1 + p3:z:2 + p5x4 + P7X6) 
= P~(x2 ) + XPo(x 2). 

The Nth roots of unity are convenient for this decomposition because if you 
square a root of unity, you get another root of unity. In fact, even more is 
true: for N even, if you square an Nth root of unity, you get an !Nth root of 
unity (a number which evaluates to 1 when raised to the tNth power). This 
is exactly what is needed to make the divide-and-conquer method work. To 
evaluate a polynomial with N coefficients on N points, we split it into two 
polynomials with !N coefficients. These polynomials need only be evaluated 
on tN points (the tNth roots of unity) to compute the values needed for the 
full evaluation. 

To see this more clearly, consider the evaluation of a degree-7 polynomial 
p(x) on the eighth roots of unity 

%:wg,w~,w~,w~,w:,w~,w~,w~. 

Since wi = -1, this is the same as the sequence 

Wa :wg,w~,w~,w~,-wg,-w~,-w~, -w~. 

Squaring each term of this sequence gives two copies of the sequence {W4} of 
the fourth roots of unity: 

w~ :w~,wl,w~,wl,w~,wl,w~,wl. 
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Now, our equation 

tells us immediately how to evaluate p(x) at the eighth roots of unity from 
these sequences. First, we evaluate Pe(x) and p0 (x) at the fourth roots of unity. 
Then we substitute each of the eighth roots of unity for x in the equation 
above, which requires adding the appropriate Pe value to the product of the 
appropriate p0 value and the eighth root of unity: 

p(wg) = Pe(w~) + wgpo(w~), 
p(w~) = Pe(w!} + W~Po(wl)i 
p(w~) = Pe(w!) + W~Po(w~), 
p(w~) = Pe(w~) + W~Po(w~), 
p( w:) = p.,( w~) wgpo( w~), 
p(w~) = p.,(w!)-w~po(w!), 
p(w~) = p.,(w;)- w~po(w~), 
p(w~) = p.,(w:)- W~Po(w~). 

In general, to evaluate p(x) on the Nth roots of unity, we recursively evaluate 
p,(x) and p0(x) on the !Nth roots of unity and perform the N multiplications 
as above. This only works when N is even, so we'll assume from now on that 
N is a power of two, so that it remains even throughout the recursion. The 
recursion stops when N = 2 and we have p0 + p1x to be evaluated at 1 and 
-1, with the results Po + Pt and Po -pi. 

The number of multiplications used satisfies the ''fundamental divide­
and-conquer" recurrence 

M(N) = 2M(N /2) + N, 

which has the solution M(N) = N lg N. This is a substantial improvement 
over the straightforward N 2 method for interpolation but, of course, it works 
only at the roots of unity. 

This gives a method for transforming a polynomial from its representation 
as N coefficients in the conventional manner to its representation in terms of 
its values at the roots of unity. This conversion of the polynomial from the 
first representation to the second is the Fourier transform, and the efficient 
recursive calculation procedure that we have described is called the "fast" 
Fourier transform (FFT). (These same techniques apply to more general 
functions than polynomials. More precisely we're doing the "discrete" Fourier 
transform.) 
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lnterpo/,ati,on a.t the Rnots of Unity 

Now that we have a fast way to evaluate polynomials at a specific set of points, 
all that we need is a fast way to interpolate polynomials at those same points, 
and we will have a fast polynomial multiplication method. Surprisingly, it 
works out that, for the complex roots of unity, running the evaluation program 
on a particular set of points will do the interpolation! This is a specific instance 
of a fundamental "inversion" property of the Fourier transform, from which 
many important mathematical results can be derived. 

For our example with N = 8, the interpolation problem is to find the 
polynomial 

which has the values 

r(wg) = so, r(w~) = Si, r(w~) = s 2, r(w~) = 831 

r(w~) = 84, r(w~) = ss, r(w~) = ss, r(w~) = 87. 

As we've said before, the interpolation problem is the "inverse" of the evalua­
tion problem. When the points under consideration are the complex roots of 
unity, this is literally true. If we let 

then we can get the coefficients 

just by evaluating the polynomial s(x) at the inverses of the complex roots of 
unity 

which is the same sequence as the complex roots of unity, but in a different 
order: 

In other words, we can use exactly the same routine for interpolation as 
for evaluation: only a simple rearrangement of the points to be evaluated is 
required. 

The proof of this fact requires some elementary manipulations with finite 
sums: those unfamiliar with such manipulations may wish to skip to the end 
of this paragraph. Evaluating s(x) at the inverse of the tth Nth root of unity 
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gives 
s(w;y') = I: s,(w;y'f 

05,1<N 

= L *"N)(wjV')i 
0$j<N 

= L L r;(wJv)'(wiV')' 
05,1<NO$t<N 

= L L TiW~i-t) 
0$1<NO$;i<N 

= L Ti L w_Ji-t)=Nrt. 
0$i<N 0$.1<N 
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Nearly everything disappears in the last term because the inner sum is trivially 
N if i = t if i #- t then it evaluates to 

Note that an extra scaling factor of N arises. This is the ''inversion theorem" 
for the discrete Fourier transform, which says that the same method will 
convert a polynomial both ways: between its representation as coefficients and 
its representation as values at the complex roots of unity. 

While the mathematics may seem complicated, the results indicated are 
quite easy to apply: to interpolate a polynomial on the Nth roots of unity, 
use the same procedure as for evaluation, using the interpolation values as 
polynomial coefficients, then rearrange and scale the answers. 

Implementation 

Now we have all the pieces for a divide-and-conquer algorithm to multiply 
two polynomials using only about N lg N operations. The general scheme is 
to: 

Evaluate the input polynomials at the (2N - l)st roots of unity. 

Multiply the two values obtained at each point. 
Interpolate to find the result by evaluating the polynomial defined by 
the numbers just computed at the (2N 1 )st roots of unity. 

The description above can be directly translated into a program which uses a 
procedure that can evaluate a polynomial of degree N - 1 at the Nth roots 
of unity. Unfortunately, all the arithmetic in this algorithm is to be complex 
arithmetic, and Pascal has no built-in type complex. While it is possible 
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to have a user-defined type for the complex numbers, it is then necessary 
to also define procedures or functions for all the arithmetic operations on 
the numbers, and this obscures the algorithm unnecessarily. The following 
implementation assumes a type complex for which the obvious arithmetic 
functions are defined: 

eval(p1 outN, 0); 
eval( q, outN, 0); 
foe i:~O to outN do r[;J:~p[i]•q[i]; 
eval(r, outN, 0); 
for i:=l to N do 

begin t:=r[i]j r[i]:=r[outN+l-i]; r[outN+l-i]:=t end; 
for i:=O to outN do r[i] :=r[i]/(outN+1); 

This program assumes that the global variable outN has been set to 2N-1, 
and that p, q, and r are arrays indexed from 0 to 2N 1 which hold complex 
numbers. The two polynomials to be multiplied, p and q are of degree N - 1, 
and the other coefficients in those arrays are initially set to 0. The procedure 
eval replaces the coefficients of the polynomial given as the first argument by 
the values obtained when the polynomial is evaluated at the roots of unity. 
The second argument specifies the degree of the polynomial (one less than the 
number of coefficients and roots of unity) and the third argument is described 
below. The above code computes the product of p and q and leaves the result 
in r. 

Now we are left with the implementation of eval. As we've seen before, 
recursive programs involving arrays can be quite cumbersome to implement. It 
turns out that for this algorithm it is possible to get around the usual storage 
management problem by reusing the storage in a clever way. What we would 
like to do is have a recursive procedure that takes as input a contiguous array 
of N + 1 coefficients and returns the N + 1 values in the same But 
the recursive step involves processing two noncontiguous arrays: the and 
even coefficients. On reflection, the reader will see that the "perfect shuffle" 
of the previous chapter is exactly what is needed here. We can get the odd 
coefficients in a contiguous subarra.y (the first half) and the even coefficients 
in a contiguous subarray (the second half) by doing a "perfect unshuffle" of 
the input, as diagramed below for N = 15: 



THE FAST FOURIER 1RANSFORM 

This leads to the following implementation of the FFT: 

procedure eval(var p: poly; N, k: integer); 
var i, j: integer; 
begin 
if N=l then 

begin 
1'=p[k]; pJ;~p[k+l]; 
p[k] ;~t+pl; p[k+J] ;~t-pl 
end 

else 
begin 
fori:=Oto Ndiv 2do 

begin 
j:=k+2*i; 
t[i[:~pU]; t[i+J+Ndiv 2]:~pU+J] 

fore~~;O to N do p[k+i]:= t [iJ; 
eval(p,N div 2, k); 
eval(p,N div 2, k+l+N div 2); 
j;~(outN+l) div (N+J); 
fori:=Oto Ndiv 2do 

begin 
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t:=w[i*j]*p[k:+{N div 2)+1+i]; 
t[i]:~p[k+i]+t; t[i+(Ndiv 2)+1]:~p[k+i]-t 
rod; 

foe i:=O to N do p[k+i] ;~t[i] 
end 

endj 

This program transforms the polynomial of degree N inplace in the subarray 
p[k .. k+N] using the recursive method outlined above. (For simplicity. the 
code assumes that N+l is a power of two, though this dependence is not hard 
to remove.) If N = 1, then the easy computation to evaluate at 1 and -1 is 
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performed. Otherwise the procedure first shuffles, then recursively calls itself 
to transform the two halves, then combines the results of these computations 
as described above. Of course, the actual values of the complex roots of unity 
are needed to do the implementation. It is well known that 

__ ; ( 2~j ) - . ( 2~j ) 
w-N=eos N+l +ism N+l; 

these values are easily computed using conventional trigonometric functions. 
In the above program, the array w is assumed to hold the ( outN+ 1 )st roots of 
unity. To get the roots of unity needed, the program selects from this array 
at an interval determined by the variable i. For example, if outN were 15, 
the fourth roots of unity would be found in w[O], w[4],w[8] 1 and w[12]. This 
eliminates the need to recompute roots of unity each time they are used. 

As mentioned at the outset, the scope of applicability of the FFT is far 
greater than can be indicated here; and the algorithm has been intensively 
used and studied in a variety of domains. Nevertheless, the fundamental 
principles of operation in more advanced applications are the same as for the 
polynomial multiplication problem that we've discussed here. The FFr is 
a classic example of the application of the. "divide-and-conquer" algorithm 
design paradigm to achieve truly significant computational savings. 

' 1 
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Exercises 

1. Explain how you would improve the simple evaluate-multiply-interpolate 
algorithm for multiplying together two polynomials p(z) and q{x) with 
known roots Po, p1, ... ,PN-1 and qo, q1,.,, ,qN-1· 

2. Find a set of N real numbers at which a polynomial of degree N can be 
evaluated using substantially fewer than N 2 operations. 

3. Find a set of N real numbers at which a polynomial of degree N can be 
interpolated using substantially fewer than N 2 operations. 

4. What is the value of wjif for M > N? 

5. Would it be worthwhile to multiply sparse polynomials using the FFr? 

6. The FFT implementation has three calls to eval, just as the polynomial 
multiplication procedure in Chapter 4 has three calls to mult. Why is the 
FFT implementation more efficient? 

7. Give a way to multiply two complex numbers together using fewer than 
four integer multiplication operations. 

8. How much storage would be used by the FFT if we didn't circumvent the 
"storage management problem" with the perfect shuffle? 

9. Why can't some technique like the perfect shuffle be used to avoid the 
problems with dynamically declared arrays in the polynomial multiplica­
tion procedure of Chapter 4? 

10. Write an efficient program to multiply a polynomial of degree N by a 
polynomial of degree M (not necessarily powers of two). 





37. Dynamic Programming 

D The principle of di,vide-andrconquD has guided the design of many of 
the algorithms we've studied: to solve a large problem, break it up into 

smaller problems which can be solved independently. In dynamic programming 
this principle is carried to an extreme: when we don't know exactly which 
smaller problems to solve, we simply solve them all, then store the answers 
away to be used later in solving larger problems. 

There are two principal difficulties with the application of this technique. 
First, it may not always be possible to combine the solutions of two problems 
to form the solution of a larger one. Second, there may be an unacceptably 
large number of small problems to solve. No one has precisely characterized 
which problems can be effectively solved with dynamic programming; there are 
certainly many "hard" problems for which it does not seem to be applicable 
(see Chapters 39 and 40), as well as many "easy" problems for which it is 
less efficient than standard algorithms. However, there is a certain class of 
problems for which dynamic programming is quite effective. We'll see several 
examples in this section. These problems involve looking for the "best" way to 
do something, and they have the general property that any decision involved 
in finding the best way to do a small subproblem remains a good decision even 
when that subproblem is included as a piece of some larger problem. 

Knapsack Probkm 

Suppose that a thief robbing a safe finds N items of varying size and value 
that he could steal, but has only a small knapsack of capacity A4 which he 
can use to carry the goods. The knapsack problem is to find the combination 
of items which the thief should choose for his knapsack in onler to maximize 
the total take. For example, suppose that he has a knapsack of capacity 17 
and the safe contains many items of each of the following sizes and values: 

483 
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A B C D E 
size34789 
value 4 5 10 11 13 

(As before, we use single letter names for the items in the example and integer 
indices in the programs, with the knowledge that more complicated names 
could be translated to integers using standard searching techniques.) Then 
the thief could take five A's (but not six) for a total take of 20, or he could 
fill up his knapsack with a D and an E for a total take of 24, or he could try 
many other combinations. 

Obviously, there are many commercial applications for which a solution 
to the knapsack problem could be important. For example, a shipping com­
pany might wish to know the best way to load a truck or cargo plane with 
items for shipment. In such applications, other variants to the problem might 
arise: for example, there might be a limited number of each kind of item 
available. Many such variants can be handled with the same approach that 
we're about to examine for solving the basic problem stated above. 

In a dynamic programming solution to the knapsack problem, we calcu­
late the best combination for all knapsack sizes up to M. It turns out that we 
can perform this calculation very efficiently by doing things in an appropriate 
order, as in the following program: 

for j:=l to N do 
begin 
for i:=1 to M do 

if i-sizeUJ>=O then 

erul; 

if cost[i]< (cost [i-sfaeUJ ]+ VBIUJ) then 
begin 
cost [i] :~cost [i-sizeUJ ]+VBIUJ; 
best[i] :=j 
erul; 

In this program, cost [i] is the highest value that can be achieved with a 
knapsack of capacity i and best [i] is the last item that was added to achieve 
that maximum (this is used to recover the contents of the knapsack, as 
described below). First, we calculate the best that we can do for all knapsack 
sizes when only items of type A are taken, then we calculate the best that we 
can do when only A's and B's are taken, etc. The solution reduces to a simple 
calculation for cost [i]. Suppose an item j is chosen for the knapsack: then the 
best value that could be achieved for the total would be val UJ (for the item) 
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plus cost [i-sizeU]] (to fill up the rest of the knapsack). H this value exceeds 
the best value that can be achieved without an item j, then we update cost [i] 
and best[i]; otherwise we leave them alone. A simple induction proof shows 
that this strategy solves the problem. 

The following table traces the computation for our example. The first 
pair of lines shows the best that can be done (the contents of the cost and 
best arrays) with only A's, the second pair of lines shows the best that can be 
done with only A's and B's, etc.: 

1 2 3 4 5 6 7 8 9 1011121314151617 

0 0 4 4 4 8 8 8 12 12 12 16 16 16 202020 
AAAAAAAAAAAAAAA 

004 5 5 8 910UGU~UIBWnTI 
ABBABBABBABBABB 

0 0 4 5 5 8 10 10 12 14 15 16 18 20 W TI 24 
ABBACBACCACCACC 

0 0 4 5 5 8 10 11 12 14 15 16 18 20 21 22 24 
ABBACDACCACCDCC 

0 0 4 5 5 8 10 11 13 14 15 17 18 20 21 23 24 
ABBACDECCECCDEC 

Thus the highest value that can be achieved with a knapsack of size 17 is 24. 
In order to compute this result, we also solved many smaller subproblems. 
For example, the highest value that can be achieved with a knapsack of size 
16 using only A's B's and C's is 22. 

The actual contents of the optimal knapsack can be computed with the 
aid of the best array. By definition, best [M] is included, and the remaining 
contents are the same as for the optimal knapsack of size M-size[best [M]]. 
Therefore, best [M-size [ best [M]]] is included, and so forth. For our example, 
best[17]=C, then we find another type C item at size 10, then a type A item 
at size 3. 

It is obvious from inspection of the code that the running time of this 
algorithm is proportional to NM. Thus, it will be fine if M is not large, 
but could become unacceptable for large capacities. In particular, a crucial 
point that should not be overlooked is that the method does not work at all if 
M and the sizes or values are, for example, real numbers instead of integers. 
This is more than a minor annoyance: it is a fundamental difficulty. No good 
solution is known for this problem, and we'll see in Chapter 40 that many 
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people believe that no good solution exists. To appreciate the difficulty of the 
problem, the reader might wish to try solving the case where the values are 
all 1, the size of the jth item is ..fj and M is N/2. 

But when capacities, sizes and values are all integers, we have the fun­
damental principle that optimal decisions, once made, do not need to be 
changed. Once we know the best way to pack knapsacks of any size with the 
first j items, we do not need to reexamine those problems, regardless of what 
the next items are. Any time this general principle can be made to work., 
dynamic programming is applicable. 

In this algorithm, only a small amount of information about previous 
optimal decisions needs to be saved. Different dynamic programming applica­
tions have widely different requirements in this regard: we'll see other examples 
below. 

Matrix Chain Procluct 

Suppose that the six matrices 

are to be multiplied together. Of course, for the multiplications to be valid, 
the number of columns in one matrix must be the same as the number of rows 
in the next. But the total number of scalar multiplications involved depends 
on the order in which the matrices are multiplied. For example, we could 
proceed from left to right: multiplying A by B, we get a 4-by-3 matrix after 
using 24 scalar multiplications. Multiplying this result by C gives a 4-by-1 
matrix after 12 more scalar multiplications. Multiplying this result by D gives 
a 4-by-2 matrix after 8 more scalar multiplications. Continuing in this way, 
we get a 4-by-3 result after a grand total of 84 scalar multiplications. But if 
we proceed from right to left instead, we get the same 4-by-3 result with only 
69 scalar multiplications. 

Many other orders are clearly possible. The order of multiplication can be 
expressed by parenthesization: for example the left-to-right order described 
above is the ordering (((((A*B)*C)*D)*E)*F), and the right-to-left order is 
(A*(B*(C*(D*(E*F))))). Any legal parenthesization will lead to the correct 
answer, but which leads to the fewest scalar multiplications? 

Very substantial savings can be achieved when large matrices are involved: 
for example, if matrices B, C, and F in the example above were to each have 
a dimension of 300 where their dimension is 3, then the left-to-right order 
will require 6024 scalar multiplications but the right-to-left order will use an 
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astronomical 274,200. (In these calculations we're assuming that the standard 
method of matrix multiplication is used. Strassen's or some similar method 
could save some work for large matrices, but the same considerations about 
the order of multiplications apply. Thus, multiplying a p-by-q matrix by 
a q-by-r matrix will produce a p-by-r matrix, each entry computed with q 
multiplications, for a total of pqr multiplications.) 

In general, suppose that N matrices are to be multiplied together: 

where the matrices satisfy the constraint that Mi has ri rows and Ti+l columns 
for 1 ::;: i < N. Our task is to find the order of multiplying the matrices 
that minimizes the total number of multiplications used. Certainly trying 
all possible orderings is impractical. (The number of orderings is a well­
studied combinatorial function called the Catalan number: the number of 
ways to parenthesize N variables is about 4N-1jN,/iN.) But it is certainly 
worthwhile to expend some effort to find a good solution because N is generally 
quite small compared to the number of multiplications to be done. 

As above, the dynamic programming solution to this problem involves 
working "bottom up," saving computed answers to small partial problems to 
avoid recomputation. First, there's only one way to multiply Mi by M2, M2 
by M3, ... , MN-1 by MN; we record those costs. Next, we calculate the best 
way to multiply successive triples, using all the information computed so far. 
For example, to find the best way to multiply M1M2M3, first we find the cost 
of computing M1 Mz from the table that we saved and then add the cost of 
multiplying that result by M3 • This total is compared with the cost of first 
multiplying M2M3 then multiplying by M1, which can be computed in the 
same way. The smaller of these is saved, and the same procedure followed for 
all triples. Next, we calculate the best way to multiply successive groups of 
four, using all the information gained so far. By continuing in this way we 
eventually find the best way to multiply together all the matrices. 

In general, for 1 S j SN - 1, we can find the minimum cost of computing 

for 1 S i ::::; N - j by finding, for each k between i and i + j, the cost of 
computing MiMi+1 • · • Mk-1 and MkMk+l. · • Mi+J and then adding the cost 
of multiplying these results together. Since we always break a group into two 
smaller groups, the minimum costs for the two groups need only be looked 
up in a table, not recomputed. In particular, if we maintain an array with 
entries cost [I, r] giving the minimum cost of computing M1M1+1 .. ·Mn then 
the cost of the first group above is cost [i, k-l] and the cost of the second 
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group is cost [k, i+j]. The cost of the final multiplication is easily determined: 
MiMi+1' · · Mk-1 is a ri-bY-rk matrix., and MkMk+l' · • Mi+i is a rrchY-Ti+J+l 
matrix, so the cost of multiplying these two is TiTkri+j+l· This gives a way 
to compute cost[i, i+j] for 1 ~ i S N-j with j increasing from 1 to N - 1. 
When we reach j = N - 1 (and i = 1), then we've found the minimum cost of 
computing M1 M2· ••MN, as desired. This leads to the following program: 

for i:-1 to N do 
for j:=i+l to N do cost [i, j] :=maxint; 

for i:=l to N do cost[i, i]:=O; 
for j:=1 to N-1 do 

for i:=l to N-j do 
for k:=i+ 1 to i+j 00 

begin 
t:-cost[i, k-l]+cost[k, i+j]+r[i]•r[k]>r[i+j+J]; 
if t<cost[i, i+j] then 

begin cost[i,i+j]:-t; best[i, itj]:-k md; 
end; 

As above, we need to keep track of the decisions made in a separate array 
best for later recovery when the actual sequence of multiplications is to be 
generated. 

The following table is derived in a straightforward way from the cost and 
best arrays for the sample problem given above: 

B c D E F 
A 24 14 22 26 36 

AB AB CD CD CD 
B 6 10 14 22 

BC CD CD CD 
c 6 10 19 

CD CD CD 
4 10 

DE BF 
E 12 

BF 

For example, the entry in row A and column F says that 36 scalar multiplica­
tions are required to multiply matrices A through F together, and that this can 
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be achieved by multiplying A through C in the optimal way, then multiply­
ing D through F in the optimal way, then multiplying the resulting matrices 
together. (Only D is actually in the best array: the optimal splits are indicated 
by pairs of letters in the table for clarity.) To find how to multiply A through 
C in the optimal way, we look in row A and column C, etc. The following 
program implements this process of extracting the optimal parenthesization 
from the cost and best arrays computed by the program above: 

procedure order(i, j: integer); 
begin 
if i=j then write(name(i)) else 

begin 
write('('); 
order(i, best[i,j]-1)i write('*'); order(best[i, j], j); 
write(')') 
end 

end; 

For our example, the parenthesization computed is ((A*(B*C))*((D*E)*F)) 
which, as mentioned above, requires only 36 scalar multiplications. For the 
example cited earlier with the dimensions Of 3 in B, C and F changed to 300, 
the same parenthesization is optimal, requiring 2412 scalar multiplications. 

The triple loop in the dynamic programming code leads to a rumllng time 
proportional to N3 and the space required is proportional to N2, substantially 
more than we used for the knapsack problem. But this is quite palatable 
compared to the alternative of trying all 4N-l/N..fiN possibilities. 

Optimal Binary &nreh Trees 

In many applications of searching, it is known that the search keys may occur 
with widely varying frequency. For example, a program which checks the 
spelling of words in English text is likely to look up words like "and" and ''the" 
far more often than words like "dynamic" and ''programming." Similarly, 
a Pascal compiler is likely to see keywords like ''end" and ''do" far more 
often than ''label" or ''downto." If binary tree searching is used, it is clearly 
advantageous to have the most frequently sought keys near the top of the tree. 
A dynamic programming algorithm can be used to determine how to arrange 
the keys in the tree so that the total cost of searching is minimized. 

Each node in the following binary search tree on the keys A through G is 
labeled with an integer which is assumed to be proportional to its frequency 
of access: 
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That is, out of every 18 searches in this tree, we expect 4 to be for A, 2 to 
be for B, 1 to be for C, etc. Each of the 4 searches for A requires two node 
accesses, each of the 2 searches for B requires 3 node accesses, and so forth. 
We can compute a measure of the "cost" of the tree by simply multiplying 
the frequency for each node by its distance to the root and summing. This is 
the weighted internal path length of the tree. For the example tree above, the 
weighted internal path length is 4*2 + 2*3 + 1 *1 + 3*3 + 5*4 + 2*2 + 1*3 = 51. 
We would like to find the binary search tree for the given keys with the given 
frequencies that has the smallest internal path length over all such trees. 

This problem is similar to the problem of minimizing weighted external 
path length that we saw in studying Huffman encoding, but in Huffman 
encoding it was not necessary to maintain the order of the keys: in the binary 
search tree, we must preserve the property that all nodes to the left of the 
root have keys which are less, etc. This requirement makes the problem very 
similar to the matrix chain multiplication problem treated above: virtually 
the same program can be used. 

Specifically, we assume that we are given a set of search keys K 1 < K2 < 
. ••<KN and associated frequencies r0 , r1, ... , TN, where Ti is the anticipated 
frequency of reference to key Ki. We want to find the binary search tree that 
minimizes the sum, over all keys, of these frequencies times the distance of 
the key from the root (the cost of accessing the associated node). 

We proceed exactly as for the matrix chain problem: we compute, for 
each j increasing from 1 to N - 1, the best way to build a subtree containing 
Ki, K•+l•· . . ,Ki+j for 1 ::; i ::; N-j. This computation is done by trying each 
node as the root and using precomputed values to determine the best way to 
do the subtrees. For each k between i and i + j, we want to find the optimal 
tree containing Ki, Ki+t•·, , , K,+3 with Kk at the root. This tree is formed 
by using the optimal tree for K., K,+1,. .. ,Kk-t as the left subtree and the 
optimal tree for Kk+1,Kk+2, ... ,Ki+J as the right subtree. The internal path 
length of this tree is the sum of the internal path lengths for the two subtrees 
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plus the sum of the frequencies for all the nodes (since each node is one step 
further from the root in the new tree). This leads to the following program: 

for i:=l to N do 
for j:=i+l to N+l do cost[i,j] :=maxint; 

for i:=l to Ndo cost[i,i]:=f[i]; 
for i:=l to N+l do cost[i, i-1] :=0; 
for j:=1 to N-l do 

for j:=l to N-j do 
begin 
for k:=i to i+j do 

begin 
t:=cost[i, k-1 ]+cost [k+ 1, i+ j] i 
ift<cost [i, i+j]then 

begin cost[i, i+j] :=t; best[i, i+j] :=k: end; 
end. 

t:=Oj 1for k:=i to i+j do t:=t+f[kJj 
cost[i1 i+j] :=cost[i, i+j]+t; 
end; 

Note that the sum of all the frequencies would be added to any cost so it is not 
needed when looking for the minimum. Also, we must have cost [i, i-1]=0 to 
cover the possibility that a node could just have one son (there was no analog 
to this in the matrix chain problem). 

As before, a short recursive program is required to recover the actual tree 
from the best array computed by the program. For the example given above, 
the optimal tree computed is 

which has a weighted internal path length of 41. 
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As above, this algorithm requires time proportional to N3 since it works 
with a matrix of size N 2 and spends time proportional to N on each entry. 
It is actually possible in this case to reduce the time requirement to N2 by 
taking advantage of the fact that the optimal position for the root of a tree 
can't be too far from the optimal position for the root of a slightly smaller 
tree, so that k doesn't have to range over all the values from i to i + j in the 
program above. 

Shmtest Paths 

In some cases, the dynamic programming formulation of a method to solve 
a problem produces a familiar algorithm. For example, Warshall's algorithm 
(given in Chapter 32) for finding the transitive closure of a directed graph 
follows directly from a dynamic programming formulation. To show this, 
we'll consider the more general all-pairs shortest paths problem: given a graph 
with vertices { 1, 2, ... , V} determine the shortest distance from each vertex 
to every other vertex. 

Since the problem calls for V 2 numbers as output, the adjacency matrix 
representation for the graph is obviously appropriate, as in Chapters 31 and 
32. Thus we'll assume our input to be a V-by-V array a of edge weights, with 
a[i, j] :=w if there is an edge from vertex i to vertex j of weight w. If a[i, j]= 
a U, iJ for all i and j then this could represent an undirected graph, otherwise it 
represents a directed graph. Our task is to find the directed path of minimum 
weight connecting each pair of vertices. One way to solve this problem is to 
simply run the shortest path algorithm of Chapter 31 for each vertex, for a 
total running time proportional to V 3 • An even simpler algorithm with the 
same performance can be derived from a dynamic programming approach. 

The dynamic programming algorithm for this problem follows directly 
from our description of Warshall's algorithm in Chapter 32. We compute, 
1 ~ k $; N, the shortest path from each vertex to each other vertex which 
uses on/,y vertices from {l, 2, ... , k), The shortest path from vertex i to vertex 
j using only vertices from 1, 2, ... , k is either the shortest path from vertex i 
to vertex J' using only vertices from 1, 2, ... , k - 1 or a path composed of the 
shortest path from vertex i to vertex k using only vertices from 1, 2, ... , k - 1 
and the shortest path from vertex k to vertex j using only vertices from 
1, 2, ... , k - 1. This leads immediately to the following program. 
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for y:=l to Vdo 
for x:=l to Vdo 

if a[x,y]<>maxint div 2 then 
for j:=l to Vdo 
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if a[x,j]>(a[x,y]+a[y,j]) 
then a[x,j]:=a[x,y]+a[y,j]; 

The value maxint div 2 is used as a sentinel in matrix positions corresponding 
to edges not present in the graph. This eliminates the need to test explicitly 
in the inner loop whether there is an edge from x to j or from y to j. A "small" 
sentinel value is used so that there will be no overflow. 

This is virtually the same program that we used to compute the transitive 
closure of a directed graph: logical operations have been replaced by arithmetic 
operations. The following table shows the adjacency matrix before and after 
this algorithm is run on directed graph example of Chapter 32, with all edge 
weights set to 1: 

ABCDEFGHIJKLM ABCDEFGHIJKLM 
A 0 1 11 A 0 1 2 3 2 1 1 2 33 3 
B 0 B 0 
c 1 0 Cl204322 3444 
D 0 D 0 2 1 
E 1 0 E 1 0 2 
F 1 0 F 2 1 0 
G 0 G 2 3 1 2 1 3 0 1 2 2 2 
H 101 H3423241012333 

10 14534352103444 
0 1 11 14534352 0 1 1 1 

K 0 K 0 
L 0 1 L3423241 230 1 
M 1 0 M4534352 3 4 1 0 

Thus the shortest path from M to B is of length 5, etc. Note that, for this 
algorithm, the weight corresponding to the edge between a vertex and itself 
is 0. Except for this, if we consider nonzero entries as 1 bits, we have exactly 
the bit matrix produced by the transitive closure algorithm of Chapter 32. 

From a dynamic programming standpoint, note that the amount of in­
formation saved about small subproblems is nearly the same as the amount 
of information to be output, so little space is wasted. 
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One advantage of this algorithm over the shortest paths algorithm of 
Chapter 31 is that it works properly even if negative edge weights are allowed, 
as long as there are no cycles of negative weight in the graph (in which case 
the shortest paths connecting nodes on the cycle are not defined). Ha cycle 
of negative weight is present in the graph, then the algorithm can detect that 
fact, because in that case a[i, i] will become negative for some i at some point 
during the algorithm. 

Time and Space Requirements 

The above examples demonstrate that dynamic programming applications can 
have quite different time and space requirements depending on the amount of 
information about small subproblems that must be saved. For the shortest 
paths algorithm, no extra space was required; for the knapsack problem, 
space proportional to the size of the knapsack was needed; and for the other 
problems N 2 space was needed. For each problem, the time required was a 
factor of N greater than the space required. 

The range of possible applicability of dynamic programming is far larger 
than covered in the examples. From a dynamic programming point of view, 
divide-and-conquer recursion could be thought of as a special case in which 
a minimal amount of information about small cases must be computed and 
stored, and exhaustive search (which we'll examine in Chapter 39) could be 
thought of as a special case in which a maximal amount of information about 
small cases must be computed and stored. Dynamic programming is a natural 
design technique that appears in many guises to solve problems throughout 
this range. 

D 



DYNAMIC PROORAMMING 495 

Exercises 

1. In the example given for the knapsack problem, the items are sorted by 
size. Does the algorithm still work properly if they appear in arbitrary 
onlet! 

2. Modify the knapsack program to take into account another constraint 
defined by an array num [ 1..N] which contains the number of items of 
each type that are available. 

3. What would the knapsack program do if one of the values were negative? 

4. True or false: If a matrix chain involves a 1-by-k by k-by-1 multiplication, 
then there is an optimal solution for which that multiplication is last. 
Defend your answer. 

5. Write a program which actually multiplies together N matrices in an op­
timal way. Assume that the matrices are stored in a three-dimensional ar­
ray matrices[l .. Nmax, 1 .. Dmax, 1 .. Dmax:], where Dmax is the maximum 
dimension, with the ith matrix stored in matrices[j, 1 .. r[j], 1 .. r[i+l]J. 

6. Draw the optimal binary search tree for the example in the text, but with 
all the frequencies increased by 1. 

7. Write the program omitted from the text for actually constructing the 
optimal binary search tree. 

8. Suppose that we've computed the optimum binary search tree for some 
set of keys and frequencies, and say that one frequency is incremented by 
1. Write a program to compute the new optimum tree. 

9. Why not solve the knapsack problem in the same way as the matrix chain 
and optimum binary search tree problems, by minimizing, for k from 1 
to M, the sum of the best value achievable for a knapsack of size k and 
the best value achievable for a knapsack of size M-k? 

10. Extend the program for the shortest paths problem to include a procedure 
paths(i, j: integer) that will fill an array path with the shortest path from 
i to j. This procedure should take time proportional to the length of the 
path each time it is called, using an auxiliary data structure built up by 
a modified version of the program given in the text. 





3 8. Linear Programming 

D Many practical problems involve complicated interactions between a 
number of varying quantities. One example of this is the network flow 

problem discussed in Chapter 33: the flows in the various pipes in the network 
must obey physical laws over a rather complicated network. Another example 
is scheduling various tasks in (say) a manufacturing process in the face of 
deadlines, priorities, etc. Very often it is possible to develop a precise math­
ematical formulation which captures the interactions involved and reduces 
the problem at hand to a more straightforward mathematical problem. This 
process of deriving a set of mathematical equations whose solution implies the 
solution of a given practical problem is called mathematical programmi,ng. In 
this section, we consider a fundamental variant of mathematical programming, 
linear programming, and an efficient algorithm for solving linear programs, the 
simplex method. 

Linear programming and the simplex method are of fundamental impor­
tance because a wide variety of important problems are amenable to formula­
tion as linear programs and efficient solution by the simplex method. Better 
algorithms are known for some specific problems, but few problem-solving 
techniques are as widely applicable as the process of first formulating the 
problem as a linear program, then computing the solution using the simplex 
method. 

Research in linear programming has been extensive, and a full under­
standing of all the issues involved requires mathematical maturity somewhat 
beyond that assumed for this book. On the other hand, some of the basic ideas 
are easy to comprehend, and the actual simplex algorithm is not difficult to 
implement, as we'll see below. As with the fast Fourier transform in Chapter 
36, our intent is not to provide a full practical implementation, but rather 
to learn some of the basic properties of the algorithm and its relationship to 
other algorithms that we've studied. 

497 
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Mathematical programs involve a set of variab/,es related by a set of mathe­
matical equations called constraints and an objective fitnction involving the 
variables that are to be maximized subject to the constraints. If all of 
the equations involved are simply linear combinations of the variables, we 
have the special case that we're considering called linear programming. The 
"programming" necessary to solve any particular problem involves choosing 
the variables and setting up the equations so that a solution to the equations 
corresponds to a solution to the problem. This is an art that we won't pursue 
in any further detail, except to look at a few examples. (The ''programming" 
that we'll be interested in involves writing Pascal programs to find solutions 
to the mathematical equations.) 

The following linear program corresponds to the network flow problem 
that we considered in Chapter 33. 

MaximizeXAB +XAD 
subject to the constraints 

XAB ~8 XCD:::; 2 
XAD:::; 2 XcF 'S 4 

xac:::;B XEB:::; 3 

XDE::::; 5 XEF::::; 5 
XAB+XEB=XBC, 

XAD + XCD = XDE, 

XEF + XEB = XDE, 

XCD + XCF = XBC1 

XAB,XAc, XBc, xcv, XCF1 XDE, XEB, XEF ~ o. 

There is one variable in this linear program corresponding to the flow in 
each of the pipes. These variables satisfy two types of equations: inequalities, 
corresponding to capacity constraints on the pipes, and equalities, correspond­
ing to flow constraints at every junction. Thus, for example, the inequality 
XAB ~ 8 says that pipe AB has capacity 8, and the equation XAB + XEB = XBC 

says that the inflow must equal the outflow at junction B. Note that adding all 
the equalities together gives the implicit constraint XAB + XAD = XcF + XEF 

which says that the inflow must equal the outflow for the whole network. Also, 
of course, all of the flows must be positive. 

This is clearly a mathematical formulation of the network flow problem: a 
solution to this particular mathematical problem is a solution to the particular 
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instance of the network flow problem. The point of this example is not 
that linear programming will provide a better algorithm for this problem, 
but rather that linear programming is a quite general technique that can be 
applied to a variety of problems. For example, if we were to generaliz.e the 
network flow problem to include costs as well as capacities, or whatever, the 
linear programming formulation would not look much different, even though 
the problem might be significantly more difficult to solve directly. 

Not only are linear programs richly expressive but also there exists an 
algorithm for solving them (the simplex algorithm) which has proven to be 
quite efficient for many problems arising in practice. For some problems 
(such as network flow) there may be an algorithm specifically oriented to that 
problem which can perform better than linear programming/simplex; for other 
problems (including various extensions of network flow), no better algorithms 
are known. Even if there is a better algorithm, it may be complicated or 
difficult to implement, while the procedure of developing a linear program 
and solving it with a simplex library routine is often quite straightforward. 
This "general-purpose" aspect of the method is quite attractive and has led 
to its widespread use. The danger in relying upon it too heavily is that it may 
lead to inefficient solutions for some simple problems (for example, many of 
those for which we have studied algorithms in this book). 

Geometric Interpretat,Wn 

Linear programs can be cast in a geometric setting. The following linear 
program is easy to visualize because only two variables are involved. 

Maximize xi + :Z:2 
suqject to the constroiJlts 

-X1 +x2 $5, 

xi +4x2S45, 

2x1 +x2:527, 

3x1 - 4x2 S 24, 

Xi,X2~ 0. 

It corresponds to the following diagram: 
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x, 

Each inequality defines a halfplane in which any solution to the linear program 
must lie. For example, x1 ~ 0 means that any solution must lie to the right 
of the X2 axis, and -x1 + x2 S 5 means that any solution must lie below and 
to the right of the line -X1 + X2 = 5 (which goes through (0, 5) and (5, 10)). 
Any solution to the linear program must satisfy all of these constraints, so the 
region defined by the intersection of all these halfplanes (shaded in the diagram 
above) is the set of all possible solutions. To solve the linear program we must 
find the point within this region which maximizes the objective function. 

It is always the case that a region defined by intersecting halfplanes is 
convex (we've encountered this before, in one of the definitions of the convex 
hull in Chapter 25). This convex region, called the simplex, forms the ba<>is 
for an algorithm to find the solution to the linear program which maximizes 
the objective function. 

A fundamental property of the simplex, which is exploited by the algo­
rithm, is that the objective function is maximized at one of the vertices of the 
simplex: thus only these points need to be examined, not all the points inside. 
To see why this is so for our example, consider the dotted line at the right, 
which corresponds to the objective function. The objective function can be 
thought of as defining a line of known slope (in this case -1) and unknown 
position. We're interested in the point at which the line hits the simplex, as it 
is moved in from infinity. This point is the solution to the linear program: it 
satisfies all the inequalities because it is in the simplex, and it maximizes the 
objective function because no points with larger values were encountered. For 
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our example, the line hits the simplex at (9,9) which maximizes the objective 
function at 18. 

Other objective functions correspond to lines of other slopes, but always 
the maximum will occur at one of the vertices of the simplex. The algorithm 
that we'll examine below is a systematic way of moving from vertex to vertex 
in search of the minimum. In two dimensions, there's not much choice about 
what to do, but, as we'll see, the simplex is a much more complicated object 
when more variables are involved. 

From the geometric representation, one can also appreciate why math­
ematical programs involving nonlinear functions are so much more difficult 
to handle. For example, if the objective function is nonlinear, it could be a 
curve that could strike the simplex along one of its edges, not at a vertex. If 
the inequalities are also nonlinear, quite complicated geometric shapes which 
correspond to the simplex could arise. 

Geometric intuition makes it clear that various anomalous situations can 
arise. For example, suppose that we add the inequality x1 :2 13 to the linear 
program in the example above. It is quite clear from the diagram above that 
in this case the intersection of the half-planes is empty. Such a linear program 
is called infeasible: there are no points which satisfy the inequalities, let alone 
one which maximizes the objective function. On the other hand the inequality 
X1 :::;; 13 is redundant: the simplex is entirely contained within its halfplane, 
so it is not represented in the simplex. Redundant inequalities do not affect 
the solution at all, but they need to be dealt with during the search for the 
solution. 

A more serious problem is that the simplex may be an open (unbounded) 
region, in which case the solution may not be well-defined. This would be the 
case for our example if the second and third inequalities were deleted. Even if 
the simplex is unbounded the solution may be well-defined for some objective 
functions, but an algorithm to find it might have significant difficulty getting 
around the unbounded region. 

It must be emphasized that, though these problems are quite easy to 
see when we have two variables and a few inequalities, they are very much 
less apparent for a general problem with many variables and inequalities. 
Indeed, detection of these anomalous situations is a significant part of the 
computational burden of solving linear programs. 

The same geometric intuition holds for more variables. In 3 dimensions 
the simplex is a convex 3-dimensional solid defined by the intersection of 
halfspaces defined by the planes whose equations are given by changing the 
inequalities to equalities. For example, if we add the inequalities X3 :-:;: 4 and 
X3 :2 0 to the linear program above, the simplex becomes the solid object 
diagranied below: 
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x, 
(5.10.0) 

x, 

To make the example more three-dimensional, suppose that we change the 
objective function to :i;l + X2 + X3. This defines a plane perpendicular to the 
line xl = x2 = x3. If we move a plane in from infinity along this line, we 
hit the simplex at the point (9,91 4) which is the solution. (Also shown in 
the diagram is a path along the vertices of the simplex from (01 O, 0) to the 
solution, for reference in the description of the algorithm below.) 

In n dimensions, we intersect halfspaces defined by (n !)-dimensional 
hyperplanes to define the n-dimensional simplex, and bring in an (n - 1} 
dimensional hyperplane from infinity to intersect the simplex at the solution 
point. As mentioned above, we risk oversimplification by concentrating on 
intuitive two- and three-dimensional situations, but proofs of the facts above 
involving convexity, intersecting hyperplanes, etc. involve a facility with 
linear algebra somewhat beyond the scope of this book. Still, the geometric 
intuition is valuable, since it can help us to understand the fundamental 
characteristics of the basic method that is used in practice to solve higher­
dimensional problems. 
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The &mpkx Methnd 

Simplex is the name commonly used to describe a general approach to solving 
linear programs by using pivoting, the same fundamental operation used in 
Gaussian elimination. It turns out that pivoting corresponds in a natural way 
to the geometric operation of moving from point to point on the simplex, in 
search of the solution. The several algorithms which are commonly used differ 
in essential details having to do with the order in which simplex vertices are 
searched. That is, the well-known "algorithm" for solving this problem could 
more precisely be described as a generic method which can be refined in any 
of several different ways. We've encountered this sort of situation before, for 
example Gaussian elimination or the Ford-Fulkerson algorithm. 

First, as the reader surely has noticed, linear programs can take on 
many different forms. For example, the linear program above for the network 
flow problem has a mixture of equalities and inequalities, but the geometric 
examples above use only inequalities. It is convenient to reduce the number 
of possibilities somewhat by insisting that all linear programs be presented in 
the same staruiard fonr4 where all the equations are equalities except for an 
inequality for each variable stating that it is nonnegative. This may seem like 
a severe restriction, but actually it is not difficult to convert general linear 
programs to this standard form. For example, the following linear program is 
the standard form for the three-dimensional example given above: 

Maximize X1 + x2 + X3 
mJ,ject to the ronstrom1s 

-Xi +x2+Y1 =5 

X1 +4x2 +Y2 =45 

2x1 +x2 +y3 =27 

3x1-4x2+Y4=24 

"'s +Y5 = 4 

X1,x2,X3,y1,y2,y3,y4,y5;;::: Q. 

Each inequality involving more than one variable is converted into fill equality 
by introducing a new variable. The y's are called sl,aCk variables because they 
take up the slack allowed by the inequality. Any inequality involving only one 
variable cari be converted to the standard nonnegative constraint simply by 
renaming the variable. For example, a constraint such as :z;3 ~ -1 would be 
handled by replacing X3 by -1 - x; everywhere that it appears. 

This formulation makes obvious the parallels between linear programming 
and simultaneous equations. We have N equations in M unknown variables, 
all constrained to be positive. In this case, note that there are N slack 
variables, one for each equation (since we started out with all inequalities). 
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We assume that M > N which implies that there are many solutions to 
the equations: the problem is to find the one which maximizes the objective 
function. 

For our example, there is a trivial solution to the equations: take x1 = 
X2 = :t:3 = 0, then assign appropriate values to the slack variables to satisfy the 
equalities. This works because (0, O, 0) is a point on the simplex. Although this 
need not be the case in general, to explain the simplex method, we'll restrict 
attention for now to linear programs where it is known to be the case. This 
is still a quite large class of linear programs: for example, if all the numbers 
on the right-hand side of the inequalities in the standard form of the linear 
program are positive and slack variables all have positive coefficients (as in 
our example) then there is clearly a solution with all the original variables 
zero. Later we'll return to the general case. 

Given a solution with M-N variables set to 0, it turns out that we can 
find another solution with the same property by using a familiar operation, 
pivoting. This is essentially the same operation used in Gaussian elimination: 
an element a[p, qJ is chosen in the matrix of coefficients defined by the equa­
tions, then the pth row is multiplied by an appropriate scalar and added to all 
other rows to make the qth column all 0 except for the entry in row q, which 
is made 1. For example, consider the following matrix, which represents the 
linear program given above: 

1

-1.00 -LOO -1.00 0.00 0.00 0.00 0.00 0.00 0.00 
-1.00 1.00 0.00 LOO 0.00 0.00 0.00 0.00 5.00 I 

LOO 4.00 0.00 0.00 LOO 0.00 0.00 0.00 45.00 
2.00 1.00 0.00 0.00 0.00 1.00 0.00 0.00 27.00 
3.00 -4.00 0.00 0.00 0.00 0.00 LOO 0.00 24.00 
0.00 0.00 LOO 0.00 0.00 0.00 0.00 1.00 4.00 

This (N + 1)-by-(M + 1) matrix contains the coefficients of the linear program 
in standard form, with the (M + l)st column containing the numbers on the 
right-hand sides of the equations (as in Gaussian elimination), and the 0th row 
containing the coefficients of the objective function, with the sign reversed. 
The significance of the 0th row is discussed below; for now we'll treat it just 
like all of the other rows. 

For our example, we'll carry out all computations to two decimal places. 
Obviously, issues such as computational accuracy and accumulated error are 
just as important here as they are in Gaussian elimination. 

The variables which correspond to a solution are called the lxisis variables 
and those which are set to 0 to make the solution are called non-lxlsis variables. 
In the matrix, the columns corresponding to basis variables have exactly one 1 
with all other values 0, while non-basis variables correspond to columns with 
more than one nonzero entry. 
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Now, suppose that we wish to pivot this matrix for p = 4 and q = 1. That 
is, an appropriate multiple of the fourth row is added to each of the other 
rows to make the first column all 0 except for a 1 in row 4. This produces the 
following result: 

0.00 -0.33 0.00 1.00 0.00 0.00 0.33 
0.00 5.33 0.00 0.00 1.00 0.00 -0.33 
0.00 3.67 0.00 0.00 0.00 1.00 -0.67 
1.00 -1.33 0.00 0.00 0.00 0.00 0.33 

0.00 
0.00 
0.00 
0.00 
0.00 

[ 

0.00 -2.33 -1.00 0.00 0.00 0.00 0.33 

0.00 0.00 1.00 0.00 0.00 0.00 0.00 1.00 

8.00 

13.00 I 37.00 
11.00 
8.00 
4.00. 

This operation removes the 7th column from the basis and adds the 1st column 
to the basis. Exactly one basis column is removed because exactly one basis 
column has a 1 in row p. 

By definition, we can get a solution to the linear program by setting all the 
non-basis variables to zero, then using the trivial solution given in the basis. 
In the solution corresponding to the above matrix, both X2 and X3 are z.ero 
because they are non-basis variables and xi = 8, so the matrix corresponds 
to the point (8, 0, 0) on the simplex. (We're not interested particularly in the 
values of the slack variables.) Note that the upper right hand corner of the 
matrix (row 0, column M + 1) contains the value of the objective function at 
this point. This is by design, as we shall soon see. 

Now suppose that we perform the pivot operation for p = 3 and q = 2: 

[ 

000 000 -1 00 000 000 064 
000 000 000 100 000 O® 
000 000 000 000 100 -145 
000 100 000 000 000 027 
100 000 000 000 000 036 
000 000 100 000 000 000 

-0.09 0.00 15.00 

021 0.00 14.00 I 
0.64 0.00 21.00 

-0.18 0.00 3.00 
0.09 0.00 12.00 
0.00 1.00 4.00 

This removes column 6 from the basis and adds column 2. By setting non-basis 
variables to 0 and solving for basis variables as before, we see that this matrix 
corresponds to the point (12,37 0) on the simplex, for which the objective 
function has the value 15. Note that the value of the objective function is 
strictly increasing. Again, this is by design, as we shall soon see. 

How do we decide which values of p and q to use for pivoting? This 
is where row 0 comes in. For each non-basis variable, row 0 contains the 
amount by which the objective function would increase if that variable were 
changed from 0 to 1, with the sign reversed. (The sign is reversed so that the 
standard pivoting operation will maintain row 0, with no changes.) Pivoting 
using column q amounts to changing the value of the corresponding variable 
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from 0 to some positive value, so we can be sure the objective function will 
increase if we use any column with a negative entry in row 0. 

Now, pivoting on any row with a positive entry for that column will 
increase the objective function, but we also must make sure that it will result 
in a matrix corresponding to a point on the simplex. Here the central concern 
is that one of the entries in column M + 1 might become negative. This can be 
forestalled by finding, among the positive elements in column q (not including 
row 0), the one that gives the smallest value when divided into the (M + l)st 
element in the same row. If we take p to be the index of the row containing 
this element and pivot, then we can be sure that the objective function will 
increase and that none of the entries in column M + 1 will become negative; 
this is enough to ensure that the resulting matrix corresponds to a point on 
the simplex. 

There are two potential problems with this procedure for finding the 
pivot row. First, what if there are no positive entries in column q? This is 
an inconsistent situation: the negative entry in row 0 says that the objective 
function can be increased, but there is no way to increase it. It turns out that 
this situation arises if and only if the simplex is unbounded, so the algorithm 
can terminate and report the problem. A more subtle difficulty arises in the 
degenerate case when the (M + l)st entry in some row (with a positive entry 
in column q) is 0. Then this row will be chosen, but the objective function 
will increase by 0. This is not a problem in itself: the problem arises when 
there are two such rows. Certain natural policies for choosing between such 
rows lead to cycling: an infinite'sequence of pivots which do not increase the 
objective function at all. Again, several possibilities are available for avoiding 
cycling. One method is to break ties randomly. This makes cycling extremely 
unlikely (but not mathematically impossible). Another anti-cycling policy is 
described below. 

We have been avoiding difficulties such as cycling in our example to make 
the description of the method clear, but it must be emphasized that such 
degenerate cases are quite likely to arise in practice. The generality offered by 
using linear programming implies that degenerate cases of the general problem 
will arise in the solution of specific problems. 

In our example, we can pivot again with q = 3 (because of the -1 in row 
0 and column 3) and p = 5 (because 1 is the only positive value in column 3). 
This gives the following matrix: 

[ 

0.00 0.00 0.00 0.00 0.00 0.64 -0.09 1.00 19.00] 
0.00 0.00 0.00 1.00 0.00 0.09 0.27 0.00 14.00 
0.00 0.00 0.00 0.00 1.00 -1.45 0.64 0.00 21.00 
0.00 1.00 0.00 0.00 0.00 0.27 -0.18 0.00 3.00 
1.00 0.00 0.00 0.00 0.00 0.36 0.09 0.00 12.00 
0.00 0.00 1.00 0.00 0.00 0.00 0.00 1.00 4.00' 
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This corresponds to the point {12,3,4) on the simplex, for which the value of 
the objective function is 19. 

In general, there might be several negative entries in row 0, and several 
different strategies for choosing from among them have been suggested. We 
have been proceeding according to one of the most popular methods, called 
the greatest increment method: always choose the column with the smallest 
value in row 0 (largest in absolute value). This does not necessarily lead to the 
largest increase in the objective function, since scaling according to the row p 
chosen has to be done. H this column selection policy is combined with the row 
selection policy of using, in case of ties, the row that will result in the column 
of lowest index being removed from the basis, then cycling cannot happen. 
(This anticycling policy is due to R. G. Bland.) Another possibility for column 
selection is to actually calculate the amount by which the objective function 
would increase for each column, then use the column which gives the largest 
result. This is called the steepest descent method. Yet another interesting 
possibility is to choose randomly from among the available columns. 

Finally, after one more pivot at p = 2 and q = 7, we arrive at the solution: 

( 0.00 0.00 0.00 0.00 0.14 0.43 0.00 1.00 22.00 

I 0.00 0.00 0.00 1.00 -0.43 0.71 0.00 0.00 5.00 I 
0.00 0.00 0.00 0.00 1.57 -2.29 1.00 0.00 33.00 
0.00 1.00 0.00 0.00 0.29 -0.14 0.00 0.00 9.00 
1.00 0.00 0.00 0.00 -0.14 057 0.00 0.00 9.00 

\ 0.00 0.00 1.00 0.00 0.00 0.00 0.00 1.00 4.00 

This corresponds to the point (9, 9,4) on the simplex, which maximizes the 
objective function at 22. All the entries in row 0 are nonnegative, so any pivot 
will only serve to decrease the objective function. 

The above example outlines the simplex method for solving linear pro­
grams. In summary, if we begin with a matrix of coefficients corresponding 
to a point on the simplex, we can do a series of pivot steps which move to 
adjacent points on the simplex, always increasing the objective function, until 
the maximum is reached. 

There is one fundamental fact which we have not yet noted but is crucial 
to the correct operation of this procedure: once we reach a point where no 
single pivot can improve the objective function (a "local" maximum), then 
we have reached the "global" maximum. This is the basis for the simplex 
algorithm. As mentioned above, the proof of this (and many other facts 
which may seem obvious from the geometric interpretation) in general is quite 
beyond the scope of this book. But the simplex algorithm for the general 
case operates in essentially the same manner as for the simple problem traced 
above. 
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Implementation 

The implementation of the simplex method for the case described above 
is quite straightforward from the description. First, the requisite pivoting 
procedure uses code similar to our implementation of Gaussian elimination in 
Chapter 5: 

procedure pivot(p, q: integer); 
wr j, k: integer; 
begin 
for j:=O to N do 

for k:=M+l downto 1 do 
n U<>p) am (k<>q) then 

•U, k] :~aU,k]-a(p, k]'8U, q]/a(p, qJ; 
for j:=O to N do if j<>p then aU, q] :=O; 
for k:~J to M+ 1 don k<>q then aJp, k] :~aJp, k]/•Jp, q]; 

•IP.41:~1 
end; 

This program adds multiples of row p to each row as necessary to make column 
q all zero except for a 1 in row q as described above. As in Chapter 5, it is 
necessary to take care not to change the value of a[p, qJ before we're done 
using it. 

In Gaussian elimination, we processed only rows below p in the matrix 
during forward elimination and only rows above p during backward substitu­
tion using the Gauss-Jordan method. A system of N linear equations in N 
unknowns could be solved by calling pivot(i, i) for i ranging from 1 to N then 
back down to 1 again. 

The simplex algorithm, then, consists simply of finding the values of p 
and q as described above and calling pivot, repeating the process until the 
optimum is reached or the simplex is determined to be unbounded: 

repeat 
q,~o; repeat q,~q+l until (Q='M+l) o' (a[O, q)<O); 
p:~O; repeat p:~p+J until (JFN+l) o' (a(p, qJ>O); 
for i:=p+l to N &> 

if a[i, q]>O then 
if (•Ji, M+l]/•[i, q])<(aJp, M+J]/a(p, q]) then p:=i; 

if ( q<M+ 1) and (p<N+ 1) then pivot(p, q) 
until ('J'=M+l) or (p~N+J); 
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H the program terminates with q=M+ 1 then an optimal solution has been 

found: the value achieved for the objective function will be in a[O, M+1] and 
the values for the variables can be recovered from the basis. H the program 
terminates with p=N+l 1 then an unbounded situation has been detected. 

This program ignores the problem of cycle avoidance. To implement 
Eland's method, it is necessary to keep track of the column that would leave 
the basis, were a pivot to be done using row p. This is easily done by setting 
outb[p]:=q after each pivot. Then the loop to calculate p can be modified 
to set p:=i. also if equality holds in the ratio test and outb[pJ<outb[q]. 
Alternatively, the selection of a random element could be implemented by 
generating a random integer x and replacing each array reference a[p, qJ 
(oc an qJJ by a[(p+x)mod(N+J), qJ (oc a[(i+x)mod(N+l), q}). This has 
the effect of searching through the column q in the same way as before, 
but starting at a random point instead of the beginning. The same sort of 
technique could be used to choose a random column (with a negative entry in 
row 0) to pivot on. 

The program and example above treat a simple case that illustrates the 
principle behind the simplex algorithm but avoids the substantial complica­
tions that can arise in actual applications. The main omission is that the 
program requires that the matrix have a feasible basis: a set of rows and 
columns which can be permuted into the identity matrix. The program starts 
with the assumption that there is a solution with the M - N variables ap­
pearing in the objective function set to zero and that the N-by-N submatrix 
involving the slack variables has been "solved" to make that submatrix the 
identity matrix. This is easy to do for the particular type of linear program 
that we stated (with all inequalities on positive variables), but in general we 
need to find some point on the simplex. Once we have found one solution, we 
can make appropriate transformations (mapping that point to the origin) to 
bring the matrix into the required form, but at the outset we don't even know 
whether a solution exists. In fact, it has been shown that detecting whether a 
solution exists is as difficult computationally as finding the optimum solution, 
given that one exists. 

Thus it should not be surprising that the technique that is commonly used 
to detect the existence of a solution is the simplex algorithm! Specifically, we 
add another set of artificial variables s 1 , s 2 , ••• , SN and add variable Si to the 
ith equation. This is done simply by adding N columns to the matrix, filled 
with the identity matrix. Now, this gives immediately a feasible basis for this 
new linear program. The trick is to run the above algorithm with the objective 
function -81 -s2- .. ·-SN. ff there is a solution to the original linear program, 
then this objective function can be maximized at 0. H the maximum reached 
is not zero, then the original linear program is infeasible. H the maximum 
is zero, then the normal situation is that Sb s2, ... , SN all become non-basis 
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variables, so we have computed a feasible basis for the original linear program. 
In degenerate cases, some of the artificial variables may remain in the basis, 
so it is necessary to do further pivoting to remove them (without changing 
the cost). 

To summarize, a two-phase process is normally used to solve general linear 
programs. First, we solve a linear program involving the artificial s variables 
to get a point on the simplex for our original problem. Then, we dispose of 
the s variables and reintroduce our original objective function to proceed from 
this point to the solution. 

The analysis of the running time of the simplex method is an extremely 
complicated problem, and few results are available. No one knows the "best" 
pivot selection strategy, because there are no results to tell us how many pivot 
steps to expect, for any reasonable class of problems. It is possible to construct 
artificial examples for which the running time of the simplex could be very 
large (an exponential function of the number of variables). However, those 
who have used the algorithm in practical settings are unanimous in testifying 
to its efficiency in solving actual problems. 

The simple version of the simplex algorithm that we've considered, while 
quite useful, is merely part of a general and beautiful mathematical framework 
providing a complete set of tools which can be used to solve a variety of very 
important practical problems. 



LINEAR PROGRAMMING 511 

1. Draw the simplex defined by the inequalities X1 2 0, X2 2:' 0, X3 2 0, 
x1 +2x2 :::;20, and x1 + x2 +xs:::; 10. 

Give the sequence of matrices produced for the example in the text if the 
pivot column chosen is the largest q for which a[O, q] is negative. 

Give the sequence of matrices produced for the example in the text for 
the objective function X1 + 5x~ + X3. 

4. Describe what happens if the simplex algorithm is run on a matrix with 
a column of all O's. 

Does the simplex algorithm use the same number of steps if the rows of 
the input matrix are permuted? 

6. Give a linear programming formulation of the example in the previous 
chapter for the knapsack problem. 

How many pivot steps are required to solve the linear program ''Maximize 
x1 + ·•• +xM subject to the constraints x 1 , •. • ,XM:::; 1 and x1 ,. •• , XM 2 
O"? 

Construct a linear program consisting of N inequalities on two variables 
for which the simplex algorithm requires at least N/2 pivots. 

9. Give a three-dimensional linear programming problem which illustrates 
the difference between the greatest increment and steepest descent column 
selection methods. 

10. Modify the implementation given in the text to actually write out the 
coordinates of the optimal solution point. 





39. Exhaustive Search 

D Some problems involve searching through a vast number of potential 
solutions to find an answer, and simply do not seem to be amenable to 

solution by efficient algorithms. In this chapter, we'll examine some charac­
teristics of problems of this sort and some techniques which have proven to 
be useful for solving them. 

To begin, we should reorient our thinking somewhat as to exactly what 
constitutes an "efficient" algorithm. For most of the applications that we 
have discussed, we have become conditioned to think that an algorithm must 
be linear or run in time proportional to something like NlogN or N 3/'J to 
be considered efficient. We've generally considered quadratic algorithms to be 
bad and cubic algorithms to be awful. But for the problems that we'll consider 
in this and the next chapter, any computer scientist would be absolutely 
delighted to know a cubic algorithm. In fact, even an N 50 algorithm would be 
pleasing (from a theoretical standpoint) because these problems are believed 
to require exponential, time. 

Suppose that we have an algorithm that takes time proportional to 2N. If 
we were to have a computer 1000 times faster than the fastest supercomputer 
available today, then we could perhaps solve a problem for N = 50 in an 
hour's time under the most generous assumptions about the simplicity of the 
algorithm. But in two hour's time we could only do N = 51, and even in 
a year's time we could only get to N = 59. And even if a new computer 
were to be developed with a million times the speed, and we were to have 
a million such computers available, we couldn't get to N = 100 in a year's 
time. Realistically, we have to settle for Non the order of 25 or 30. A "more 
efficient" algorithm in this situation may be one that could solve a problem 
for N = 100 with a realistic amount of time and money. 

The most famous problem of this type is the traveling saksmnn problem; 
given a set of N cities, find the shortest route connecting them all, with no 
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city visited twice. This problem arises naturally in a number of important ap­
plications, so it has been studied quite extensively. We'll use it as an example 
in this chapter to examine some fundamental techniques. Many advanced 
methods have been developed for this problem but it is still unthinkable to 
solve an instance of the problem for N = 1000. 

The traveling salesman problem is difficult because there seems to be no 
way to avoid having to check the length of a very large number of possible 
tours. To check each and every tour is exhaustive srorch: first we'll see how 
that is done. Then we'll see how to modify that procedure to greatly reduce 
the number of possibilities checked, by trying to discover incorrect decisions 
as early as possible in the decision-making process. 

As mentioned above, to solve a large traveling salesman problem is un­
thinkable, even with the very best techniques known. As we'll see in the next 
chapter, the same is true of many other important practical problems. But 
what can be done when such problems arise in practice? Some sort of answer is 
expected (the traveling salesman has to do something): we can't simply ignore 
the existence of the problem or state that it's too hard to solve. At the end of 
this chapter, we'll see examples of some methods which have been developed 
for coping with practical problems which seem to require exhaustive search. 
In the next chapter, we'll examine in some detail the reasons why no efficient 
algorithm is likely to be found for many such problems. 

Exhaustive Search in Graphs 

If the traveling salesman is restricted to travel only between certain pairs of 
cities (for example, if he is traveling by air), then the problem is directly 
modeled by a graph: given a weighted (possibly directed) graph, we want to 
find the shortest simple cycle that connects all the nodes. 

This immediately brings to mind another problem that would seem to 
be easier: given an undirected graph, is there any way to connect all the 
nodes with a simple cycle? That is, starting at some node, can we "visit" all 
the other nodes and return to the original node, visiting every node in the 
graph exactly once? This is known as the Hamilton cycle problem. In the 
next chapter, we'll see that it is computationally equivalent to the traveling 
salesman problem in a strict technical sense. 

In Chapters 30-32 we saw a number of methods for systematically visiting 
all the nodes of a graph. For all of the algorithms in those chapters. it was 
possible to arrange the computation so that each node is visited just once. and 
this leads to very efficient algorithms. For the Hamilton cycle problem, such 
a solution is not apparent: it seems to be necessary to visit each node many 
times. For the other problems, we were building a tree: when a "dead end" 
was reached in the search, we could start it up again, working on another 
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part of the tree. For this problem, the tree must have a particular structure 
(a cycle): if we discover during the search that the tree being built cannot be 
a cycle, we have to go back and rebuild part of it. 

To illustrate some of the issues involved, we'll look at the Hamilton cycle 
problem and the traveling salesman problem for the example graph from 
Chapter 31: 

Depth-first search would visit the nodes in this graph in the order A B C E 
D F G (assuming an adjacency matrix or sorted adjacency list representation). 
This is not a simple cycle: to find a Hamilton cycle we have to try another way 
to visit the nodes. It turns out the we can systematically try all possibilities 
with a simple modification to the visit procedure, as follows: 

procedure visit(k: integer); 
var t: integer; 
begin 
now:=now+1; val[k] :=now; 
for t:=1 to Vdo 

if a[k, t] then 
if val[t]=O then visit(t); 

now:=now-1; vai[k] :=0 
end' 

Rather than leaving every node that it touches marked with a nonzero 
val entry, this procedure "cleans up after itself' and leaves now and the val 
array exactly as it found them. The only marked nodes are those for which 
visit hasn't completed, which correspond exactly to a simple path of length 
now in the graph, from the initial node to the one currently being visited. To 
visit a node, we simply visit all unmarked adjacent nodes (marked ones would 
not correspond to a simple path). The recursive procedure checks all simple 
paths in the graph which start at the initial node. 
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The following tree shows the order in which paths are checked by the 
above procedure for the example graph given above. Each node in the tree 
corresponds to a call of visit: thus the descendants of each node are adjacent 
nodes which are unmarked at the time of the call. Each path in the tree from 
a node to the root corresponds to a simple path in the graph: 

Thus, the first path checked is AB CED F. At this point all vertices adjacent 
to F are marked (have non-zero val entries), so visit for F unmarks F and 
returns. Then visit for D unmarks D and returns. Then visit for E tries F 
which tries D, corresponding to the path A B C E F D. Note carefully that 
in depth-first search F and D remain marked after they are visited, so that F 
would not be visited from E. The ''unmark:ing" of the nodes makes exhaustive 
search essentially different from depth-first search, and the reader should be 
sure to understand the distinction. 

As mentioned above, now is the current length of the path being tried, 
and val[k] is the position of node k on that path. Thus we can make the visit 
procedure given above test for the existence of a Hamilton cycle by having 
it test whether there is an edge from k to 1 when vai[kJ= V. In the example 
above, there is only one Hamilton cycle, which appears twice in the tree, 
traversed in both directions. The program can be made to solve the traveling 
salesman problem by keeping track of the length of the current path in the 
val array, then keeping track of the minimum of the lengths of the Hamilton 
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cycles found. 

Backtracking 

The time taken by the exhaustive search procedure given above is proportional 
to the number of calls to visit, which is the number of nodes in the exhaustive 
search tree. For large graphs, this will clearly be very large. For example, if 
the graph is complete (every node connected to every other node), then there 
are V1 simple cycles, one corresponding to each arrangement of the nodes. 
(This case is studied in more detail below.) Next we'll examine techniques to 
greatly reduce the number of possibilities tried. All of these techniques involve 
adding tests to visit to discover that recursive calls should not be made for 
certain nodes. This corresponds to pruning the exhaustive search tree: cutting 
certain branches and deleting everything connected to them. 

One important pruning technique is to remove symmetries. In the above 
example, this is manifested by the fact that we find each cycle twice, traversed 
in both directions. In this case, we can ensure that we find each cycle just 
once by insisting that three particular nodes appear in a particular order. For 
example, if we insist that node C appear after node A but before node B in 
the example above, then we don't have to call visit for node B unless node C 
is already on the path. This leads to a drastically smaller tree: 

This technique is not always applicable: for example, suppose that we're trying 
to find the minimum-cost path (not cycle) connecting all the vertices. In the 
above example, A G E F D B C is a path which connects all the vertices, but 
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it is not a cycle. Now the above technique doesn't apply, since we can't know 
in advance whether a path will lead to a cycle or not. 

Another important pruning technique is to cut off the search as soon as it 
is determined that it can't possibly be successful. For example, suppose that 
we're trying to find the minimum cost path in the graph above. Once we've 
found AF DB CE G, which has cost 11, it's fruitless, for example., to search 
anywhere further along the path A G E B, since the cost is already 11. This 
can be implemented simply by making no recursive calls in visit if the cost 
of the current partial path is greater than the cost of the best full path found 
so far. Certainly, we can't miss the minimum cost path by adhering to such 
a policy. 

The pruning will be more effective if a low-cost path is found early in 
the search; one way to make this more likely is to visit the nodes adjacent 
to the current node in order of increasing cost. In fact, we can do even 
better: often, we can compute a bound on the cost of all full paths that begin 
with a given partial path. For example, suppose that we have the additional 
information that all edges in the diagram have a weight of at least 1 (this could 
be determined by an initial scan through the edges). Then, for example, we 
know that any full path starting with AG must cost at least 11, so we don't 
have to search further along that path if we've already found a solution which 
costs 11. 

Each time that we cut off the search at a node, we avoid searching the 
entire subtree below that node. For very large trees, this is a very substantial 
savings. Indeed, the savings is so significant that it is worthwhile to do as much 
as possible within visit to avoid making recursive calls. For our example, we 
can get a much better bound on the cost of any full path which starts with the 
partial path made up of the marked nodes by adding the cost of the minimum 
spanning tree of the unmarked nodes. (The rest of the path is a spanning tree 
for the unmarked nodes; its cost will certainly not be lower than the cost of 
the minimum spanning tree of those nodes.) In particular, some paths might 
divide the graph in such a way that the unmarked nodes aren't connected; 
clearly we stop the search on such paths also. (This might be implemented by 
returning an artificially high cost for the spanning tree.) For example, there 
can't be any simple path that starts with ABE. 

Drawn below is the search tree that results when all of these rules are 
applied to the problem of finding the best Hamilton path in the sample graph 
that we've been considering: 
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Again the tree is drastically smaller. It is important to note that the savings 
achieved for this toy problem is only indicative of the situation for larger 
problems. A cutoff high in the tree can lead to truly significant savings; 
missing an obvious cutoff can lead to truly significant waste. 

The general procedure of solving a problem by systematically generating 
all possible solutions as described above is called backtracking. Whenever we 
have a situation where partial solutions to a problem can be successively aug­
mented in many ways to produce a complete solution, a recursive implemen­
tation like the program above may be appropriate. As above, the process 
can be described by an exhaustive search tree whose nodes correspond to the 
partial solutions. Going down in the tree corresponds to forward progress 
towards creating a more complete solution; going up in the tree corresponds 
to "backtracking" to some previously generated partial solution, from which 
point it might be worthwhile to proceed forwards again. The general technique 
of calculating bounds on partial solutions in order to limit the number of full 
solutions which need to be examined is sometimes called branch-and-bound. 

For another example, consider the knapsack problem of the previous 
chapter, where the values are not necessarily restricted to be integers. For 
this problem, the partial solutions are clearly some selection of items for the 
knapsack, and backtracking corresponds to taking an item out to try some 
other combination. Pruning the search tree by removing symmetries is quite 
effective for this problem, since the order in which objects are put into the 
knapsack doesn't affect the cost. 

Backtracking and branch-and-bound are quite widely applicable as general 
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problem-solving techniques. For example, they form the basis for many pro­
grams which play games such as chess or checkers. In this case, a partial 
solution is some legal positioning of all the pieces on the board, and the de­
scendant of a node in the exhaustive search tree is a position that can be 
the result of some legal move. Ideally, it would be best if a program could 
exhaustively search through all possibilities and choose a move that will lead 
to a win no matter what the opponent does, but there are normally far too 
many possibilities to do this, so a backtracking search is typically done with 
quite sophisticated pruning rules so that only "interesting" positions are ex­
amined. Exhaustive search techniques are also used for other applications in 
artificial intelligence. 

In the next chapter we'll see several other problems similar to those 
we've been studying that can be attacked using these techniques. Solving 
a particular problem involves the development of sophisticated criteria which 
can be used to limit the search. For the traveling salesman problem we've 
given only a few examples of the many techniques that have been tried, 
and equally sophisticated methods have been developed for other important 
problems. 

However sophisticated the criteria, it is generally true that the running 
time of backtracking algorithms remains exponential. Roughly, if each node 
in the search tree has a sons, on the average, and the length of the solution 
path is N, then we expect the number of nodes in the tree to be proportional 
to o:N. Different backtracking rules correspond to reducing the value of a, 
the number of choices to try at each node. It is worthwhile to expend effort 
to do this because a reduction in o: will lead to an increase in the size of the 
problem that can be solved. For example, an algorithm which runs in time 
proportional to 1.1 N can solve a problem perhaps eight times a large as one 
which runs in time proportional to 2N. 

Digression: Permutation Generation 

An interesting computational puzzle is to write a program that generates all 
possible ways of rearranging N distinct items. A simple program for this 
permutation generation problem can be derived directly from the exhaustive 
search program above because, as noted above, if it is run on a complete graph, 
then it must try to visit the vertices of that graph in all possible orders. 
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procedure visit(k: integer); 
var t: integer; 
begin 
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now:=now+ 1; val[k] :=now; 
if now= V then writeperrn; 
for t:=l to Vdo 

if val[t]=O then visit(t); 
now:=now-1; va/[k] :=0 
end; 

This program is derived from the procedure above by eliminating all reference 
to the adjacency matrix (since all edges are present in a complete graph). The 
procedure writeperm simply writes out the entries of the val array. This is 
done each time now= V, corresponding to the discovery of a complete path 
in the graph. (Actually, the program can be improved somewhat by skipping 
the for loop when now= V, since at that point is known that all the val entries 
are nonzero.) To print out all permutations of the integers 1 through N, we 
invoke this procedure with the call visit(O) with now initialized to -1 and the 
val array initialized to 0. This corresponds to introducing a dummy node to 
the complete graph, and checking all paths in the graph starting with node 
0. When invoked in this way for N=4, this procedure produces the following 
output (rearranged here into two columns): 

1 2 3 4 2 3 I 4 
3 2 4 I 3 
4 3 2 I 4 

2 3 4 2 3 
4 2 3 4 2 

I 3 2 4 3 I 2 
2 3 4 2 3 4 I 
2 4 3 2 4 3 I 
3 I 2 4 3 2 4 
4 2 3 4 2 3 
3 4 2 3 4 2 I 
4 I 3 2 4 3 2 I 

Admittedly, the interpretation of the procedure as generating paths in a 
complete graph is barely visible. But a direct examination of the procedure 
reveals that it generates all N! permutations of the integers 1 to N by 
first generating all (N - 1)! permutations with the 1 in the first position 
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(calling itself recursively to place 2 through N), then generating the (N - 1)! 
permutations with the 1 in the second position, etc. 

Now, it would be unthinkable to use this program even for N = 16, 
because 16! > 250• Still, it is important to study because it can form the basis 
for a backtracking program to solve any problem involving reordering a set 
of elements. 

For example, consider the Euclidean traveling salesman problem: given 
a set of N points in the plane, find the shortest tour that connects them 
all. Since each ordering of the points corresponds to a legal tour, the above 
program can be made to exhaustively search for the solution to this problem 
simply by changing it to keep track of the cost of each tour and the minimum 
of the costs of the full tours, in the same manner as above. Then the 
same branch-and-bound technique as above can be applied, as well as various 
backtracking heuristics specific to the Euclidean problem. (For example, it is 
easy to prove that the optimal tour cannot cross itself, so the search can be cut 
off on all partial paths that cross themselves.) Different search heuristics might 
correspond to different ways of ordering the permutations. Such techniques 
can save an enormous amount of work but always leave an enormous amount 
of work to be done. It is not at all a simple matter to find an exact solution 
to the Euclidean traveling salesman problem, even for N as low as 16. 

Another reason that permutation generation is of interest is that there 
are a number of related procedures for generating other combinatorial objects. 
In some cases, the number of objects generated are not quite so numerous are 
as permutations, and such procedures can be useful for larger N in practice. 
An example of this is a procedure to generate all ways of choosing a subset of 
size k out of a set of N items. For large N and small k, the number of ways 
of doing this is roughly proportional to N k. Such a procedure could be used 
as the basis for a backtracking program to solve the knapsack problem. 

Approximation Algorithms 

Since finding the shortest tour seems to require so much computation, it is 
reasonable to consider whether it might be easier to find a tour that is almost 
as short as the shortest. If we're willing to relax the restriction that we 
absolutely must have the shortest possible path, then it turns out that we can 
deal with problems much larger than is possible with the techniques above. 

For example, it's relatively easy to find a tour which is longer by at most a 
factor of two than the optimal tour. The method is based on simply finding the 
minimum spanning tree: this not only, as mentioned above, provides a lower 
bound on the length of the tour but also turns out to provide an upper bowul 
on the length of the tour, as follows. Consider the tour produced by visiting 
the nodes of the minimum spanning tree using the following procedure: to 
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process node x., visit x, then visit each son of x, applying this visiting procedure 
recursively and returning to node x after each son has been visited, ending up 
at node x. This tour traverses every edge in the spanning tree twice, so its 
cost is twice the cost of the tree. It is not a simple tour, since a node may be 
visited many times, but it can be converted to a simple tour simply by deleting 
all but the first occurrence of each node. Deleting an occurrence of a node 
corresponds to taking a shortcut past that node: certainly it can't increase 
the cost of the tour. Thus, we have a simple tour which has a cost less than 
twice that of the minimum spanning tree. For example, the following diagram 
shows a minimum spanning tree for our set of sample points (computed as 
described in Chapter 31), along with a corresponding simple tour. 
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This tour is clearly not the optimum, because it self-intersects. For a large 
random point set, it seems likely that the tour produced in this way will 
be close to the optimum, though no analysis has been done to support this 
conclusion. 

Another approach that has been tried is to develop techniques to im­
prove an existing tour in the hope that a short tour can be found by ap­
plying such improvements repeatedly. For example, if we have (as above) 
a Euclidean traveling salesman problem where graph distances are distances 
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between points in the plane, then a self-intersecting tour can be improved by 
removing each intersection as follows. If the line AB intersects the line CD, 
the situation can be diagramed as at left below, without loss of generality. 
But it follows immediately that a shorter tour can be formed by deleting AB 
and CD and adding AD and CB, as diagramed at right: 

~­
<-&~ 
~ 
~ 

Applying this procedure successively will, given any tour, produce a tour that 
is no longer and which is not self-intersecting. For example, the procedure 
applied to the tour produced from the minimum spanning tree in the example 
above gives the shorter tour AGOENLPKFJMBDHICA. In fact, one of the 
most effective approaches to producing approximate solutions to the Euclidean 
traveling salesman problem, developed by S. Lin, is to generalize the procedure 
above to improve tours by switching around three or more edges in an existing 
tour. Very good results have been obtained by applying such a procedure 
successively, until it no longer leads to an improvement, to an initially random 
tour. One might think that it would be better to start with a tour that is 
already close to the optimum, but Lin's studies indicate that this may not be 
the case. 

The various approaches to producing approximate solutions to the travel­
ing salesman problem which are described above are only indicative of the 
types of techniques that can be used in order to avoid exhaustive search. The 
brief descriptions above do not do justice to the many ingenious ideas that 
have been developed: the formulation and analysis of algorithms of this type 
is still a quite active area of research in computer science. 

One might legitimately question why the traveling salesman problem and 
the other problems that we have been alluding to require exhaustive search. 
Couldn't there be a clever algorithm that finds the minimal tour as easily 
and quickly as we can find the minimum spanning tree? In the next chapter 
we'll see why most computer scientists believe that there is no such algorithm 
and why approximation algorithms of the type discussed in this section must 
therefore be studied. 

LJ 
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1. Which would you prefer to use, an algorithm that requires N 5 steps or 
one that requires 2N steps? 

Does the ''maze" graph at the end of Chapter 29 have a Hamilton cycle? 

3. Draw the tree describing the operation of the exhaustive search procedure 
when looking for a Hamilton cycle on the sample graph starting at vertex 
B instead of vertex A. 

How long could exhaustive search take to find a Hamilton cycle in a graph 
where all nodes are connected to exactly two other nodes? Answer the 
same question for the case where all nodes are connected to exactly three 
other nodes. 

How many calls to visit are made (as a function of V) by the permutation 
generation procedure? 

6. Derive a nonrecursive permutation generation procedure from the pro­
gram given. 

Write a program which determines whether or not two given adjacency 
matrices represent the same graph, except with different vertex names. 

8. Write a program to solve the knapsack problem of Chapter 37 when the 
sizes can be real numbers. 

Define another cutoff rule for the Euclidean traveling salesman problem, 
and show the search tree that it leads to for the first six points of our 
sample point set. 

10. Write a program to count the number of spanning trees of a set of N 
given points in the plane with no intersecting edges. 

11. Solve the Euclidean traveling salesman problem for our sixteen sample 
points. 





40. NP-complete Problems 

D The algorithms we've studied in this book generally are used to solve 
practical problems and therefore consume reasonable amounts of re­

sources. The practical utility of most of the algorithms is obvious: for many 
problems we have the luxury of several efficient algorithms to choose from. 
Many of the algorithms that we have studied are routinely used to solve actual 
practical problems. Unfortunately, as pointed out in the previous chapter, 
many problems arise in practice which do not admit such efficient solutions. 
What's worse, for a large class of such problems we can't even tell whether or 
not an efficient solution might exist. 

This state of affairs has been a source of extreme frustration for pro­
grammers and algorithm designers, who can't find any efficient algorithm for 
a wide range of practical problems, and for theoreticians, who have been un­
able to find any reason why these problems should be difficult. A great deal 
of research has been done in this area and has led to the development of 
mechanisms by which new problems can be classified as being "as difficult as" 
old problems in a particular technical sense. Though much of this work is 
beyond the scope of this book, the central ideas are not difficult to learn. It 
is certainly useful when faced with a new problem to have some appreciation 
for the types of problems for which no one knows any efficient algorithm. 

Sometimes there is quite a fine line between "easy" and "hard" problems. 
For example, we saw an efficient algorithm in Chapter 31 for the following 
problem: "Find the shortest path from vertex x to vertex y in a given weighted 
graph." But if we ask for the longest path (without cycles) from x to y, we 
have a problem for which no one knows a solution substantially better than 
checking all possible paths. The fine line is even more striking when we 
consider similar problems that ask for only ''yes-no" answers: 

5Zl 
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Easy: Is there a path from x to y with weight $ M? 
Hard(?): Is there a path from x to y with weight ~ M? 

Breadth-first search will lead to a solution for the first problem in linear time, 
but all known algorithms for the second problem could take exponential time. 

We can be much more precise than "could take exponential time," but 
that will not be necessary for the present discussion. Generally, it is useful 
to think of an exponential-time algorithm as one which, for some input of 
size N, takes time proportional to 2N (at least). (The substance of the 
results that we're about to discuss is not changed if 2 is replaced by any 
number a: > 1.) This means, for example, that an exponential-time algorithm 
could not be guaranteed to work for all problems of size 100 (say) or greater, 
because no one could wait for an algorithm to take 2100 steps, regardless of 
the speed of the computer. Exponential growth dwarfs technological changes: 
a supercomputer may be a trillion times faster than an abacus, but neither 
can come close to solving a problem that requires 2100 steps. 

Deterministic and Nondeterministic Polynomial- Time Algorithms 

The great disparity in performance between "efficient" algorithms of the type 
we've been studying and brute-force "exponential" algorithms that check each 
possibility makes it possible to study the interface between them with a simple 
focmal model. 

In this model, the efficiency of an algorithm is a function of the number 
of bits used to encode the input, using a "reasonable" encoding scheme. (The 
precise definition of ''reasonable" includes all common methods of encoding 
things for computers: an example of an unreasonable coding scheme is unary, 
where M bits are used to represent the number M. Rather, we would 
expect that the number of bits used to represent the number M should be 
proportional to log M.) We're interested merely in identifying algorithms 
guaranteed to run in time proportional to some polynomial in the number of 
bits of input. Any problem which can be solved by such an algorithm is said 
to belong to 

P: the set of all problems which can be solved by deterministic 
algorithms in polynomial time. 

By deterministic we mean that at any time, whatever the algorithm is doing, 
there is only one thing that it could do next. This very general notion covers 
the way that programs run on actual computers. Note that the polynomial 
is not specified at all and that this definition certainly covers the standard 
algorithms that we've studied so far. Sorting belongs to P because (for 
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example) insertion sort runs in time proportional to N 2: the existence of 
N log N sorting algorithms is not relevant to the present discussion. Also, the 
time taken by an algorithm obviously depends on the computer used, but it 
turns out that using a different computer will affect the running time by only 
a polynomial factor (again, assuming reasonable limits), so that also is not 
particularly relevant to the present discussion. 

Of course, the theoretical results that we're discussing are based on a 
completely specified model of computation within which the general state­
ments that we're making here can be proved. Our intent is to examine some of 
the central ideas, not to develop rigorous definitions and theorem statements. 
The reader may rest assured that any apparent logical flaws are due to the 
informal nature of the description, not the theory itself. 

One ''unreasonable" way to extend the power of a computer is to endow it 
with the power of nondeterminism: when an algorithm is faced with a choice 
of several options, it has the power to "guess" the right one. For the purposes 
of the discussion below, we can think of an algorithm for a nondeterministic 
machine as "guessing" the solution to a problem, then verifying that the 
solution is correct. In Chapter 20, we saw how nondeterminism can be useful 
as a tool for algorithm design; here we use it as a theoretical device to help 
classify problems. We have 

NP: the set of all problems which can be solved by nondeterministic 
algorithms in polynomial time. 

Obviously, any problem in P is also in NP. But it seems that there should be 
many other problems in NP: to show that a problem is in NP, we need only 
find a polynomial-time algorithm to check that a given solution (the guessed 
solution) is valid. For example, the "yes-no" version of the longest-path 
problem is in NP. Another example of a problem in NP is the satisfiability 
problem. Given a logical formula of the form 

(x1 + x3 + xs)*(x1 + X2 + x4)*(X3 + X4 + xs)*(x~ + X3 + xs) 

where the xi's represent variables which take on truth values (true or false), 
"+" represents or, "*"represents and, and X represents not, the satisfiability 
problem is to determine whether or not there exists an assignment of truth 
values to the variables that makes the formula true ("satisfies" it). We'll see 
below that this particular problem plays a special role in the theory. 

Nondeterminism is such a powerful operation that it seems almost ab­
surd to consider it seriously. Why bother considering an imaginary tool that 
makes difficult problems seem trivial? The answer is that, powerful as non­
determinism may seem, no one has been able to prove that it helps for any 
particular problem! Put another way, no one has been able to find a single 
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example of a problem which can be proven to be in NP but not in P (or even 
prove that one exists): we do not know whether or not P = NP. This is a 
quite frustrating situation because many important practical problems belong 
to NP (they could be solved efficiently on a non-deterministic machine) but 
may or may not belong to P (we don't know any efficient algorithms for 
them on a deterministic machine). H we could prove that a problem doesn't 
belong to P, then we could abandon the search for an efficient solution to 
it. In the absence of such a proof, there is the lingering possibility that some 
efficient algorithm has gone undiscovered. In fact, given the current state 
of our knowledge, it could be the case that there is some efficient algorithm 
for every problem in NP, which would imply that many efficient algorithms 
have gone undiscovered. Virtually no one believes that P =NP, and a con­
siderable amount of effort has gone into proving the contrary, but this remains 
the outstanding open research problem in computer science. 

NP-Completeness 

Below we'll look at a list of problems that are known to belong to NP but 
which might or might not belong to P. That is, they are easy to solve on a 
non-deterministic machine, but, despite considerable effort, no one has been 
able to find an efficient algorithm on a conventional machine (or prove that 
none exists) for any of them. These problems have an additional property 
that provides convincing evidence that P #=NP: if any of the problems can be 
solved in polynomial time on a deterministic machine, then so can all problems 
in NP (i.e., P = NP). That is, the collective failure of all the researchers 
to find efficient algorithms for all of these problems might be viewed as a 
collective failure to prove that P =NP. Such problems are said to be NP­
complete. It turns out that a large number of interesting practical problems 
have this characteristic. 

The primary tool used to prove that problems are NP-complete uses 
the idea of polynomial reducibility. We show that any algorithm to solve a 
new problem in NP can be used to solve some known NP-complete problem 
by the following process: transform any instance of the known NP-complete 
problem to an instance of the new problem, solve the problem using the given 
algorithm, then transform the solution back to a solution of the NP-complete 
problem. We saw an example of a similar process in Chapter 34, where we 
reduced bipartite matching to network flow. By "polynomially" reducible, 
we mean that the transformations can be done in polynomial time: thus the 
existence of a polynomial-time algorithm for the new problem would imply the 
existence of a polynomial-time algorithm for the NP-complete problem, and 
this would (by definition) imply the existence of polynomial-time algorithms 
for all problems in NP. 
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The concept of reduction provides a useful mechanism for classifying 
algorithms. For example, to prove that a problem in NP is NP-complete, 
we need only show that some known NP-complete problem is polynomially 
reducible to it: that is, that a polynomial-time algorithm for the new problem 
could be used to solve the NP-complete problem, and then could, in turn, be 
used to solve all problems in NP. For an example of reduction, consider the 
following two problems: 

TRAVELING SALESMAN: Given a set of cities, and distances between 
all pairs, find a tour of all the cities of distance less than M 
HAMILTON CYCLE: Given a graph, find a simple cycle that includes 
all the vertices. 

Suppose that we know the Hamilton cycle problem to be NP-complete and 
we wish to determine whether or not the traveling salesman problem is also 
NP-complete. Any algorithm for solving the traveling salesman problem 
can be used to solve the Hamilton cycle problem, through the following 
reduction: given an instance of the Hamilton cycle problem (a graph) construct 
an instance of the traveling salesman problem (a set of cities, with distances 
between all pairs) as follows: for cities for the traveling salesman use the set 
of vertices in the graph; for distances between each pair of cities use 1 if there 
is an edge between the corresponding vertices in the graph, 2 if there is no 
edge. Then have the algorithm for the traveling salesman problem find a tour 
of distance less than or equal to N, the number of vertices in the graph. That 
tour must correspond precisely to a Hamilton cycle. An efficient algorithm for 
the traveling salesman problem would also be an efficient algorithm for the 
Hamilton cycle problem. That is, the Hamilton cycle problem reduces to the 
traveling salesman problem, so the NP-completeness of the Hamilton cycle 
problem implies the NP-completeness of the traveling salesman problem. 

The reduction of the Hamilton cycle problem to the traveling salesman 
problem is relatively simple because the problems are so similar. Actually, 
polynomial-time reductions can be quite complicated indeed and can connect 
problems which seem to be quite dissimilar. For example, it is possible to 
reduce the satisfiability problem to the Hamilton cycle problem. Without 
going into details, we can look at a sketch of the proof. We wish to show 
that if we had a polynomial-time solution to the Hamilton cycle problem, 
then we could get a polynomial-time solution to the satisfiability problem by 
polynomial reduction. The proof consists of a detailed method of construc­
tion showing how, given an instance of the satisfiability problem (a Boolean 
formula) to construct (in polynomial time) an instance of the Hamilton cycle 
problem (a graph) with the property that knowing whether the graph has a 
Hamilton cycle tells us whether the formula is satisfiable. The graph is built 
from small components (corresponding to the variables) which can be traversed 
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by a simple path in only one of two ways (corresponding to the truth or falsity 
of the variables). These small components are attached together as specified 
by the clauses, using more complicated subgraphs which can be traversed by 
simple paths corresponding to the truth or falsity of the clauses. It is quite 
a large step from this brief description to the full construction: the point 
is to illustrate that polynomial reduction can be applied to quite dissimilar 
problems. 

Thus, if we were to have a polynomial-time algorithm for the traveling 
salesman problem, then we would have a polynomial-time algorithm for the 
Hamilton cycle problem, which would also give us a polynomial-time algorithm 
for the satisfiability problem. Each problem that is proven NP-complete 
provides another potential basis for proving yet another future problem NP­
complete. The proof might be as simple as the reduction given above from the 
Hamilton cycle problem to the traveling salesman problem, or as complicated 
as the transformation sketched above from the satisfiability problem to the 
Hamilton cycle problem, or somewhere in between. Literally thousand~ of 
problems have been proven to be NP-complete over the last ten years by 
transforming one to another in this way. 

Cook's Theorem 

Reduction uses the NP-completeness of one problem to imply the NP-com­
pleteness of another. There is one case where it doesn't apply: how was the 
first problem proven to be NP-complete? This was done by S. A. Cook in 
1971. Cook gave a direct proof that satisfiability is NP-complete: that if 
there is a polynomial time algorithm for satisfiability, then all problems in 
NP can be solved in polynomial time. 

The proof is extremely complicated but the general method can be ex­
plained. First, a full mathematical definition of a machine capable of solving 
any problem in NP is developed. This is a simple model of a general-purpose 
computer known as a Turing machine which can read inputs, perform certain 
operations, and write outputs. A Turing machine can perform any computa­
tion that any other general purpose computer can, using the same amount of 
time (to within a polynomial factor), and it has the additional advantage that 
it can be concisely described mathematically. Endowed with the additional 
power of nondeterminism, a Turing machine can solve any problem in NP. 
The next step in the proof is to describe each feature of the machine. includ­
ing the way that instructions are executed, in terms of logical formulas such 
as appear in the satisfiability problem. In this way a correspondence is estab­
lished between every problem in NP (which can be expressed as a program on 
the nondeterministic Turing machine) and some instance of satisfiability (the 
translation of that program into a logical formula). Now, the solution to the 
satisfiability problem essentially corresponds t.o a simulation of the machine 
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running the given program on the given input, so it produces a solution to an 
instance of the given problem. Further details of this proof are well beyond 
the scope of this book. Fortunately, only one such proof is really necessary: 
it is much easier to use reduction to prove NP-completeness. 

Some NP- Complete Problems 

As mentioned above, literally thousands of diverse problems are known to be 
NP-complete. In this section, we list a few for purposes of illustrating the 
wide range of problems that have been studied. Of course, the list begins 
with satisfiability and inclades traveling salesman and Hamilton cycle, as well 
as longest path. The following additional problems are representative: 

PARTITION: Given a set of integers, can they be divided into two sets 
whose sum is equal? 

INTEGER LINEAR PROORAMMING: Given a linear program, is there 
a solution in integers? 

MULTIPROCESSOR SCHEDULING: Given a deadline and a set of 
tasks of varying length to be performed on two identical processors can 
the tasks be arranged so that the deadline is met? 
VERTEX COVER: Given a graph and an integer N, is there a set of 
less than N vertices which touches all the edges? 

These and many related problems have important natural practical applica­
tions, and there has been strong motivation for some time to find good algo­
rithms to solve them. The fact that no good algorithm has been found for any 
of these problems is surely strong evidence that P f:- NP, and most research­
ers certainly believe this to be the case. (On the other hand, the fact that 
no one has been able to prove that any of these problem do not belong to P 
could be construed to comprise a similar body of circumstantial evidence on 
the other side.) Whether or not P =NP, the practical fact is that we have at 
present no algorithms that are guaranteed to solve any of the NP-complete 
problems efficiently. 

As indicated in the previous chapter, several techniques have been devel­
oped to cope with this situation, since some sort of solution to these various 
problems must be found in practice. One approach is to change the problem 
and find an "approximation" algorithm that finds not the best solution but 
a solution that is guaranteed to be close to the best. (Unfortunately, this is 
sometimes not sufficient to fend off NP-completeness.) Another approach is 
to rely on "average-time" performance and develop an algorithm that finds 
the solution in some cases, but doesn't necessarily work in all cases. That is, 
while it may not be possible to find an algorithm that is guaranteed to work 
well on all instances of a problem, it may well be possible to solve efficiently 
virtually all of the instances that arise in practice. A third approach is to work 
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with "efficient" exponential algorithms, using the backtracking techniques 
described in the previous chapter. Finally, there is quite a large gap between 
polynomial and exponential time which is not addressed by the theory. What 
about an algorithm that runs in time proportional to N 10gN or 2v'N7 

All of the application areas that we've studied in this book are touched 
by NP-completeness: there are NP-complete problems in numerical applica­
tions, in sorting and searching, in string processing, in geometry, and in graph 
processing. The most important practical contribution of the theory of NP­
completeness is that it provides a mechanism to discover whether a new prob­
lem from any of these diverse areas is "easy" or "hard." If one can find an 
efficient algorithm to solve a new problem, then there is no difficulty. If not, 
a proof that the problem is NP-complete at least gives the information that 
the development of an efficient algorithm would be a stunning achievement 
(and suggests that a different approach should perhaps be tried). The scores 
of efficient algorithms that we've examined in this book are testimony that we 
have learned a great deal about efficient computational methods since Euclid, 
but the theory of NP-completeness shows that, indeed, we still have a great 
deal to learn. n 
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Exercises 

1. Write a program to find the longest simple path from x to y in a given 
weighted graph. 

2. Could there be an algorithm which solves an NP-complete problem in 
an average time of N log N, if P -:F NP? Explain your answer. 

3. Give a nondeterministic polynomial-time algorithm for solving the PARTI­
TION problem. 

4. Is there an immediate polynomial-time reduction from the traveling sales­
man problem on graphs to the Euclidean traveling salesman problem, or 
vice versa? 

5. What would be the significance of a program that could solve the traveling 
salesman problem in time proportional to 1.lN? 

6. Is the logical formula given in the text satisfiable? 

7. Could one of the "algorithm machines" with full parallelism be used to 
solve an NP-complete problem in polynomial time, if P # NP? Explain 
your answer. 

8. How does the problem "compute the exact value of 2N" fit into the P­
NP classification scheme? 

9. Prove that the problem of finding a Hamilton cycle in a directed graph is 
NP-complete, using the NP-completeness of the Hamilton cycle problem 
for undirected graphs. 

10. Suppose that two problems are known to be NP-complete. Does this 
imply that there is a polynomial-time reduction from one to the other, if 
P'i'NP? 
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SOURCES for Advanced Topics 

Each of the topics covered in this section is the subject of volumes of 
reference material. From our introductory treatment, the reader seeking more 
information should anticipate engaging in serious study; we'll only be able to 
indicate some basic references here. 

The perfect shuffle machine of Chapter 35 is described in the 1968 paper 
by Stone, which covers many other applications. One place to look for more 
information on systolic arrays is the chapter by Kung and Leiserson in Mead 
and Conway's book on VLSI. A good reference for applications and implemen­
tation of the FFr is the book by Rabiner and Gold. Further information on 
dynamic programming (and topics from other chapters) may be found in the 
book by Hu. Our treatment of linear programming in Chapter 38 is based on 
the excellent treatment in the book by Papadimitriou and Steiglitz, where all 
the intuitive arguments are backed up by full mathematical proofs. Further 
information on exhaustive search techniques may be found in the books by 
Wells and by Reingold, Nievergelt, and Deo. Finally, the reader interested 
in more information on NP-completeness may consult the survey article by 
Lewis and Papadimitriou and the book by Garey and Johnson, which has a 
full description of various types of NP-completeness and a categorized listing 
of hundreds of NP-complete problems. 

M. R. Garey and D. S. Johnson, Computers and InErat:tability: a GuUk to the 
Theary of NP-Completeness, Freeman, San Francisco, CA, 1979. 

T. C. Hu, Combi,natoria/, Algorithms, Addison-Wesley, Reading, MA, 1982. 

H. R. Lewis and C. H. Papadimitriou, ''The efficiency of algorithms.," Scientific 
American, 238, 1 (1978). 

C. A. Mead and L. C. Conway, Imroduction to VliJI. Design, Addison-Wesley, 
Reading, MA, 1980. 

C. H. Papadimitriou and K. Steiglitz, Combinatorial, Optimization: Algorithms 
and Complexity, Prentice-Hall, Englewood Cliffs, NJ, 1982. 

E. M. Reing old, J. Nievergelt, and N. Deo, Combinatorial, Algorithms: Theory 
and Practice, Prentice-Hall, Englewood Cliffs, NJ, 1982. 

L. R. Rabiner and B. Gold, D;gi,ta/, Sign.cil Processing, Prentice-Hall, Englewood 
Cliffs, NJ, 1974. 

H. S. Stone, "Parallel processing with the perfect shuffle," !FEE Transactions 
on Computing, C-20, 2 (February, 1971). 

M. B. Wells, Hements of Combinatorial, Computing, Pergaman Press, Oxford, 

1971. 
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insiderect (point inside rectangle 

test), 338. 
Integer linear programming, 533. 
Integration, 79--86. 

adaptive quadrature, 85-86, 85 
(adapt). 

rectangle method, 80-82, 81 
(intrect), 85. 

Romberg, 84. 
Simpson's method, 83-84, 84 

(intsimp), 85-86. 
spline quadrature, 85. 
symbolic, 79-80. 

trapezoid method, 82-83, 83 
(inttrap), 85. 

Internal nodes, 180, 230, 289, 
490. 

Interpolation search, 177-178. 

Interpolation. 
polynomial, 68. 
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spline, 68-72. 
Intersection, 349-359, 370. 

Manhattan geometry, 350-356. 
circles, 359. 
horizontal and vertical lines, 

305, 350-356. 
lines, 356-359. 
rectangles, 359. 
two lines, 312-313, 313 

(intersect). 

interval, 337. 
Inverse, 138, 385, 450-451. 

Jarvis, R. A., 370. 
Jensen, K., 19. 

Johnson, D. S., 536. 

Kahn, D., 304. 

Krup, R M., 243, 439-440. 
Key generation, 299. 
Keys. 

binary representation, 119. 
cryptology, 297. 
searching, 171. 

strings, 254. 
Knapsack problem, 483-486, 519. 
Knuth, D. E., 19, 36, 88, 167, 200, 

'131, 242, 304, 454. 
Knuth-Morris-Pratt string search­

ing, 244-249. 

Kruskal, J. B. Jr., 412. 454. 
Kruskal's algorithm (minimum 

spanning tree), 411-413, 412 
(kmlral), 417. 

Kung, H. T., 466. 

Lagrange's interpolation formula, 
47, 472. 

Leading term, 14, 15. 
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Leaf pages, 233. 
Least-squares data fitting, 73-76. 
Lewis, H. R., 536. 
lgN, 16. 
Lin, s., 524. 
Line, 308. 
Line drawing, 310-311. 
Line intersection, 312-313, 349% 

359. 
one pair, 312-313. 
initialization (buildytree), 353. 
Manhattan (scan), 355. 

Linear congruential generator, 
35-38, 37 (random). 

Linear feedback shift registers, 
38. 

Linear probing, 205-207, 209. 
Linear programming, 497-510, 

536. 
Linear running time, 14. 
Linked lists, 25-28. 

create and add node, 27 
(listadd). 

input and construction, 26 
(read.list). 

merging, 148 Qistmerge). 
output, 26 (writelist). 

sequential search, 174 (Jistin-
sert, listsearch), 203, 341, 
343. 

sorting, 149-152, 149 (sort), 
151 (mergesort). 

lnN, 16. 
Logarithm, 16. 
Logarithmic running time, 14. 
Longest path, 527. 
Lookahead, 273. 

MACSYMA, 88. 
Malcomb, M. A., 88. 

Master index, 227. 
Matching, 443-452, 454. 
match (general regular-expres­

sion pattern matching), 265. 

Mathematical algorithms, 23-88. 
Mathematical programming, 497. 

Matrices. 
addition, 28-29 (matradd). 
band, 64. 
chain product, 486-489. 
inverse, 65. 
multiplication, 29, 53-54, 487. 
multiplication by vector, 466--

469. 
representation, 2S-30. 
sparse, 30, 63. 
Strassen's multiplication me­

thod, 53-54, 65, 487. 
transposition, 465. 
tridiagonal, 64, 71. 

Maxflow-rnincut theorem, 438. 

Maximum flow, 435-438. 
Maximum matching, 443. 
Mazes, 385-386, 398, 418. 
McCreight, E., 228. 
Mead, c. A., 536. 

Mecging, 146-152, 156-164. 363-
366. 

mergesort (non-recursive), 
150-152, 151 (mergesort), 
366. 

mergesort (recursive), 148-149, 
148 (sort), 363. 

multiway, 156-162. 
polyphase, 163. 

Microprocessors, 458, 469. 
Minimum cut, 438. 
Minimum spanning trees, 408-

413, 417, 454, 518, 522-524. 
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string 
mod, 10 12, 34-40, 
Moler, C. B., 88. 
Moore, J. S., 242, 304. 
Morris, J. H., 242, 304. 
Morrison, D. R., 219. 
Multidimensional range search-

ing, 340-34 7. 

polynomials 
quer), 48 

polynomials 
lransfonn), 

Moltip,cocc"m scheduling, 533. 
merging, 156-162. 
radix searching, 218-

Munro, I., 88. 

N 

name), 
Nearest-neighbor problem, 366. 
NeLwork How, 433-441, 445-447, 

454, 497-499. 
Networks, 376, 435. 
Nievergelt, J., 231, 237, 536. 
Node transformations, 189-191. 
Non-basis variables, 504. 
Nondeterminism, 259-267, 529. 
Nonterminal symbol, 270. 
NP, 529. 

problems, 527-534, 

Numerical analysis, 88. 

Objective function, 498. 

Odd-even merge, 459-463. 
One-dimensional range search 

(bsirange), 337. 
One-way branching, 218. 
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Open addressing, 205-210. 
Operations research, 433, 441 
Optimal binary search trees, 489 

492. 
Or, 258, 261. 
Ordered hashing, 210. 

P, 528. 
Package wrapping, 323-326. 

Pages, 226 239. 
Papadimitriou, C. H., 45-l-, 536. 
Parallel computation, 457--469. 
Parse tree, 271. 
Parser generator, 280. 
Parsing, 269-280, 304. 

bottom-up, 275-276. 
recursive descenl, 272-275. 
shin-reduce, 276. 
top-down, 272 275. 

Partition, 533. 
Partitioning, 104-105 (partition), 

112, 145. 
Pch~cal, 9, 19, 271-272. 
PaLh compression, 403. 
Palhs in graphs, 374-423. 
Patricia, 219-223, 254. 

patriciainsert, 222. 
palriciasearch, 221. 

Pallcm matching, 241. 257-267, 
279. 

Petfect shuffle, 459 465, 468-
469, 478 480, 536, 

Permutation generation, 520-
522. 

Pippenger, N., 231, N., 237. 
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Pivoting, 5044510, 508 (pivot). 

PlfilnLCxL. 296. 

PlanariLy, 387. 

PoinL, 308. 

Polygon, 308. 

COilVCA. 321. 

simple closed, 313-313. 

sLandard representation, 318. 
test if point inside, 316-318. 

Voronoi, 367. 

Polynomials, 45-54. 

addition, 24-28. 

evaluation, 45-46, 465, 471 
472, 474-475. 

47-48, 471-472, 

multiplication, 24-25, 48-50, 
471-472, 477-480. 

rcprcscnt.ation, 23-28. 
Polyphase merging, 163. 

Pop, 109, 439. 

pqchangc (change priority in 
priority queue), 396. 

pqconsLrucL (heap construction, 

indirect), 138, 396, 411. 

290. 
pqinsert., 139. 

pqremove (remove largest item 
from queue), 396, 
139, 

Pratt. v. R., 242, 304. 

Preprocessing, 335. 

Prim, R. C., 410, 454. 

Prim hinary search tree 
(treep1int), 336. 

graph traversal (priorit.y­
scarch). 

hrcadth-fi.rsL search, 397, 416. 

denscpfs, 416. 
depth-fast search, 397, 416. 

Euclidean shortest path, 418. 
minimum spanning l.rcc, 409-

41 L 416. 
network How, 439-440. 

shortesL palh, 413-416. 
sparsepfs, 395- 397. 

Probe, 205. 

127 140, 144, 
395-397. 

Projection, 339. 

Pruning, 517-522. 

Pseudo-angle calculation (theta), 
316. 

Puhlic-kcy crypLOsystcms, 300-
302, 304. 

Push, 109. 

Pushdown stack, 109-110, 394. 

Quadrature; see integration. 

Queue, 109, 395. 
Quicksort, 103-113, 118, 124, 

135, 144, 152, 165, 167, 183, 
218. 

Rahin, M. 0., 243. 

digit.al search trees, 213-216. 

rnultiway, 218-219. 

Patricia, 219-223. 
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tries, 216-218, 291-293, 
Radix sorting, 115-124, 165, 218. 

radix exchange, 117-121. 

straight radix, 121-124. 

Random integer in a fixed range 
(randornint), 38, 40. 

Random number generation, 88, 
202, 29<J. 

Random numbers, 33-42, 112. 
additive congruential generator, 

38-40, 42. 

linear congruential generator, 
35-38, 42. 

pseudo-, 33. 
quasi-, 34. 
uniform, 34. 

Range searching. 
grid method, 339-342, 346. 
kD trees, 346-347. 
multidimensional, 346--347. 
one-dimensional, 336-337. 
projection, 339. 
sequential search, 338. 
2D trees, 343-346. 

rbtreeinsert (red-black tree inser­
tion), 194. 

rea.dlist (linked list input and 
construction), 26, 148. 

readln, 9. 
Records. 

database 335. 
searching, 171-172. 
sorting, 93-94. 

Records/database, 335. 
Records/searching, 171. 
Recursion, 11-12, 176, 363-366, 

381-382, 398, 465, 479, 489, 
491, 515, 517-522. 

removal, 110-111, 145-146, 
152, 176, 179-180, 275, 366, 
12. 

two-dimensional, 356, 361, 
363-367. 

Red-black trees, 192-199. 
Reduction, 445, 530-532. 
Regular expression, 258. 
Regular-expression pattern 

matching, 258, 279, 304. 
Reingold, E. M., 536. 
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rerrwve (delete largest element in 
heap), 134. 

Replacement selection, 158-161. 
replace (replace largest element 

in heap), 135. 
Representation. 

binary search trees, 178-179, 
184-185. 

finite state machines., 247, 262-
263. 

functions, 65. 
graphs, 376-381. 
lines, 308. 
matrices, 28-30. 
points, 308. 
polygons, 306, 318. 
polynomials, 23, 28. 
trees (father link), 290-202, 

395-3%, 400-404, 411, 415. 
Rivest, R L., 167, 301. 304. 
rksearch (Rabin-Karp string 

searching), 253. 
Root node, 230, 233. 
Roots of unity, 473-477. 
Rotation, 1%-197. 
Run-length encoding, 284-286. 
RSA public-key cryptosystem, 

301-302. 

same (test if two points are on the 
same side of a line), 313. 

Satisfiability, 529, 531-532. 
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Scan conversion, 310-311. 
scan (line intersection, Manhat­

tan), 355. 

Scheduling, 373. 

Searching, 171-237. 
binary search, 175-177. 
binary tree search, 178-185. 
digital search trees, 213-216. 

disk searching, 225-235. 
elementary methods, 171-185. 
extendible hashing, 231-235. 

external searching, 225-235. 
hashing, 201-210. 

indexed dequential access, 
226-228. 

Patricia, 221-222. 
radix search tries, 216-218. 

radix searching, 213-223. 

sequential, 172. 

sequential list, 174. 
varying length keys, 223. 

Sedgewick, R, 167, 237. 
Selection, 144-146. 
select (selection, nonrecursive), 

146. 
select (selection, recursive), 145. 
Selection sort, 95 (selection), 144, 

326. 
Self-organizing search, 175. 

Sentinumerical algorithms, 88. 
Sentinel, 106, 173, 273, 309, 329, 

96, 247, 254, 493. 
Separate chaining, 202-204, 209. 
Sequential searching, 172-174, 

339. 
Sets, 398-405. 

Shanrir, A., 301, 304. 
Shamos, M. I., 349, 370. 

Shellsort (shellsort), 97-99, 329. 

Shortest path, 413-415, 418, 454, 
492-494. 

Simple closed path, 313-315. 

Simplex method, 497-510. 
Simultaneous equations, 58, 75, 

503-504. 
Single rotation, 196-197. 
Sink, 435. 

Slack (artificial) variables, 503. 
Sort-merge, 156. 

sort3 (sorting three elements), 93, 
459-460. 

Sorting, 91-167. 

bubble, 99. 
disk, 162, 165, 155-165. 
distribution counting, 99-101. 

elementary methods, 91-101. 

external, 92. 
Heapsort, 135-137. 

insertion, 95-96. 
internal, 92. 

linear, 123-124. 
mergesort (non-recursive), 

150-152. 
mergesort (recursive), 148-149. 

Quicksort, 103-114. 
radix exchange, 117-121. 

relationship to convex hull, 
323. 

selection, 94-95. 

shellsort, 97-99. 
stability, 92-93, 121, 152. 
straight radix, 121-124. 

tape, 155-165. 
three elements (sort3), 93. 

Source, 435. 
Spanning trees, 375, 408-413. 
Sparse graphs, 376, 378, 3%, 

397-398, 411, 413. 
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sparsepfs (priority graph traver­
sal), 396, 410, 415-417, 439-
440. 

Spline interpolation, 68872, 71 
(makesplme). 72 (eval). 

Spline quadrature, 85. 
Splitting, 189-191, 1944199, 228-

229. 

Stable marriage problem, 447-
452, 454. 

Stack, 394, 428, 429. 
Standard form of linear pro-

grams, 503. 
Standish, T. A., 304. 
Steepest descent method, 507. 
Steiglitz, K, 454, 536. 

Stone, H. S., 536. 
straightradix (straight radix 

sort), 121-124. 
Strassen's method, 53-54, 65, 88, 

487. 

String processing, 241-304. 
String searching, 241-254. 

Boyer-Moore., 2499252. 

brute-force, 243. 
Knuth-Monis-Pratt, 244-249. 
mismatched character, 250-

251. 
multiple searches, 254. 
Rabin-Karp, 252-253. 

Strings, 241, 283, 284-285. 
Strong, H R., 231, 237, 231. 
Strongly connected components, 

428-430. 

substitute (backward substitu-
tion), 62. 

Supercomputer, 458, 513, 528. 

Symbol tables, 171. 
Systolic arrays, 466, 536. 
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Tail node, 25-28, 174-175, 180, 
203. 

Tarjan, R. E.., 387, 405, 428, 454. 
Terminal symbol, 270. 
term (top-down compiler), 278. 
term (top-down parser), 273. 
theta (pseudo-angle calculation), 

316, 324, 325. 
Thompson, K, 304. 
3-node, 188. 
Top-down 2-3-4 trees, 187-199. 
Top-down compiler (expression, 

term, facto<). 277-278. 
Top-down parsing, 272-275 

(expression, term, factor), 
273-274. 

Topological sorting, 426-428, 
430. 

Transitive closure, 423-426, 493. 
Traveling salesman problem, 387, 

513--524, 531-532. 
Tree vertices, 393. 
treeinitialize (binary search tree 

initialization), 181. 
treeinsert (binary search tree in­

sertion), 181. 
treeprint (binary search tree 

sorted output), 182, 346, 354. 
Trees. 

AVL, 198. 
balanced, 187-199. 
binary, 179, 237. 
binary search, 1788185. 
breadth-first search, 395. 
depth-first search, 382, 384, 

394, 422423. 
exhaustive search, 516-519. 
father link representation, 

290-292, 395-396, 400--404, 
411, 415. 
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parse, 271. 
red-hlack, 192 199. 
spanning, 375, 408-413. 
top-down 2-3-4, 187-199. 
2-3, 198. 
2-3-4, 188. 
union-find, 399-404. 

treesearch (hinary tree search), 
180, 193. 

Tries, 216-218, 291-293. 

2D (two-dimensional) trees, 343% 
346. 

twoDinsert (insertion into 20 
trees), 345. 

twoDrange searching with 
2D trees), 

2-node, 188. 
2-3 trees, 198. 
2-3-4 tree, 188. 

Ullman, J. D., 237, 304. 
Undirected graphs, 376. 
Union, 399. 
Union-find, 454. 
Union-find algoriLhms, 398-405. 

405. 
403. 

401. 
halving, 404. 
heighL balancing, 404. 
palh compression, 403. 

Up edges, 423, 430. 

402. 
410. 

insert (heap insertion al 
132. 

van Leeuwan, J., 454. 

Variable-length encoding, 286-
293. 

Vernam cipher, 299. 
VertcA cover, 533. 
Vertex visit, adjacency lists 

(visil), 382. 
Vertex visit, adjacency matrix 

(visit), 384. 
Vertices, 374. 

fringe, 393. 
tree, 393. 

unseen, 393. 
Very large scale integrated cir-

cuits, 458. 
Vigenerc cipher, 298. 
Virtual memory, 165, 234. 
Visited vertices, 410. 
visit. 

verteA visil for graph search­
ing, adjacency lists, 382. 

vertex visit for graph search­
ing, adjacency matrix, 384. 

search Lo Lest biconnec-
392. 

graph traversal to find strong 
components, 429. 

exhaustive graph traversal, 
515. 

permutation generation, 521. 
Von Neumann, L 457. 
Von Neumann model of compula­

tion, 457. 
Voronoi diagram, 366-368. 
Voronoi dual, 417. 

Warsha!L S., 425. 
Warshall's 

trans1t1ve 
493. 

Wegner, P., 88. 

(computing 
425, 492-
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Weight balancing, 402. 
Weighted graphs, 376, 380, 407-

418. 

Weighted internal path length, 
490. 

Weighted matching, 444. 
Wells, M. B., 536. 
Wmh, N., 19. 
Worst case, 13. 
wrap (convex hull by package 

wrapping), 325. 
wrjtelist (linked list output), 26, 

148. 
writeln, 9. 

z, 25-28, 174-175, 180-181, 194, 
203, 214-215, 221-222, 341, 
345, 352-353, 364-365. 
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DESIGNS 

Cover Insertion sort: Color represents the key value; the ith column (from 
right to left) shows result of ith insertion. 

Page 1 Relatively prime numbers: A mark is in positions i,j for which the 
greatest common divisor of i and j is not 1. 

21 R.andnm points: A mark is in position i, j with i and j generated by 
a linear congruential random number generator. 

89 A heap: Horizontal coordinate is position in heap, vertical coordinate 
is value. 

169 A binary search tree laid out in the manner of an H-tree. 

239 Huffman's d,gorithm before and after: run on the initial part of the 
text file for Chapter 22. 

305 One intersecting pair among a set of random horizontal and vertical 
lines. 

371 Depth first secuch on a grid graph: each node is adjacent to its 
immediate neighbors; adjacency lists are in random order. 

455 Counting to 28: eight cyclic rotations. 

Back R.andnm permutatWn: Color represents the key value; the ith column 
(from right to left) shows result of exchanging ith item with one 
having a random index greater than i. 

Heap design inspired by the movie "Sorting out Sorting," R. Haecker, Uni­
versity of Toronto. 

Pictures printed by Tom Freeman, using programs from the text. 
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