






























































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































GIF (cont’d)

Descriptor, and an optional Global Color Table. Each image also contains a
Local Image Descriptor, an optional Local Color Table, and a block of image
data. The trailer in every GIF89a file contains the same values found in 87a
files.

Version 89a added a new feature to the GIF format called Control Extensions.
These extensions to the GIF87a format are specialized blocks of information
used to control the rendering of the graphical data stored within a GIF image
file. The design of GIF87a only allowed the display of images one at a time in a
“slide show” fashion. Through the interpretation and use of Control Extension
data, GIF89a allows both textual and bitmap-based graphical data to be dis-
played, overlaid, and deleted as in an animated multimedia presentation.

The four Control Extensions introduced by GIF89a are the Graphics Control
Extension, the Plain Text Extension, the Comment Extension, and the Appli-
cation Extension, summarized here and described in greater detail in the sec-
tions below.

Graphics Control Extension blocks control how the bitmap or plain-text data
found in a Graphics Rendering block is displayed. Such control information
includes whether the graphic is to be overlaid in a transparent or opaque fash-
ion over another graphic, whether the graphic is to be restored or deleted, and
whether user input is expected before continuing with the display of the GIF
file data.

Plain Text Extension blocks allow the mixing of plain-text ASCII graphics with
bitmapped image data. Many GIF images contain human-readable text that is
actually part of the bitmap data itself. Using the Plain Text Extension, captions
that are not actually part of the bitmapped image may be overlaid onto the
image. This can be invaluable when it is necessary to display textual data over
an image, but it is inconvenient to alter the bitmap to include this information.
It is even possible to construct an 89a file that contains only plam-text data and
no bitmap image data at all.

Comment Extension blocks contain human-readable ASCII text embedded in
the GIF data stream that is used in a manner similar to program comments in
C language code.

Application Extension blocks allow the storage of data that is understood only
by the software application reading the GIF file. This data could be additional
information used to help display the image data or to coordinate the way the
image data is displayed with other GIF image files.
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GIF (cont’d)

With only a few restrictions, any number of Control Extension blocks may
appear almost anywhere in a GIF data stream following the Global Color Table.
All Extension blocks begin with the Extension Introducer value 21h, which
identifies the block of data as an Extension block. This value is followed by a
Block Label, which identifies the type of extension information contained
within the block. Block Label identification values range from 00h to FFh. The
Plain Text, Application, and Comment Extension blocks may also contain one
or more sub-blocks of data.

Interestingly enough, all of the Control Extension features added by 89a are
optional and are not required to appear in a GIF data stream. The only other
difference between 87a and 89a is that at least one of the Image Descriptor
and Logical Screen Descriptor fields, which are reserved under 87a, is used
under 89a. In fact, any GIF files that are written under version 89a, but do not
use any of the 89a features, should use the version number GIF87a.

Header and
Color Table
Information

Extension
Information

Image 1

Extension
Information

FIGURE GIF-3: Layout of a GIF89a file

Graphics Control Extension block

The information found in a Graphics Control block is used to modify the data
in the Graphical Rendering block that immediately follows it. A Graphics Con-
trol block may modify either bitmap or plain-text data. It must also occur in
the GIF stream before the data it modifies, and only one Graphics Control
block may appear per Graphics Rendering block.
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The Graphics Control Extension block is eight bytes in length and has the fol-
lowing structure:

typedef struct _GifGraphicsControlExtension
{

BYTE Introducer; /* Extension Introducer (always 21h) */
BYTE Label; /* Graphic Control Label (always FSh) */
BYTE BlockSize; /* Size of remaining fields (always 04h) */
BYTE Packed; /* Method of graphics disposal to use */
WORD DelayTime; /* Hundredths of seconds to wait */
BYTE ColorIndex; /* Transparent Color Index */

BYTE Terminator; /* Block Terminator (always 0) */

} GIFGRAPHICCONTROL;

Introducer contains the value 21h and is used to identify the start of a Exten-
sion data block.

Label contains the value FOh and is used to identify this block of data as a
Graphics Control Extension.

BlockSize contains the value 04h, which is the number of bytes in the Packed,
DelayTime, and ColorIndex fields.

Packed contains the following four subfields of information (bit 0 is the LSB):

Bit 0 Transparent Color Flag
Bit 1 User Input Flag

Bits 2-4  Disposal Method

Bits 5-7  Reserved

If the Transparent Color Flag subfield is set to 1, the ColorIndex field of this
extension contains a color transparency index. If no index is present, this bit is
set to 0.

The User Input Flag subfield is set to 1 if user input (key press, mouse click,
and so forth) is expected before continuing to the next graphic sequence; oth-
erwise, this bit is set to zero.

The Disposal Method subfield contains a value indicating how the graphic is to
be disposed of once it has been displayed. The currently defined values for this
field are 00h (disposal method not specified), 01h (do not dispose of graphic),
02h (overwrite graphic with background color), and 04h (overwrite graphic
with previous graphic).
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The Reserved subfield is not used in GIF89a and is always set to 0.

DelayTime in the Graphics Control Extension block contains a value equal to
the number of hundredths of a second that must elapse before the graphics
presentation continues. If this field is 0, then no delay is used. If both this delay
and the user input bit is set, the graphic continues when either the delay
expires or user input is received.

ColorlIndex is the color transparency index. This field contains a value only if
the Transparent Color Flag subfield in the Packed field is set to 1.

Terminator contains the value 0 and marks the end of the Graphics Control
Extension block.

Plain Text Extension block

GIF87a files may contain bitmapped data only in the form of a Graphical Ren-
dering block. GIF89a adds the ability to store textual information that may be
rendered as a graphical image.

Any number of Plain Text Extension blocks may appear in a GIF file. To display
plain-text data, a grid is described that contains the data. The height, width,
and position of the grid on the display screen are specified. The size of each
cell in the grid is also described, and one character is displayed per cell. The
foreground and background color of the text are taken from the Global Color
Table and are also described in the Plain Text Extension block. The actual
Plain Text data is a simple string of ASCII characters.

The Plain Text Extension block is 15 bytes in length and has the following
structure:

typedef struct _GifPlainTextExtension
{

BYTE Introducer; /* Extension Introducer (always 21h) */
BYTE Label; /* BExtension Label (always 01h) */
BYTE BlockSize; /* Size of Extension Block (always 0Ch) */
WORD TextGridLeft; /* X position of text grid in pixels */
WORD TextGridTop; /* Y position of text grid in pixels */
WORD TextGridwidth; /* Width of the text grid in pixels */
WORD TextGridHeight; /* Height of the text grid in pixels */
BYTE CellWidth; /* Width of a grid cell in pixels */
BYTE CellHeight; /* Height of a grid cell in pixels */
BYTE TextFgColorIndex; /* Text foreground color index value */
BYTE TextBgColorIndex; /* Text background color index value */
BYTE *PlainTextData; /* The Plain Text data */

BYTE Terminator; /* Block Terminator (always 0) */

} GIFPLAINTEXT;
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Introducer contains the value 21h and is used to identify the start of a Exten-
sion data block.

Label contains the value 01h and is used to identify this block of data as a Plain
Text Extension.

BlockSize contains the value 0Ch, which is the number of bytes contained in
the fields following the BlockSize field.

TextGridLeft and TextGridTop contain the X and Y coordinates (position) of
the text grid with respect to the upper-left corner of the display screen (coordi-
nate 0,0).

TextGridWidth and TextGridHeight contain the size of the text grid in pixels.

CellWidth and CellHeight contain the size in pixels of each character cell in
the grid.

TextFgColorIndex contains an index into the Global Color Table to retrieve
the color of the text.

TextBgColorIndex contains a Global Color Table index value to be used as the
color for the background of the text.

PlainTextData contains the actual textual information that is to be rendered as
a graphic. This field contains one or more sub-blocks of data. Each sub-block
begins with a byte that indicates the number of data bytes that follow. From 1
to 255 data bytes may follow this byte. There may be any number of sub-blocks
in this field.

Terminator contains the value zero and marks the end of the Plain Text Exten-
sion block.

Application Extension block

Application Extension blocks contain application-specific information in a way
similar to the way tags are used in the TIFF and TGA image file formats. Infor-
mation not normally found in a GIFformat file may be stored in an Applica-
tion Extension block and then read by any application that understands how to
interpret the data. Any number of Application Extension blocks may appear in
a GIF file.

Application Extension data is application-readable only. All data stored in this
extension is designed to be acted upon by the software application that is read-
ing and processing the GIF data stream. To store human-readable data the
Comment Extension block is used instead (see the “Comment Extension
block” section).
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Examples of data stored in an Application Extension block include instruc-
tions on changing video modes, applying special processing to displayed image
data, and storing additional color tables. Information used to control the com-
puter platform executing the application can also be stored. This can include
information on how to manipulate files, how to access peripheral devices such
as modems and printers, and how to send audible signals to the audio speaker.

The Application Extension block is 14 bytes in length and has the following
structure:

typedef struct _GifApplicationExtension
{

BYTE Introducer; /* Extension Introducer (always 21h) */
BYTE Label; /* Extension Label (always FFh) */

BYTE BlockSize; /* size of Extension Block (always 0Bh) */
CHAR Identifier([8]; /* Application Identifier */

BYTE AuthentCode(3]; /* Application Authentication Code */
BYTE *ApplicationbData; /* Point to Application Data sub-blocks */
BYTE Terminator; /* Block Terminator (always 0) */

} GIFAPPLICATION;

Introducer contains the value 21h and is used to identify the start of a Exten-
sion data block.

Label contains the value FFh and is used to identify this block of data as an
Application Extension.

BlockSize contains the value O0Bh, which is the number of bytes in the Identi-
fier and AuthentCode fields.

Identifier may contain up to eight printable 7-bit ASCII characters. These char-
acters are used to identify the application that wrote the Application Extension
block. If this identifier value is recognized, the remaining portion of the block
is read and its data acted upon. If the identifier value is not recognized, the
remaining portion of the block is read and its data is discarded.

AuthentCode contains a value that is used to uniquely identify a software appli-
cation that created the Application Extension block. This field may contain a
serial number, a version number, or a unique binary or ASCII code used to
identify an individual software application or computer platform. This field
may be used to allow only specific copies or revisions of a particular software
application to access the data in certain Application Extension blocks.
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ApplicationData contains the information that is used by the software applica-
tion. This field is structured in a series of sub-blocks identical to the data found
in a Plain Text Extension block.

Terminator contains the value zero and marks the end of the Application
Extension block.

To understand how a GIF reader could interpret Application Extension block
information, consider the following example.

An application reading a GIF file comes across an Application Extension. The
Identifier field contains the characters “CHKDATE”. This identifier is recog-
nized by the application reading the GIF file. The AuthentCode field contains
the value “UNX”, which is an indication that only versions of this software
application running under the UNIX operating system should use the data in

this block. All versions of the program not running under UNIX should ignore
this block.

The application reading this GIF file knows that a CHKDATE block holds a
2-byte date stamp in the ApplicationCode field. If the current system date is
not the same as this date stamp value, the next Graphics Rendering block
should not be displayed. The count byte is read from the data sub-block and
then the two-byte stamp value. The Terminator field value follows this stamp
value.

A second Application Extension is read containing the identifier “CLRSCRN".
The application recognizes this identifier and knows that it is an instruction for
the display screen to be cleared immediately. The AuthentCode field is not
used in this block and its value is read and ignored. This block also does not
contain any data sub-blocks, and therefore the block terminator value occurs
immediately.

A third Application Extension is read containing the identifier “SOUNDBYT”.
This identifier informs the application that this block contains audio data that
should be sent to the sound card driver installed in the system. The Authent-
Code field contains the code “CDI”, which indicates the format of the audio
data stored in this block. If the AuthentCode field is recognized, then the data
sub-blocks are read, and the data is sent to the computer platform’s audio sys-
tem until a zero count byte is read.

Finally, a fourth Application Extension is read containing the identifier “SPE-
CIAL”. This particular identifier is not recognized by the application reading
the GIF file, so the AuthentCode field and the ApplicationData field are read
and ignored.
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The above examples are only a few of the hundreds of ways Application Exten-
sion blocks may be used to provide control over a computer system and the
way GIF images are displayed. The GIF89a specification does not list any spe-
cific examples of the use of Application Extension blocks, nor does it include a
standard list of identifiers; presumably, this is left up to the ingenuity of the
developer.

Comment Extension block

The Comment Extension block is used to insert a human-eadable string of
text into a GIF file or data stream. Each comment may contain up to 255 7-bit
ASCII characters, including all the ASCII control codes. Any number of Com-
ment Extension blocks may occur in a GIF file, and they may appear anywhere
after the Global Color Table. It is suggested, however, that comments should
appear before or after all image data in the GIF file.

All data stored in the Comment Extension is designed to be read only by the
human user examining a GIF file or data stream. All comment data should be
ignored by the application reading the GIF data stream. To store computer-
readable data and instructions, use the Application Extension block. (See the
section called “Application Extension block” earlier in this article.)

Comments are typically used to identify the source of the GIF image, its author,
the creating software, the creation time and date, the copyright notice for the
image data, and so on. Several image display programs that accommodate ver-
sion 89a images also have the capability of displaying comment data stored
within the GIF files.

Comment Extension blocks must always remain independent of all other data
in a GIF file. Comment Extension data is not modified by the information in
any other Extension blocks, and comments should not contain data that is
intended to be read and interpreted as instructions by software applications.

The Comment Extension block may vary from 5 to 259 bytes in length and has
the following structure:

typedef struct _GifCommentExtension
{
BYTE Introducer; /* Extension Introducer (always 21h) */

BYTE Label; /* Comment Label (always FEh) */
BYTE *CormentData; /* Pointer to Comment Data sub-blocks */
BYTE Terminator; /* Block Terminator (always 0) */

} GIFCOMMENT;
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Introducer contains the value 21h and is used to identify the start of a Exten-
sion data block.

Label contains the value FEh and is used to identify this block of data as a
Comment Extension.

CommentData contains one or more sub-blocks of ASCII string data. The char-
acter strings stored in the CommentData field sub-blocks are not required to
be NULL-terminated.

Terminator contains the value 0 and marks the end of the Comment Extension
block. The value of the Terminator field may be used as a NULL~terminator if
“size + 1” bytes of comment data is read from the block.

For Further Information

For further information about GIF, see the specifications included on the CD-
ROM that accompanies this book:

CompuServe Incorporated, GIF Graphics Interchange Format: A
standard defining a mechanism for the storage and transmission of
bitmap-based graphics information. Columbus, OH, 1987.

CompuServe Incorporated, Graphics Interchange Format: Version
89%a. Columbus, OH, 1990.

You can also obtain a copy of the GIF89a specification from many BBSs and
online services, or directly from CompuServe at:

CompuServe Incorporated

Attn: Graphics Technology Department
5000 Arlington Center Boulevard
Columbus, OH 43220

Voice: 614-457-8600

Voice: 800-848-8199

WWW: hitp://www.compuserve.com/

Several packages included on the CD-ROM display and convert GIF images.
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NAME:

ALSO KNOWN As:

TYPE:

COLORS:

COMPRESSION:

MAXIMUM IMAGE SIZE:

MULTIPLE IMAGES PER FILE:

NUMERICAL FORMAT:

ORIGINATOR:

PLATFORM:

SUPPORTING APPLICATIONS:

SPECIFICATION ON CD:

CODE ON CD:

IMAGES ON CD:

SEE ALSO:

GRASP

Graphical System for Presentation, .GL, .CLP, .FNT,

.PIC, .SET, TXT
Animation

256

RLE

Variable

Yes

Little-endian
Microtex Industries
MS-DOS

GRASP

Yes (summary description)

No
No
Microsoft RIFF, FLI

UsAGE: GRASP is a simple animation format capable of displaying low- and

medium-resolution images, text, and simple sounds.

comments: At one time the most widely used animation format around, GRASP’s for-
tunes have been declining, perhaps because of increased interest in digital

video formats such as AVI and QuickTime.

Overview

GRASP (GRAphical System for Presentation) is an MS-DOS application used to
create and play back simple animated sequences. Such animations are incorpo-
rated into other applications, such as graphical presentations, educational

tutorials, and games.

GRASP is a simple toolkit of utilities used to create and play back animations.
The basic tool found in GRASP is the editor (GRASP.EXE under MS-DOS). The
editor program organizes graphics and command information together into a
GRASP animation. An animation may contain both text and images, which can
be presented in a variety of ways. Simple sounds may be generated from the
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PC’s speaker, and the animation may be controlled via user input. GRASP sup-
ports all standard EGA and VGA display modes.

Most GRASP animations that you will encounter are stored in a GRASP library
file (with a .GL extension). A .GL file is actually a library of separate files that
contain information required to display a GRASP animation. These files are
normally stored as separate disk files when used by GRASP. But when an anima-
tion must be transported to another environment or incorporated into
another application, the GRASP Library Manager (GLIB.COM under MS-DOS)
combines all the necessary files into a single .GL library file.

A GRASP library may contain four different types of information files; the for-
mats of these files are discussed later in this article. When these files are stored
separately on disk, their types can be identified by their file extensions:

TXT Command file

.PIC Picture file

.CLP  Clip file (picture file without a color map)
JFNT  Font character information (also *.SET)
SET  Font character information

A GRASP animation is played back using the GRASP run-time display program
(GRASPRTEXE under MS-DOS). All applications playing back .GL animation
files will call this program to display the animation. The GRASPRT program is
capable of reading the animation from a single .GL file or from each informa-
tion file stored separately on disk.

A .GL file is created as follows:

1. Using a paint or imaging program, create or capture the individual frames
you want animated. The images must be saved to disk using the
PCPAINT/Pictor file format.

2. Use the GRASP editor program to create a sequence of commands that will
be used to display the animation.

3. Combine all the resulting data files into a single .GL file using the GRASP
Library Manager. The resulting .GL file may be played back using the
GRASP run-time display engine.

452 GRAPHICS FILE FORMATS



GRASP (cont’d)

File Orgamzatlon

All GRASP library files begin with a header. The header is a directory of the
separate files stored in the .GL file. The header varies in size depending on the
number of files stored. The format of the header is shown below:

typedef struct _GLHeader
{
WORD DirectorySize; /* Size of header in bytes */
struct _FileEntry
{
DWORD FileOffset; /* Offset of file in the .GL file */
CHAR FileName([13]; /* Name of the file */
} FileDirectory[DirectorySize];

} GLHEADER;
DirectorySize is the size of the .GL header in bytes.

The FileDirectory contains one FileEntry structure for each file stored in the
.GL.

FileOffset contains the offset location of the file within the .GL file. If a FileOff-
set value is 00h, then the end of the file directory has been reached.

FileName contains the original disk filename of the file. Each file in a .GL
library file is stored as a 4-byte value indicating the size of the file, followed by
the file data itself. A structure representing this arrangement appears as fol-
lows:

typedef struct _FileData

{
DWORD FileLength; /* Size of the file data in bytes */
BYTE FileData[FileLength]; /* File data */

} FILEDATA;

File Details

This section describes the types of files contained in a GRASP library.

Command File

A command (. TXT) file is simply a script of GRASP commands read by the .GL
playback program and used to display the animation. A command file is an
ordinary ASCII text file and usually begins with a few comment lines identifying
the name of the file and author, title of the animation, date of creation, and so
on. There is one command file per .GL file.
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A number of commands allow GRASP animations to have many special opera-
tions and effects. Some of the commands are:

* Load image files and fonts
¢ Execute MS-DOS programs
* Receive input from the user
* Draw geometric shapes

¢ Change video modes

¢ Change color maps

* Create sound

¢ Display text

* Perform fades

Each command is a keyword followed by zero or more arguments delimited by
commas. All commands are case-insensitive except for literal strings which
must appear in double quotes. All comments begin with a semicolon and are
ignored during playback.

Consider the following example. A .GL file which contains a simple, five-frame
animation that displays in an infinite loop might contain the following com-
mand file:

video L ; Set video mode to 320x200x256 VGA
pload PALETTE,1 ; Load palette.pic into picture buffer 1
palette 1 ; Set the palette

pfree 1 ; Free picture buffer 1

cload CLPO,1 ; Load clp0.pic into buffer 1

cload CLP1,2 ; Load clpl.pic into buffer 2

cload CLP2,3 ; Load clp2.pic into buffer 3

cload CLP3,4 ; Load clp3.pic into buffer 4

cload CLP4,5 ; Load clp4.pic into buffer 5
forever: ; Label

putup 80,50,1,10 ; Display buffer 1

putup 80,50,2,10 ; Display buffer 2

putup 80,50,3,10 ; Display buffer 3

putup 80,50,4,10 ; Display buffer 4

putup 80,50,5,10 ; Display buffer 5

putup 80,50,5,10 ; Display buffer 5

putup 80,50,4,10 ; Display buffer 4

putup 80,50,3,10 ; Display buffer 3

putup 80,50,2,10 ; Display buffer 2

goto forever ; GOTO 'forever’ label (and repeat

; display of buffers)
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Image Files

Each frame in a GRASP animation is stored using the Pictor PC Paint file for-
mat. Files with the .PIC extension contain a color map, whereas files with the
.CLP extension do not. It is common for a GRASP animation to include a single
.PIC file that contains only a color map and to store all of its animation frames
as mapless .CLP files.

For more information about the Pictor PC Paint file format, refer to the article
about it later in this book.

Font File

Text is displayed in a GRASP animation by first loading a font and then display-
ing it using the text command. Fonts are stored with the extension .FNT or
SET. A font file may contain data for up to 256 font characters. The header for
the font file is shown below:

typedef struct _FontHeader
{

WORD FileLength; /* Size of font file in bytes */
BYTE NumberOfCharacters; /* Number of characters in file */
BYTE FirstCharacterValue; /* ASCII value of first character */
BYTE CharacterWidth; /* Width of character in pixels */
BYTE CharacterHeight; /* Height of character in pixels */
BYTE CharacterSize; /* Size of character in bytes */

} FONTHEADER; _
FileLength is the size of the font file in bytes, including header.

NumberOfCharacters is the number of font character defined in this file. This
number may be 0 through 255, with 0 representing 256 characters stored.

FirstCharacterValue is the ASCII value of the first font character appearing in
the data (font characters are arranged in ASCII value order). Most fonts start
with the space character (ASCII value 20h).

CharacterWidth and CharacterHeight represent the size of the font in pixels.

CharacterSize is the number of bytes required to store each font character.
This value is usually calculated from the pixel size of the font (Character-
WidthxCharacterHeight / 8).

The font data immediately follows the header. Each character is stored by row,
and each row is padded out to the nearest byte boundary. An 8x16 font
contains sixteen rows by eight columns of 1-bit pixels. A 0 bit indicates black
and a 1 bit indicates color.
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An 8x16 font requires 16 bytes of data per character to store. A full 256-charac-
ter font is then 4096 bytes in size. The maximum size of a font file is 64K.

For Further Information

For further information about GRASP, see the article included on the CD-ROM
that accompanies this book.

GRASP was originally created by Microtext Incorporated of Irvine, CA. It was
bought in 1988 by Paul Mace software, where it is maintained today. Informa-
tion on GRASP and GRASP Multimedia may be obtained directly from Paul
Mace Software:

Paul Mace Software, Inc.

Attn: Steven Belsky

400 Williamson Way

Ashland, Oregon 97520

Voice: 503-488-2322

FAX: 503-488-1549

BBS: 503-482-7435

WWW: hitp://www.pmace.com/pms. htm
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GRIB |

NAME: GRIB
ALSO KNOWN As: Gridded Binary
Tvee:  various
COLORS: NA
COMPRESSION: Uncompressed
MAXIMUM IMAGE SIZE: NA
MULTIPLE IMAGES PER FILE: NA
NUMERICAL FORMAT: Binary bit-oriented
oricinator:  World Meteorological Organization
PLATFORM: All
SUPPORTING APPLICATIONS: Unknown
SPECIFICATION ON CD: Yes (summary description)
CODE ON CD: No
IMAGES ON CD: No
SEE ALsoO: BUFR
USAGE: Transfer and transmission of weather and other data.
comments: The GRIB format is outside the scope of this book, but we include a brief
description because it is likely to be more useful in the future as interest
in geographical information systems increases.
Overview

GRIB was created by the World Meteorological Organization (WMO) and is offi-
cially designated as FM 92-VIII Ext. GRIB (GRIdded Binary). It is designed to
support fast computer-to-computer transmission of large volumes of data.
Speed and efficiency are the key words here.

The format documentation is subtitled: “The WMO Format for the Storage of
Weather Product Information and the Exchange of Weather Product Messages
in Gridded Binary Form.” Data in GRIB files, as the name suggests, is expected
to be in gridded form, that is, arrayed in a rectilinear fashion. That this sug-
gests our idea of a bitmap is no coincidence, although the WMO and its affili-
ates normally use the format for the transmission of observational data such as
air pressure and temperature.
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GRIB data streams and files adhere to the specification called “WMO Standard
Formats for Weather Data Exchange Among Automated Weather Information
Systems.”

File Organization

GRIB files consist of a number of records, each of which may contain the fol-
lowing information:

¢ Indicator section

¢ Product definition section (PDS)

¢ Optional grid description section (GDS)

* Otional bitmap section (BMS)

* Binary data section (BDS)

¢ ASCII characters 7777

File Details

Detailing the internals of GRIB is beyond the scope of this article. GRIB is
extremely complex and is, at this point, used in a narrow area of technology.
This, coupled with the fact that the document is written in a dialect of govern-
ment-ese, makes it tough sledding even for initiates. Nevertheless, if you need
to understand the GRIB format, the document included on the CD-ROM
should get you started. Good luck. Please note that the people who are respon-
sible the GRIB documentation were as nice as could be.

For Further Information

For detailed information about GRIB, see the paper included on the CD-ROM
that accompanies this book:

Stackpole, John D., “The WMO Format For the Storage of Weather
Product Information and the Exchange of Messages in Gridded Binary
Form.”

You can also get information from the University of Wisconsin NMS homepage:
http://java.meteor.wisc.edu/
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Additional information on WMO data specifications can also be found in the
following document:

Standard Formats for Weather Data Exchange Among Automated Weather Infor-
mation Systems, Document Number FCM-52-1990.

This document is available from:

U.S. Department of Commerce/National Oceanic and Atmospheric
Administration (NOAA)

Attn: Ms. Lena Loman

Office of the Federal Coordinator for Meteorological

Services and Supporting Research (OFCM)

6010 Executive Blvd, Suite 900

Rockville, MD 20852

Voice: 301-443-8704

For more information about the GRIB format, contact:

U.S. Department of Commerce/National Oceanic and Atmospheric
Administration (NOAA)

National Meteorological Center

Attn: Dr. John D. Stackpole

Chief, Production Management Branch, Automation Division
WINMC42, Room 307, WWB

5200 Auth Road

Camp Springs, MD 20746

Voice: 301-763-8115

FAX: 301-763-8381

Email: jstack@sunl.wwb.noaa.gov

GRIB 459



I Harvard Graphics

Namve:  Harvard Graphics

ALSO KNOWN As: None
TYPE: Metafile
COLORS: NA
COMPRESSION: None
MAXIMUM IMAGE SIZE: NA
MULTIPLE IMAGES PER FILE: No

NUMERICAL FORMAT: Little-endian
oricinator:  Software Publishing
PLATFORM: MS-DOS

supporTING AppLIcaTions:  Harvard Graphics, other presentation graphics

SPECIFICATION ON CD: No
CODE ON CD: No
IMAGES ON CD: No

SEE ALSO: None

USAGE: Proprietary to Software Publishing; used by Harvard Graphics business
graphics application.

comments:  Software Publishing considers the format proprietary, but will consider a
license arrangement.

Overview

Software Publishing, the originator of the Harvard Graphics format, considers
this format to be proprietary. Although we wish this were not the case, we can
hardly use our standard argument—that documenting and publicizing file for-
mats make sales by seeding the aftermarket. Harvard Graphics has been the
top, or one of the top, sellers in the crowded and cutthroat MS-DOS business
graphics market, and has remained so despite the lack of cooperation of Soft-
ware Publishing with external developers.

While we would be happy to provide information about the format if it were
available, we have failed to find any during our research for this book, so it
appears that Software Publishing has so far been successful in their efforts to
restrict information flow from their organization.
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To be fair, Software Publishing appeared to consider our request to include the
Harvard Graphics format in this book. Although the organization wishes to
continue to exert some measure of control over information about the format,
they are willing to enter into license arrangements with third-party developers
that include nondisclosure agreements. We got the impression that reasonable
requests would not be refused.

For Further Information

To obtain further information about obtaining the Harvard Graphics file for-
mat under distribution license, contact Software Publishing at:

Software Publishing Inc.
P.O. Box 54983

3165 Kifer Road-

Santa Clara, CA 95056-0983
Voice: 408-986-9800
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l Hierarchical Data Format

NAME:

ALSO KNOWN As:

TYPE:

COLORS:

COMPRESSION:

MAXIMUM IMAGE SI1ZE:

MULTIPLE IMAGES PER FILE:

NUMERICAL FORMAT:

Hierarchical Data Format
HDF

Metafile

NA

NA

NA

Yes

NA

oricinator:  National Center for Supercomputer Applications
(NCSA)
PLATFORM: All
SUPPORTING APPLICATIONS: Various
SPECIFICATION ON CD: Yes
cooeoncp:  No
IMAGES ON CD: No
SEE ALSO: FITS
UsaGeE: Transport and exchange of scientific data, including images, between dif-

ferent applications and platforms.

comments: A tremendously versatile format that supports the inclusion of various
types of “metadata” while continuing to provide support for more mun-
dane data objects, such as images. Used by applications associated with sci-
entific visualization, and well-supported by a portable library of functions
from the NCSA Software Tools Group.

Overview

The Hierarchical Data Format (HDF) was created by a group at the National
Center for Supercomputer Applications (NCSA) to support the needs of the
scientific community with respect to scientific data management. The format
was designed to provide support for the following:
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* Scientific data and metadata

* Multiple diverse platforms

* Support for a range of software tools
* Rapid and efficient data transfer

e Extensibility

The format is, in the words of Mike Folk at NCSA, a “self-describing extensible
file format based on the use of tagged objects that have standard meanings.”
The specification is extremely complete and is included on the CD, so we will
confine ourselves to some introductory remarks. We include the format in this
book because we feel that data visualization will be increasingly important in
the future. '

HDF supports lower-level data types such as multidimensional gridded data, 2D
and 3D bitmap images, polygonal mesh data, multivariate datasets, sparse
matrices, finite element (FE) data, spreadsheets, splines, non-Cartesian coordi-
nate data, and text.

The file structure is entirely tag-based and is founded on the assumption that
the needs of scientists are unknowable in advance. While this might result in
anarchy in another situation, manipulation of data associated with public tags
is supported by a portable, publicly available library maintained by NCSA. Note
that the HDF Project at NCSA is closely associated with the NCSA Software Tools
group, which works to support the scientific community, especially in the area
of scientific visualization.

Tags are grouped under the unifying concept of a Vset, which is a hierarchical
grouping structure flexible enough to support multiple views, useful for data
analysis and retrieval.

For Further Information

For further information about the HDF format, see the specification included
on the CD-ROM that accompanies this book. You can also contact NCSA, the
organization responsible for maintaining the spec, at:

National Center for Supercomputer Applications
Attn: Michael Folk

University of Illinois

605 East Springfield Avenue
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Champaign, IL 61820
Voice: 217-244-0072

FAX: 217-244-1987

Email: mfolk@ncsa.uiuc.edu

The latest HDF specification is also available via FTP. You must sign a license
and then download from

Sfip://ftp.nesa.wiuc.edu/Documentation/HDF/HDF3.2/
Sb://ftp.nesa.uiuc.edu/Documentation/HDF/HDF. Vset2.1/

Other online information resources include:

http://hdf - nesa.uiuc.edu:8001/
http:/ fwww.nesa. uivc.edu/SDG/Software/HDF /HDFIntro. html
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NAME:

ALSO KNOWN As:

TYPE:

COLORS:

COMPRESSION:

MAXIMUM IMAGE SIZE:

MULTIPLE IMAGES PER FILE:

NUMERICAL FORMAT:

ORIGINATOR:

PLATFORM:

SUPPORTING APPLICATIONS:

SPECIFICATION ON CD:

CODE ON CD:

IMAGES ON CD:

SEE ALSO:

USAGE:

x*

IFF :

Interchange File Format, ILM, ILBM, LBM, Amiga
Paint

Bitmap

1- to 24-bit

- RLE, uncompressed

64Kx64K pixels

Yes

Big-endian

Electronic Arts, Inc., Commodore-Ami
Amiga, MS-DOS, others

Too numerous to list

Yes

No

Yes

Microsoft RIFF, GIF, PNG

, Inc.

On platforms other than the Amiga, IFF is used mostly for storing image

and sound data. On the Amiga almost any type of data may be found in an
IFF file. The file extension usually indicates the type of data stored in an

IFF file.

COMMENT:

IFF is an older data file format found on most every system. Its versatility

has not been greatly utilized outside of the Amiga platform.

Overview

'IFF (Interchange File Format) is a general purpose data storage format that
can associate and store multiple types of data. IFF is portable and has many
well-defined extensions that support still-picture, sound, music, video, and tex-
tual data. Because of this extensibility, IFF has fathered a family of special pur-
pose file formats all based on IFF’s simple data structure.

* Our thanks to Jolyon Ralph and Ernie Wright for their contributions to this article.
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IFF is most often associated with the Commodore-Amiga computer and origi-
nated on that system. IFF is fully supported by the Amiga operating system and
is used for storing virtually every type of data found in the Amiga’s filesystem.
Initialization files, documents, temporary data, and data exported from the
clipboard may all be stored using the IFF format.

The most common IFF family member is ILBM, or InterLeaved BitMap. ILBM
files are the standard image file format for the Commodore-Amiga computer
and are the type of IFF files with which most graphics people are familiar.

IFF files are common in the MS-DOS and UNIX environment as well and usually
have the file extension .IFF or .LBM. Electronic Arts’ DeluxePaint program is
generally credited with making IFF known to the MSDOS community. For a
time IFF was a widely accepted 24-bit format under MS-DOS, but it was eventu-
ally replaced first by TIFF and TGA, and then by JFIF.

IFF faces compatibility problems when the occasional program fails to write IFF
file data using the big-endian byte order. This prevents most programs from
reading these IFF files. Other problems created by bad IFF file writers include
writing planar image data improperly and failing to use only linefeeds to termi-
nate lines of text. Unfortuantely, some people (those who are all too willing to
shoot the messenger), have blamed IFF, rather than bad software, for these
problems.

Today IFF is a widely used format that is supported by most graphics programs
found on MSDOS, MS Windows, Macintosh, UNIX, and Amiga systems. The
format basically remained unchanged since its specification was released in
1985, but many extensions to the format have been created and documented
by a great many software developers, making IFF one of the most utilized data
file formats of today. '

File Organization
IFF files are constructed entirely of chunks. A chunk is a data structure contain-
ing a 4-byte ID, a 4-byte size value, and possibly a block of data. Each chunk is

the same, simple structure and differs only in the data it contains. You can
think of a chunk as an envelope or wrapper that identifies a collection of data.

The data stored in a chunk can be anything: graphics, sound, animations, text
from a word processor, or a collection of 3D objects. Any kind of data can be
stored in a chunk, including a chunk itself.
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Nesting one or more chunks within a chunk is common in IFF files. In fact, an
IFF file is conceptually nothing more than a single chunk containing one or
more other chunks as data. There is also no specified limit as to the number of
nesting levels within a chunk.

IFF nesting is a powerful organizing principle. It offers the same sort of organi-
zational advantages that nested directories and subdirectories do for filesys-
tems. The down side of nesting is that it introduces a certain amount of
complexity that can make IFF appear difficult to interpret.

Figure IFF-1 illustrates the “chunks within a chunk” concept.

FIGURE IFF-1: A chunk file structure

Most IFF files contain a single chunk called a FORM chunk. This chunk stores
the formatting and identification information for all chunks and data in the
IFF file. All other chunks in the file are stored within the FORM chunk. The
basic structure of the FORM chunk is illustrated in Figure IFF-2.

In this example, the FORM chunk is of type ILBM (InterLeaved BitMap) and
contains three chunks, each of which contain data blocks that together define
an image. The FORM ILBM is the most common file type for storing still-
picture graphical data in an IFF file. “ILBM” is the type identifier for the
FORM. It tells readers what kind of FORM chunk this is and what chunks
might be expected within it. The three chunks in this example are the BMHD
(BitMap HeaDer), CMAP (Color MAP), and BODY (the actual pixels).

Another common FORM type is 8SVX (8-bit Sampled VoX, or Voice), a format
for digitized sound samples. A simple FORM 8SVX is shown in Figure IFF-3.
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 FORM ILBM

FIGURE IFF-3: FORM 85VX file structure

As you can see, Figures IFF-2 and IFF-3 aren’t very different. The high-level
structure of all IFF files is similar because it is created from the same simple
chunking rules, regardless of what kind of data is stored in the files.

IFF files that contain a single FORM chunk are by far the most common. In
fact, if you confine yourself to the most widely used FORM types such as ILBM,
you may never encounter any other IFF structure. But group structures do exist
that allow IFF writers to collect multiple FORMs into a single file.

A CAT chunk is used to append or “concatenate” two or more FORM chunks
together in a single IFF file. Figure IFF-4 shows a CAT ILBM file that contains
two FORM ILBM chunks.

In this figure, the CAT chunk contains a single ILBM chunk that contains an
ILBM type ID that identifies the type of data stored in each FORM chunk.
These two FORM chunks have the same format they would have if they were
stored in separate IFF files.
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CAT ILBM
FORM ILBM ||
[Form LM | |

FIGURE IFF-4: CAT ILBM file structure

All of the FORM chunks in a CAT chunk need not store the same type of data.
Figure IFF-5 illustrates a CAT chunk that stores a FORM ILBM chunk and a
FORM 8SVX chunk. '

CATJJJ

(i)

FIGURE IFF-5: CAT []]] file structure

When the FORM chunks in a CAT chunk do not all store the same type of
data, a contents type identifier of “|JJ]” is used to indicate that the CAT con-
tains FORMs of more than one type, or that the IFF writer did not care what
type(s) of FORM might be in the file. CAT type IDs are often referred to as
“hints,” because each FORM unambiguously identifies what it contains.

LIST chunks also allow the storage of multiple data objects within a single IFF
file but add the ability to group data objects together and have them share
common data by the use of the PROP (property) chunk. Figure IFF-6 illustrates
a LIST ILBM file that contains two images that share a common bitmap header
and color map by using a PROP chunk.

File Details

This section describes the details of IFF chunks.
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[rormuem f [t

FIGURE IFF-6: LIST ILBM file structure

Chunks

All IFF files are composed of very simple data structures called chunks. A chunk
may be anywhere from four to eight gigabytes in size and is represented by the
following data structure:

typedef struct _Chunk
{
char ChunkId([4];
DWORD Size;
BYTE Datall;
} CHUNK;
ChunklId is the ASCII identifier of the chunk. Identifiers are always alphanu-
meric characters, and they are right-padded with spaces if they contain fewer
than four characters. FORM Type IDs may only use uppercase characters, and
Chunk IDs may be mixed case.

Size is the number of data bytes stored in the Data field. This value does not
include the presence of a padding byte that may follow the data. If the chunk
contains no data, then this value is 0.

Data is the actual chunk data. The number of bytes of data stored in this field
is indicated by the value in the Size field.
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We can use the _Chunk structure to show the nested chunks within a FORM
ILBM file: ‘

typedef struct _ChunkFORM_ILBM

( char Chunkid[4]; /* °"FORM" */
DWORD Size; /* FORM size (size of file minus 8) */
/* Start of FORM chunk’s data */
char TypeID(4]; /* "ILBM" */

struct _ChunkBMHD
{

char ChunkId(4]; /* "BMHD" */
DWORD Size; /* Size of Data */
BMHD Data; /* Bitmap header data */

}
struct _ChunkCMAP
{

char ChunkId[4]; /* °"CMAP*" */
DWORD Size; /* Size of Data */
CMAP Data; /* Color map data */

}
struct _ChunkBODY
{

char ChunkIdi4]; /* "BODY" */
DWORD Size; /* Size of Data */
BODY Datalf]; /* Image data */

}

This is the C code version of Figure IFF-2. The file contains a single FORM
chunk, which like all chunks begins with a 4-character chunk ID and a 4-byte
size. The data for the FORM chunk begins with a 4-character “FORM Type
Identifier,” or type ID, that identifies the kind of object stored in the FORM.
For ILBMs the type ID is just “ILBM”. The type ID is followed by a collection of
chunks that describe the ILBM, including the bitmap header, color map, and
pixel bits.

(Note that we’re illustrating the structure of a FORM ILBM using C code here,
but you shouldn’t actually use a structure like this in your IFF code. The con-
tents of a FORM chunk vary too much to be captured by a single C structure.
Nor should you assume that these are the only chunks in a FORM ILBM, or
that they will occur in this particular order.)

Chunks must always begin on an even byte boundary. If a chunk contains an
odd number of data bytes, then the chunk that follows would improperly begin
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on a odd-byte boundary. To preserve alignment, a padding byte will be added
between the odd-length data field of a chunk and the Chunk ID of the next
chunk. This padding byte always has a value of zero and is not considered to be
part of the chunk data. If the Size field of a chunk contains an odd value, then
you should assume that a padding byte is present.

Parsing an IFF file is a process of reading chunk identifiers, using the data in
known chunks and skipping over unknown chunks. The chunk identifiers are
therefore crucial in determining whether the IFF file reader recogmzes the for-
mat of the data stored in a chunk.

Chunk Content Identifiers

The first four bytes of every chunk identifies the format of the chunk’s data.
These bytes are called the Chunk Content Identifier, or Chunk ID for short.
Chunk IDs are made of ASCII characters in the range 0x20 to 0x7E (“” to “"”).
The restriction to uppercase and no punctuation applies only to FORM type
IDs. Spaces are used only to pad out IDs that are fewer than four printable
characters in length.

Each ID represents a specific format of data. If an IFF reader does not recog-
nize the ID of a chunk, then the reader cannot know the format of the chunk’s
data, and therefore should skip over the chunk.

Five primary chunk IDs are reserved by the IFF specification. They are
“FORM”, “LIST”, “PROP”, “CAT ”, and “ ”, Note that the CAT chunk con-
tains a single padding space, and the ID of the Filler Chunk is all spaces.

Chunk IDs can also be used to indicate the revision level of a chunk. For exam-
ple, the revision IDs for the FORM chunk are “FOR1”, FOR2”, “FOR3”, and so
on. For the CAT chunk, the revisions are “CAT1”, “CAT2”, “CAT3”, and so on.
The FORM, LIST, and CAT chunks each have nine revisions reserved by the
IFF-85 specification, bringing the total number of reserved chunk IDs to 32.

If an IFF reader does not recognize the FORM Type ID of a FORM, CAT or
LIST chunk, it may continue reading to find any nested FORM chunks in the
file that it does recognize. If the first chunk in the file does not have a Group
Type ID of FORM, CAT, or LIST, then the reader should assume that it is not
an IFF-format file.

The number and kind of data chunks that appear in a FORM, and the order in
which they appear, is determined by the FORM type ID. Some data chunks
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must always be present, such as those required of a BMHD chunk in a FORM
ILBM. Some chunks must appear in a specific order; for example, a CMAP
chunk must always appear before its corresponding BODY chunk. But most
data chunks have no restriction on the order in which they occur, or even the
number of times that they may occur, in the IFF file.

The Filler Chunk (Chunk ID “  ”) is a special-purpose data chunk that is
used only to provide alignment between chunks in a file. The data stored in a
Filler Chunk is meaningless and is never used. For example, a file reader may
be designed to read 1K blocks of data from a file stream. In this case, you
might require that each chunk in an IFF file be aligned on the closest
1024-byte boundary. Filler chunks would be inserted between all other chunks
to provide boundary alignment padding as needed.

To give you an idea of all of the possible data chunks that might be found in a
single FORM Chunk, here is a list of a few chunk IDs that are associated with
storing textual data:

(C) Copyright notice and license
ANNO  Annotation or comment

AUTH  Author name

DOC Document formatting information
FOOT  Footer information of a document
HEAD  Header information of a document
PAGE Page break indicator

PARA  Paragraph formatting information
PDEF Deluxe Print page definition
TABS Tab positions

TEXT  Text for a paragraph

VERS File version

Here is a listing of some FORM types to give you an idea of what kind of data is
stored using the IFF format:

Graphical
ACBM  Amiga Contiguous Bitmap (Microsoft Basic for the Amiga)
DEEP IFF Deep (24-bit color image)
DR2D 2D object standard format (vector data)
FNTR Raster font
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FNTV  Vector font
ILBM InterLeaved Bitmap (interleaved planar bitmap data)
PICS Macintosh picture
RGB8 24-bit color image (Impulse)
RGBN  12-bit color image (Impulse)
TDDD  Turbo 3d rendering data (3D objects)
YUVN YUV image data (V-Lab)
Animation
ANBM  Animated bitmap
ANIM Cel animations

SSA Super smooth animation (ProDAD)
Video

VDEO  Deluxe Video Construction Set video
Sound

8SVX 8-bit sampled voice

AIFF Audio interchange file format

SAMP Sampled sound

UVOX  Uhuru Sound Software Macintosh voice
Music

GSCR General use musical score

SMUS  Simple musical score

TRAK MIDI music data

USCR Uhuru Sound Software musical score
Text

FTXT Formatted text

WORD  Pro-write word processing

Probably several hundred FORM types and chunk IDs have been created and
(we hope) documented by software developers over the past ten years. Most
Amiga software archives contain the specifications for many of these chunks.
In the section below, we look at the most common IFF data type for storing
graphics data, ILBM.

ILBM Chunk

The ILBM format is the most commonly used chunk format for storing graph-
ics data in an IFF file. The only data chunk required to appear in an ILBM is a
Bitmap Header chunk (BMHD). It may seem strange not to require the
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presence of a BODY chunk to store the image data, but an IFF colormap file is
a FORM ILBM that contains only a BMHD and colormap (CMAP) chunk but
no image data.

ILBMs may optionally contain a colormap (CMAP chunk), hot spot informa-
tion (GRAB chunk), destination merge data (DEST chunk), or sprite informa-
tion (SPRT chunk). They may specify a Commodore-Amiga viewport mode
(CAMG chunk) or image data (BODY chunk). All of these chunks must
appear after the BMHD chunk and before the BODY chunk. BODY must
always appear last.

Bitmap Header (BMHD) chunk
The BMHD chunk contains information defining the metrics of the image
data. This chunk is always 36 bytes in length and has the following format:

typedef struct _BitMapHeaDer
{

char ChunkId([4]; /* Chunk Identifier "BMHD" */
DWORD Size; /* Size of chunk data in bytes */
/* Chunk data starts here */ .

WORD Width; /* Width of image in pixels */
WORD Height; /* Height of image in pixels */
WORD Left; /* X coordinate of image */

WORD Top; /* Y coordinate of image */

BYTE Bitplanes; /* Number of bitplanes */

BYTE Masking; /* Type of masking used */

BYTE Compress; /* Compression method use on image data */
BYTE Padding; /* Alignment padding (always 0) */

WORD Transparency; /* Transparent background color */

BYTE XAgpectRatio; /* Horizontal pixel size */

BYTE YAspectRatio; /* Vertical pixel size */

WORD PageWidth; /* Horizontal resolution of display device */

WORD PageHeight; /* Vertical resolution of display device */
} BITMAPHEADERCHUNK;

Chunkld contains the chunk content identifier “BMHD”.
Size is the number of bytes following the Size field and is always 28.

Width and Height are the width and height, respectively, of the image data in
pixels.

Left and Top are the X and Y coordinates position of the upperleft corner of
the image. The default values for these fields are 0 and 0.

Bitplanes is the number of bits per pixel used to store the image data.
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Masking indicates the type of masking used to display the image. Valid values
for this field are 0 (standard opaque rectangular image), 1 (mask data is inter-
leaved with image data as an extra bitplane), 2 (pixels that match the value in
the Transparency field are transparent), and 3 (image may be lassoed, as in
MacPaint).

Compress indicates whether the image data in the BODY chunk is compressed.
A value of 0 indicates no compression, and a value of 1 indicates that the data
is compressed using the Packer algorithm defined by the IFF-86 ILBM specifi-
cation.

Padding is used to maintain alignment padding within the BMHD structure
and always contains the value zero.

Transparency is a value used with Masking to determine which pixels (if any)
in an image are transparent.

XAspectRatio and YAspectRatio define the pixel aspect ratio of the image data.
The aspect ratio is calculated by dividing XAspectRatio by YAspectRatio.

PageWidth and PageHeight describe the required resolution to display the
image. If the image data were to be displayed at a resolution of 320x200, the
values of these fields would be 320 and 200, respectively.

Color Map (CMAP) chunk
The optional CMAP chunk stores color information for the image data. CMAP
data is actually an array of the following data type:

typedef struct _ColorMapEntry
{

BYTE Red; /* Red color component (0-255) */
BYTE Green; /* Green color component (0-255) */
BYTE Blue; /* Blue color component (0-255) */

} COLORMAPENTRY;

Red, Green, and Blue store color component intensity values in the range 0 to
255 for a single color. A value of 255,255,255 is white, and 0,0,0 is black.

The CMAP chunk contains an array of COLORMAPENTRYs as data. The num-
ber of elements in this array will vary depending upon the number of colors in
the image data. The CMAP chunk structure follows:

typedef struct _ColoxrMapChunk

{
char ChunkId(4]; /* Chunk Identifier "CMAP" */
DWORD Size; /* Size of chunk data in bytes */
/* Chunk data starts here */
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COLORMAPENTRY Map[Size/3]; /* Color map data */
} COLORMAPCHUNK ;

ChunkId contains the chunk content identifier “CMAP”.
Size is the number of bytes in the Map field.

Map is the actual color ma ) data. It is an array of COLORMAPENTRY values.
There are typically 2BMHD BitPlanes enries in this array.

Body (BODY) chunk
The BODY chunk stores the actual image data as a BYTE array. The structure
of the BODY chunk follows:

typedef struct _BodyChunk
{

char ChunkId[4]; /* Chunk Identifier °"BODY" */
DWORD Size; /* Size of chunk data in bytes */
/* Chunk data starts here */
BYTE ImageDatal]; /* Image data */

} BODYCHUNK;

Chunkld contains the chunk content identifier “BODY”.
Size is the number of bytes in the ImageData field.

ImageData is the actual image data. Image data is an array of byte values and
may be stored uncompressed, or compressed (using the IFF Packer encoding
algorithm).

Pixel data, compressed or not, is always stored in separate bitplanes. Each scan
line is made up of BMHD.BitPlanes rows of bytes. Each bitplane row encodes
one bit from the pixel value. The pixel data appears as follows:

BODY
scan-line 0
bitplane 0 pixel value’s least significant bit
byte 0 bits for the leftmost eight pixels
byte 1
byte RowBytes - 1 see RowBytes note below
bitplane 1

bitplane BMHD.BitPlanes - 1
scan-line 1
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scan-line BMHD.Height - 1

RowBytes is the smallest even integer greater than BMHD.Width / 8, which
can be found using:

RowBytes = ((BMHD.Width + 15) >> 4) << 1;

This is equivalent to saying that each bitplane row must contain an even num-
ber of bytes. Each bitplane row (scan line) is therefore word-aligned with
padding before compression, if necessary.

If BMHD.Masking is 1, there will be an extra bitplane row in each scan line. In
other words, each scan line will contain (BMHD.BitPlanes + 1) bitplane rows.
This extra bitplane forms a 1-bit mask that is to be applied to the image when
it is displayed. Depending on your intentions, you’ll often discard the mask
plane while decoding the BODY, but you have to remember to read the mask
plane if it is there, because it’s not included in BMHD.BitPlanes.
BMHD.Masking = 1 is becoming less common, particularly on platforms other
than the Amiga.

The pixel values in a BODY can be indexes into the palette contained in a
CMAP chunk, or they can be literal RGB values. If there is no CMAP and if
BMHD.BitPlanes is 24, the ILBM contains a 24-bit image, and the BODY
encodes pixels as literal RGB values. The bitplanes for each scan line appear in
the BODY in the following order:

scan-line 0

red bit 0 red least significant bit
red bit 1
red bit 7

green bit 0 green least significant bit

green bit 7
blue bit 0 blue least significant bit

blue bit 7
scan-line 1
red bit 0
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If the ILBM has no CMAP and if BMHD.BitPlanes is 8 (or occasionally, less
than 8), the file contains a gray-scale image. Bitplanes are stored in the same
least-to-most order of significance, and the full black-to-white range is assumed
to be 0 to (2BMHDBitPlanes) _ ] an{ js usually 255. Note that if you’re thinking
about implementing an ILBM writer, you should include a CMAP with your
gray-scale images, because most non-Amiga IFF readers will refuse to load an
ILBM without a CMAP unless it is a 24-bit image.

ILBMs created for use on an Amiga may also contain pixel data in their BODY
chunks that reflects display capabilities peculiar to the Amiga. Such Amiga-
specific ILBMs must contain a CAMG (Commdore-AMiGa) chunk that identi-
fies the Amiga display mode. CAMG data consists of a single DWORD which
contains the viewmode value. The Amiga has built-in support for interpreting
this value, but programs running on other platforms-can safely test certain bits
to identify Amiga-specific pixel data.

Hold-And-Modify (HAM) display mode

HAM (Hold-And-Modify) is a display mode that allows the Amiga to display
12-bit and 18-bit images using only 6 or 8 bits per pixel. HAM images can be
identified by bit 11’s being set to 1 in the CAMG chunk (CAMG mode &
0x0800 !=0).

The 8-bit HAM8 mode was introduced with the Amiga 4000 and Amiga 1200
models and provides a very good near-photographic-quality image display with
only eight bitplanes of image data.

The color of any pixel in a HAM image may be any color from a standard
16-color palette, or the same as the color of the pixel to the immediate left with
the top four bits of either the red, green, or blue components changed. On
the left edge of the screen, the border color is used, which is color index zero
from the 16-color palette.

HAM images store pixel values in the BODY chunk as codes that are divided
into a mode in the high two bits and data in the remaining bits. Possible mode
values are:
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Mode Meaning

00 Data bits are an index into the CMAP palette
01 Data bits are blue level

10 Data bits are red level

11 Data bits are green level

Unless a pixel is colormapped (mode 00), only one of its three RGB levels is
given in its code. The other two are assumed to be the same as those for the
pixel to its left. If the pixel is the first one in a scan line, the pixel to its left is
assumed to be RGB(0, 0, 0).

The format of the mode and data bits in a pixel in HAM mode is:
5 4 3 2 1 0

0 0 w x 9y =z = Use colormap value wxyz

0 1 w x y =z = Keep color from previous pixel, but change
blue upper 4 bits to wxyz

1 0 w x y 2z = Keep color from previous pixel, but change

red upper 4 bits to wxyz

1 1 w x 3y =z = Keep color from previous pixel, but change
green upper 4 bits to wxyz

A HAM image cannot be directly decoded into a standard 8-bit or lower palette-
based image without further color reduction. For full quality, it must be con-
verted to at least a 12-bit color image.

The number of data bits is 4 for standard HAM and 6 for HAMS, and the corre-
sponding BMHD .BitPlanes value will normally be 6 or 8. The data bits should
be precision-extended when the levels are decoded to 24-bits, and regardless of
the number of data bits, the maximum level should translate to 255 at 8 bits
per RGB channel.

The format of the mode and data bits in a pixel in HAM8 mode is:
7 6 5 4 3 2 1 0

0 0 n m w x y =z = Use color palette value nmwxyz

0 1 = m w x y z = Keep color from previous pixel, but
change blue upper 6 bits to nmwxyz
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7 6 4 3 1 0

1 0 » m»m w x y z = Keep color from previous pixel, but
change red upper 6 bits to nmwxyz

1 1 = m w x y z = Keep color from previous pixel, but

change green upper 6 bits to nmwxyz

HAMS images need to be directly converted to a 24-bit image in order to retain
the full image quality on non-Amiga systems.

It is possible for the mode to be a single bit; BMHD.BitPlanes will then be
either 5 or 7. The single bit is the low bit, while the high bit is assumed to be 0,
implying that only the blue level can be modified. For obvious reasons, single
mode bit images are rarely encountered.

Extra-Halfbrite (EHB) display mode

Extra-Halfbrite is another Amiga variant, now quite rare. The original Amiga
models had a color palette of 32 colors (from a range of 4096) and could sup-
port up to 6 bitplanes. When 6 bitplanes were selected, one of two modes
could be chosen to utilize the extra bit of data.

EHBs are 64-color (6 bitplane) images with 32-color palette entries. They can
be identified by bit 7’s being set to 1 in the CAMG (CAMG mode & 0x0080 !=
0). Colors 32 to 63 are “half-bright” versions of colors 0 to 31.

To decode an EHB image, extend the color palette to 64 colors, and create col-
ors 32 to 63 by copying and bit-shifting each palette color (0 to 31) right by
one. The image is then decoded as it normally would be.

Image data compression

FORM ILBM files may contain image data compressed using a simple, run-
length encoding algorithm called Packer. This algorithm is identical to the
Macintosh PackBits algorithm and is also the algorithm used by the TIFF file
format.

Packer encodes runs of identical byte values within a scan line. Encoding
always stops at the end of every scan line. All byte runs are encoded as two-byte
codes. The first byte is a code byte which indicates the type of compressed run
and the number of pixels in the run. If the value of the code is 0 to 127
(signed bit off), the run is a literal run of pixels, and the next (code + 1) bytes
are copied literally from the compressed data.
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If the value of the code is -1 to —127 (signed bit on), the next byte following
the code byte is read and its value is repeated (—code + 1) times. A code value of
—128 is a no-op and is always ignored.

When compression is indicated, all of the image data stored in a BODY chunk
is compressed, including any masking data interleaved with the image data.

For Further Information

For further information about the IFF format, see the following speciﬁcations'
on the CD-ROM that accompanies this book:

Morrison, Jerry, EA IFF 85 Standard for Interchange Format Files, Electronic
Arts, 14 January 1985.

Morrison, Jerry, ILBM IFF Interleaved Bitmap, Electronic Arts, 17 January
1986. :

These documents are also available from many online services and BBSs. You
may also obtain them directly from the creator of IFF, Electronic Arts, at:

Electronic Arts

1820 Gateway Drive

San Mateo, CA 94404
Voice: 415-571-7171
Voice: 415-572-2787
WWW: http://www.ea.com/

The following documents from Electronic Arts are also widely available
online:

FTXT: IFF Formatted Text, Electronic Arts. IFF supplement document
for a text format.

ILBM: IFF Interleaved Bitmap, Electronic Arts. IFF supplement docu-
ment for a raster image format.

Commodore-Amiga previously supported the IFF format, but the company was
purchased by ESCOM, a German PC manufacturer.

The following Commodore-Amiga document is widely available online:

Scheppner, Carolyn, Introduction to Amiga IFF ILBM Files and Amiga View-
modes, Commodore Amiga Technical Support.
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The following books also discuss the IFF file format:

Commodore Amiga, Inc., Amiga ROM KERNEL Reference Manual: Includes
and Autodocs, Addison-Wesley, Reading, MA, 1989.

Commodore Amiga, Inc., Amiga ROM KERNEL Reference Manual: Devices,
Third Edition, Addison-Wesley, 1991.

The RKM: Devices manual contains more than 200 pages devoted to IFF and
includes the complete text of every official Jerry Morrison specification and a
generous amount of source code, including an implementation of Packer.

The Aminet archives are the best source of IFF information and display pro-
grams for the Amiga. Aminet mirrors include:

Sfip://nic.funet.fi/pub/amiga/graphics/applications/convert
Sip://wuarchive.wustl.edu/pub/aminet/gfx/conv
hitp:/fwuarchive.wustl.edu/ aminet/dirs/gfx_conf.htmi

Inquiries about the Aminet archives may be emailed to aminet.aminet.org.
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NAME:

ALSO KNOWN As:

IGES"
Initial Graphics Exchange Specification

Tvee:  Vector and 3D
coors: NA
COMPRESSION: Uncompressed
MAXIMUM IMAGE SIZE: NA
MULTIPLE IMAGES PER FILE: NA
NUMERICAL FORMAT: NA
ORIGINATOR: IGES/ PDES Organization
PLATFORM: A.ll
SUPPORTING APPLICATIONS: Many high-end CAD packages
SPECIFICATION ON CD: No
cobeoncp:  No
imacesoncD:  NO
SEE ALSO: None
UsAGE: Neutral file format for CAD-related data.
comments: IGES is used to share high-quality CAD data. It is not a proprietary format
controlled by a private company. However, due to its complexity and diffi-
culty, it is not commonly used by low-end CAD packages. Instead, it is most
popular among expensive high-end CAD packages, such as those used in
the automotive and aerospace industries.
Overview

IGES, the Initial Graphics Exchange Specification, is designed to exchange
information between CAD systems and other vector-oriented applications. The
standard is developed and maintained by the ANSI-accredited IGES/PDES
Organization. The first version of IGES was adopted as American National
Standard ANS Y14.26M-1981. Versions 3, 4 and the most recent version 5.2
were approved by ANSI as well.

* Our thanks to John Foust for his contributions to this article.
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Like other CAD formats, such as AutoCAD DXF, an IGES file can represent
many different types of data, ranging from lines and arcs to the complex geo-
metric solids, such as cylinders and cones known as “constructive solid geome-
try.” IGES is much more complicated than DXF, though—perhaps four times as
complex, judging by the sheer number of different geometrical entities. The
IGES v4 specification encompasses more than 500 pages.

Because of the format’s complexity, it is difficult to implement every possible
operation and entity. Most IGES translators or IGES-importing programs
describe exactly which IGES entities they support and which they ignore.

IGES has both an ASCII and a binary format. The ASCII format is line-oriented,
because of its early origins on punched card systems. There is also a com-
pressed ASCII format that eliminates some of the punch-card anachronisms.
The binary format is much more compact than the ASCII version.

IGES is associated with NCGA (National Computer Graphics Association) as
part of the U.S. Product Data Association (USPRO) and the IGES/PDES Organi-
zation (IGO). NCGA administers the National IGES User Group (NIUG), which
provides access to information and is a place to exchange information on IGES.

For Further Information

For more information about NIUG and obtaining the IGES file format specifi-
cation from NIUG, contact:

National Computer Graphics Association
2722 Merrilee Drive

Suite 3200

Fairfax, VA 22031

Voice: 703-698-9600

NCGA can also give you information about the National Institute for Standards
and Technology (NIST) testing for IGES.

On the World Wide Web, see the NIST’s pages at:
http://www.eeel.nist.gov/iges/

Most serious CAD packages provide tools for working with IGES data. For exam-
ple, see the pages at:
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- hittp://www.intergraph.com
http:/ /www.autodesk.com

and search their indexes for “IGES.”
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NAME:

ALSO KNOWN As:

TYPE:

COLORS:

COMPRESSION:

MAXIMUM IMAGE SIZE:

MULTIPLE IMAGES PER FILE:

NUMERICAL FORMAT:

ORIGINATOR:

PLATFORM:

SUPPORTING APPLICATIONS!

SPECIFICATION ON CD:

CODE ON CD:

IMAGES ON CD:

SEE ALSO:

USAGE:

Inset PIX

PIX

Bitmap

Up to 16

Proprietary, documented
64Kx64K pixels

No

Little-endian

Inset Systems

MS-DOS

InSet Versions 1 and 2, HiJaak, WordStar, Multimate
Yes

No

Yes

None

Neutral common format for Inset Systems’ products. Also used for graph-

ics storage by the WordStar and Multimate word processors.

COMMENTS:

A great little format marred by lack of support for more than 16 colors. It

would be a good model for a deep-pixel format, however.

Overview

Inset PIX is an intermediate graphic format created by Inset Systems (now part
of Quarterdeck), which sells the InSet and HiJaak applications for use on Intel-
based PCs. HiJaak is a widely used and highly regarded screen-capture and
graphics file conversion utility. Version 2 of the package supports the graphics,
printer, and FAX formats listed below:

ASCII

AT&T Group 4
AutoCAD DXF
CALS raster
CGM

Inset IGF

Kofax Group 4
Lotus Picture
Macintosh Paint
Macintosh PICT
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GIF MathCAD

DataBeam DBX Microsoft Paint

Dr. Halo Microsoft Windows Bitmap
Encapsulated PostScript ~ Microsoft Windows Metafile
FAX formats (various) PCX

GEM raster Presentation Manager Metafile
GEM VDI Tektronix P10

HPPCL TGA

HPGL TIFF

ILBM WordPerfect Graphics Metafile
Inset PIX

As you might imagine, Inset has a great deal of experience with graphics file
formats. The design of PIX reflects this experience, and is a well thought-out
and flexible format. If you need to convert a file from an odd format to one on
the above list, you might consider converting to PIX as an intermediate step
and then using the application to do the rest. (And, no, we don’t have any
financial or personal interest in Inset Systems or Quarterdeck!)

PIX was designed as an extensible, device-independent format which would
allow random access of portions of a compressed image. Although nominally a
bitmap format, the file structure supports the future addition of other data

types.

File Organization
Inset documentation describes a PIX file as, “an indexed database of data

items.” A table of the size and location of data items is included in the begin-
ning of each file. Data items can include information on the following:

¢ Image attributes, including dimensions, type, origin, and colors

* Information relevant at print time, such as clipping, size, and rotation
¢ Palette information

¢ Compressed sections of bitmap data (“image tiles”)

¢ Bitmap tile-sectioning information
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File Details

This section describes the header, index table, and different types of image
data in a PIX file.

Header

PIX files always have a short header:

typedef struct _PIX_HEADER
( N

WORD RevisionLevel; /* Currently 3 */

WORD DataItemsInTable; /* Number of data items in the index table */

} PIX_HEADER;

RevisionLevel is the version number for the format; this level is currently 3.
DataltemsInTable is the number of items in the PIX file’s index table,
described in the next section.

Index Table

Following the header is an index table containing an array of data item infor-
mation structures of the following form:

typedef struct DATA_ITEM_INFO
{

WORD DataID; /* Data item ID */
WORD DataLength; /* Length of data item */
LONG DataLocation; /* Location of data item in file */

} DATA_ITEM_INFO;
DatalD values may be any of the following:

00 Image information
11  Printing options
01  Palette

02  Tile information

Empty data items have DatalD values of -1.
DataLength is the length of this item in the index table.

Datal.ocation is the location of the item in the file.
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Image Information

The following information is extracted from the specification document sup-
plied by Inset Systems:

The application ID for the image structure is 0. This data item contains infor-
mation on the overall image size, type, and origin of the image. The structure
(in C) of this data item is:

struct mode_data

{

}

BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
WORD
WORD
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE

hmode;
htype;
cfore;
cback;
tattr;
tepr;
trows;
thfnts;
tlfnts;
tepf;
tfsizel4]);
gcols;
grows;
gfore;
prepal;
lodpal;
lintens;
1lred;
lgreen;
1lblue;

© pages;
haspect;
vaspect;

Following is a description of each member of this structure:

hmode

“htype

490

Hardware-specific mode. 0 if not specifically related to a particular
hardware mode of a board.

Hardware type. Bit 0 is zero if alphanumeric and 1 if bitmap graph-
ics. Board types are ORed into this byte. Board types include:

8 =CGA
16 = Hercules

24 = EGA
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cfore
tattr
tcpr
trows
thfnts
tifnts

- tepf
tfsize
gcols
grows
gfore
prepal
~ lodpal
lintens
Ired
Igreen
Iblue

pages
haspect

vaspect

Text foreground color bits (ignore if graphics) 4 for CGA
Text background color bits (ignore if graphics) 3 for CGA
Text characters per row (ignore if graphics)

Text rows (ignore if graphics)

Text hardware fonts (not used)

Text loadable fonts (not used)

Text characters per font (not used)

Font size (not used)

Graphics columns

Graphics rows

Graphics foreground color bits

Number of preset palettes (default to 0)

Number of loadable palettes

Number of palette bits for intensity

Number of palette bits for red

Number of palette bits for green

Number of palette bits for blue

Number of possible pages (not used)

Horizontal component of aspect ratio (number of horizontal pixels
to fit in a square)

Vertical component of aspect ratio (number of vertical pixels to fit -
in a square)

A sample image structure for a 600-row-by-800-column single-bit plane image
might be initialized as follows:

struct mode_data

{
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE
BYTE

hmode; /* 0 */
htype; /* 1 */
cfore; /* 0 */
cback; /* 0 */
tattr; /* 0 */
tepr; /* 80 */
trows; /* 25 */
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BYTE thfnts; /* 0 */
BYTE tlfnts; /* 0 */
BYTE tepf; /* 0 */
WORD tfsize[4]; /* 0,0,0,0 */
WORD gcols; /* 800 */
WORD grows; /* 500 */
BYTE gfore; /* 1 */
BYTE prepal; /* 0 */
BYTE lodpal; /* 0 */
BYTE lintens; /* 1 */
BYTE 1red; /* 0 */
BYTE lgreen; /* 0 */
BYTE 1blue; /* 0 */
BYTE pages; /* 0 */
BYTE haspect; /* 1 */
BYTE vaspect; /* 1 */
}

The application ID for Inset Printing options is 11h. The C structure contain-
ing these items follows:

struct prt_options
{
SHORT pitch;
SHORT scol;
SHORT ecol;
SHORT srow;
SHORT erow;
SHORT p_wid;
SHORT siz;
SHORT rotat;
SHORT do_sw;
SHORT res_1;
SHORT res_2;
SHORT pcolor;
SHORT row_dp:
SHORT col_dp:
SHORT flags;
CHAR ink_tab[16];
}

Following is a description of each member of this structure:

pitch Printer Pitch divided by 10 (e.g., 100 = 10 pitch); not required, set
to 100
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scol
ecol
STOW
erow
p_wid
size
rotat

do_sw

res_1
res_2

pcolor

row_dp
col_dp
flags

Start column clip boundary

End column clip boundary

Start row clip boundary

End row clip boundary

Printer width (not required, set to 0)

Size (not used, set to 0)

Rotation (0 = horizontal, -1 = left, 1=right)
Option bits ORed. Applicable bits to set include:

Double Pass | = 2
Letter Quality | = 4
Border On | = 10 (hex)

Internal use (don’t use, set to 0)

Low-order byte indicates whether the image settings are intended
for color printer (true = 1, false = 0)

High-order byte indicates which dither pattern type to use (0 = old,
1 = gray, 2 = contrast).

Height of image in decipoints (1/720 inches)
Width of image in decipoints (1/720 inches)
Modify flags

Size option bits:

#define INDATA_USE_COL 0x1

#define INDATA_USE_INCH 0x2

#define INDATA_USE_DP 0x3

Modify ink selection:

#define INDATA_INK_INV 0x8
#define INDATA_INK_BW 0x10
#define INDATA_INK _TAB 0x18
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#define INDATA_VDISK 0x20
#define INDATA_VSIZE 0x40
#define INDATA_DYNAMIC 0x80

ink_tab  Sixteen-byte table mapping screen colors to printer colors/gray
patterns (see the MODIFY/INKS section of the Inset manual for
more information on ink tables). If you want to select your own Ink
table mapping, the flags variable must have a 0x18 OR’ed in. Preset
Inset Ink tables are set as follows:

Color Number 0123456789ABCDETF
Standard F123456789ABCDEDJO
Invert 0123456789 ABCDETF
B&W FOOOOOOOFO00O0O0OOO

Palette Data

Application ID = 1 contains display palette information. Palette information is
stored in an array of palette structures of the following form:

struct pallette
{

CHAR intens, red, green, blue;
}

The number of significant palette items in the array is determined by the num-
ber of available colors (the “gfore” member in the image data structure) in the
image. The significant bits are determined by the lintens Ired, Igreen, and
Iblue items in the mode_data structure.

Tile Information

Application ID = 2 contains information as to how the image is broken down
" into tiles. The Tile_Data structure follows:

struct Tile_Data

{
WORD page_rows;
WORD page_cols;
WORD stp_rows;
WORD stp_cols;
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Following is a description of each member of this structure:

page_rows  Number of rows within each tile

page_cols  Number of columns in each tile (must be divisible by 8)
stp_rows Number of horizontal tile strips within the image
stp_cols Number of vertical tile strips

Each tile is limited to a maximum of 4096 bytes of uncompressed data. The
-actual tiles are numbered starting with the upper left row as tile 0 and incre-
mented from left to right as illustrated below.

0(1(2]3

8

The ID of a tile is the tile number ORed with a 8000h. For example, the lower-
right tile can be found by finding the record with ID=800Bh.

Images may be broken down into checkerboard sections or horizontal strips.
However, if an image is broken into horizontal strips for processing, the image
as rotated by Inset will be slowed.

Pixel Tiles

Each individual pixel tile ID is determined by ORing in 8000h with the tile
number, as described in the preceding section on tile information.

The image is organized into bit planes with eight pixels per byte; the most sig-
nificant bit contains the leftmost pixel. For multiple-bit plane images, all scan
lines for a plane are written out before the scan lines in the next plane.

If the actual column boundary of the tile exceeds the column boundary of the
image, the image is padded with blank bytes to fill out the tile. If the actual row
boundary of the tile exceeds that of the image, the extra rows are not present.

When the tile is stored on disk, it is in a vertically compressed format. The first
scan line of each tile is written out with no modification. Then, before the fol-
lowing scan lines, there are compression bytes that indicate which bytes in the
scan line are different from the preceding line. Each bit in the compression
byte indicates whether a particular byte in that scan has changed (1 if changed,
0 if not). Then, following the compression bytes, only the modified scan bytes
are written to the file.
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For example, suppose we have a tile that is eight columns wide, the first scan
line is all blank, and there is a dot at the beginning and end of the second scan
line. This tile would be written to disk as follows:

00 00 00 00 00 00 00 00 ¢« First scan line

81 80 01 « changed bytes
T

Compression Byte

In multiple-bit plane images, the first scan is uncompressed, and the following
lines are compressed in the same manner as described above.

Character Tiles

Alphanumeric images can be generally described as two-plane images with the
first plane containing the alphanumeric character data and the second con-
taining the attribute information. Alphanumeric characters are presumed to
correspond to the IBM extended ASCII character set, with attribute informa-
tion corresponding to the IBM CGA standard.

The character and text planes are compressed in the same manner as image
bit planes with one caveat. The text scan-line length is twice what it should be
(i.e., 160 bytes go out uncompressed for an 80-column screen).

For Further Information

For further information about Inset PIX, see the specification included on the
CD-ROM that accompanies this book. You can also contact:

Inset Systems
Developer Relations
71 Commerce Drive
Brookfield, CT 06804
Voice: 203-740-2400

Also see the Quarterdeck homepage:

hittp: //www.insetusa.com/
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NAME:

ALSO KNOWN As:

TYPE:

Intel DVI
DV, Digital Video Interface, Intel Real-Time Video
Multimedia

corors: 16 million
comreression:  JPEG, proprietary
MAXIMUM IMAGE SIZE: 256x240
MULTIPLE IMAGES PER FILE: Yes
NUMERICAL FORMAT: NA
ORIGINATOR: Intel Corporation
Peatrorm:  Intel-based PCs
suprorTinG Appuications:  MS-DOS and Microsoft Windows Multimedia
SPECIFICATION ON CD: Yes
CODE ON CD: No
IMAGES ON CD: No
SEE ALSO: Microsoft RIFF, QuickTime
USAGE: A format designed to support Intel’s bid to establish a hardware standard
in the Intel-based PC marketplace.
comments: At the time of this writing, it’s too early to decide whether this format will
ever see the light of day in a commercial product. If it ever does, you’ll
find the specification on the CD-ROM useful.
Overview

Intel is the current owner of DVI, which was one of the first systems that pro-
vided practical full-motion video incorporating real-time decompression tech-
nology. DVI originated in 1984 at the David Sarnoff Research Center in
Princeton, New Jersey, which was the central research facility for RCA Corpora-
tion. Ownership of DVI changed in 1986 when RCA was acquired by GE. The
official unveiling of GE DVI occurred in March 1987 at the Second Microsoft
CD-ROM Conference in Seattle, Washington. GE later sold DVI technology to
Intel Corporation in October 1988.

DVI is actually both the name of the Digital Video Interactive hardware system
sold by Intel and the file format associated with that system. DVI technology is
essentially a PC-based interactive audio/video system used for multimedia
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applications. The DVI system consists of a board for use in an Intel-based PC,
drivers, and associated software. The four components of DVI technology are:

¢ DVI hardware chipset

¢ Run-time software interface

¢ Data compression and decompression schemes
¢ Data file formats

The heart of the DVI system is the hardware architecture based on the video
display processor (VDP) chipset. DVI technology was originally designed for
implementation on the IBM PC AT platform. A collection of three 16-bit, ISA-
bus DVI interface boards (audio, video, and CD-ROM) were plugged into the
AT, and all of the hardware capabilities were accessed through the run-time
software interface. The functions in the interface were called by writing a soft-
ware program using a programming language such as assembly or C.

Today, Intel distributes licenses to third-party developers who want to incorpo-
rate DVI technology into their platforms and multimedia products. All of IBM’s
multimedia hardware platforms (such as the ActionMedia II boards) and soft-
ware applications are based upon DVI technology.

DVI is a major competitor of QuickTime, AVI, and MPEG for market share in
digital audio/video applications.

DVI allows the storage and playback of audio and video information. All DVI
images have a 5:4 pixel aspect ratio and are 256x240 pixels in size. DVI is also
capable of storing still images and supports both a lossy and a lossless native
compression method for such images. DVI works across MS-DOS, Microsoft
Windows, and OS/2 platforms and supports the capability of using its own pro-
prietary compression scheme, or using user-definable algorithms, such as JPEG,
as well. Audio compression is achieved using either the ADPCM or PCM8 algo-
rithms.

File Organization

The DVI file format is extremely flexible in its design and is used to store a
wide variety of data. This format is capable of storing both still-image and
motion-video/audio data. The type of data a DVI file contains is described by

its file extension. The common extensions for DVI files containing still-image
data are the following:
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Uncompressed, 8-bit data

JMR  Red channel

IMG  Green channel

JMB  Blue channel

JMY  Yluminance channel

JIMI I color channel

IMQ  Q color channel

UMM  Monochrome or gray scale
IMA  Alpha channel

IMC  Color map

I8 Device-dependent data

Uncompressed, 16-bit data

J16  Device-dependent data

Compressed, 8-bit data

.CMY Yluminance channell
.CMI I color channel
.CMQ  Q color channel

Compressed, 16-bit data
.C16  Device-dependent data

As you can see, a common practice of DVI is to store each color plane of an
image in a separate disk file. This allows the easy reading and writing of bitmap
information, without the need to buffer data to read or write a single file.

A still image is saved using three color-channel files and possibly a colormap
and alpha-channel file as well. Motion-video/audio data is stored using the
Audio/Video Support System (AVSS) file format. AVSS (pronounced “avis”)
allows audio and video data to be stored in the same file and played back in a
synchronized manner. All AVSS files have the extension .AVS or the file type
AVSS.

File Details

The data in AVSS files is primarily stream-based, and there is at least one data
stream per AVSS file. Each file contains a standard header, an AVL file header,
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one stream header per data stream, one substream header per substream,
frame data, and a frame directory.
DVI File Header

The standard header of a DVI file is 12 bytes long and has the following struc-
ture:

typedef _DviStandardHeader
{

DWORD Fileld; /* Magic number (56445649h) of DVI file */
SHORT HeaderSize; /* Size of this header structure */
SHORT HeaderVersion; /* Version of this header structure */

DWORD AnnotationOffset; /* Location of annotation data */

} DVISTANDARDHEADER;

Fileld contains the characters VDVI and identifies the file as containing DVI
information. If the file contains still-image information, this field contains the
characters VIM.

HeaderSize contains the number of bytes found in the header, which is cur-
rently 12. Older versions of the DVI format may contain a value of 1 in this
field. In this case, this value should be ignored and treated as if it were 12.

HeaderVersion indicates the format of the header and is currently 1.

AnnotationOffset is used to point at additional, unstructured data, such as a
title or copyright notice, which is normally placed at the end of the file. If no -
annotation exists, then this field is set to 0.

AVL File Header

The AVL file header immediately follows the standard header and is a directory
of all the other data structures within the DVI file. This header is 120 bytes in
length and has the following format:

typedef struct _AvlHeader
{

DWORD HeaderId; /* Header ID value (41565353h) */

SHORT HeaderSize; /* Size of this header structure */
SHORT HeaderVersion; /* Format of this header structure */
SHORT StreamGroupCount; /* Number of stream groups in the file */
SHORT StreamGroupSize; /* Size of each stream group */

DWORD StreamGroupOffset; /* Location of the first stream group */
SHORT StreamGroupVersion; /* Format of each stream group */

SHORT StreamSize; /* Size of the stream header */

SHORT StreamVersion; /* Format of the stream header */
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SHORT StreamCount; /* Number of stream headers in the file */

DWORD StreamOffset; /* Location of stream structures array */
DWORD HeaderPoolOffset; /* Location of substream headers */
LONG LabelCount; /* Number of labels in the file */
DWORD LabelOffset; /* Location of the first label */

SHORT LabelSize; /* Size of each label */

SHORT LabelVersion; /* Format of each label */

DWORD VideoSegHeaderOffset; /* Location of video sequence header */
WORD VideoSeqHeaderSize; /* Size of video sequence header */
SHORT FrameVersion; /* Version of frame headers in file */
LONG FrameCount; /* Number of frame headers in file */
LONG FrameSize; /* Size of frame header and data */
DWORD FirstFrameOffset; /* Location of the first frame */
DWORD EndOfFrameOffset; /* Location of last frame byte + 1 */
SHORT FrameHeaderSize; /* Size of frame header */

SHORT FrameDirectorySize; /* Size of the frame directory */

DWORD FrameDirectoryOffset; /* Location of the frame directory */
SHORT FrameDirectoryVersion; /* Format of the frame directory */

SHORT FramesPerSecond; /* Frame rate of the data */
DWORD UpdateFlag; /* Data is updating or complete */
DWORD FreeBlockOffset; /* Not used */
BYTE Patch[32]; /* Not used */

} AVLHEADER;

Headerld contains the characters AVSS and identifies the header as containing
AVL file information.

HeaderSize contains the number of bytes found in the header. This value is
currently 120.

HeaderVersion contains a value that specifies the format of the header based
on a version control rating. Each modification to the header structure incre-
ments the header version. The current HeaderVersion value for the AVL-
HEADER structure is 3.

If the streams within a DVI file are organized as groups, then the StreamGroup-
Count value indicates the number of groups; the StreamGroupSize value speci-
fies the size of each group; the StreamGroupOffset value points to the location
of the first group; and the StreamGroupVersion specifies the format of the
group. If no stream groups are present in the file, then the value of these fields
will be 00h.

The next four fields contain information on the array of STREAMHEADER
structures stored in the DVI file. StreamSize indicates the size of each structure,
which is currently 44. StreamVersion specifies the format of each structure,
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which is currently a value of 3. StreamCount is the number of streams in the
file and structures in the array. StreamOffset contains the offset value to the
beginning of the array.

HeaderPoolOffset points to the first substream header. This value is 00h if
there are no substreams present in the file. .

If the DVI file contains labels, then LabelCount indicates the number of labels;
LabelOffset points to the location of the first label; LabelSize specifies the size
of each label; and LabelVersion specifies the format of the label. If no labels
are present in the file, then the values of these fields are all 00h.

VideoSeqHeaderOffset and VideoSeqHeaderSize describe the location and
size of the video sequence header, if one is present in the file.

FrameVersion indicates the format of the data frames and is currently 3.
FrameCount is the number of frames in the file, and FrameSize is the size of a
frame, including its header. FirstFrameOffset is the location of the first frame
header.

EndOfFrameOffset points to the location of the first byte after the frame data.
FrameHeaderSize value is the size of the frame header.

The FrameDirectorySize specifies the size of the frame directory and is cur-
rently 4.

FrameDirectoryOffset points to the location of the frame directory.
FrameDirectoryVersion specifies the format of the frame directory.

FramesPerSecond contains the frame rate of the data for playback, rounded to
the nearest integer.

UpdateFlag is a non-zero value if the file is in the process of being updated. A
value of 00h indicates that the file is not currently being modified.

FreeBlockOffset and Patch[32] are set to O0h.

Stream Header

- Each DVI file contains one or more data streams. Each stream is identified by
an associated STREAMHEADER structure, which contains detailed informa-
tion about the stream data. This header is four bytes in length and has the fol-
lowing format:
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typedef struct _StreamHeader
{

DWORD HeaderId; /* Header ID value (5354524Dh) */
SHORT HeaderSize; /* Size of this header structure */
WORD Type; /* The type of data stream */

WORD SubType; /* The subtype of data stream */
SHORT HeaderCount; /* Number of substream headers */

SHORT NextStreamNumber; /* ID of the next stream */
SHORT StreamGroupNumber; /* The group ID for this stream */

SHORT Pad; /* Pad value */

DWORD Flag; /* Variable frame size flag */

LONG FrameSize; /* Maximum amount of data per frame */
DWORD FirstHeaderOffset; /* Location of first substream header */
BYTE StreamName([16]; /* Name of the stream */

} STREAMHEADER;

Headerld contains the characters STRM and identifies the header as contain-
ing AVL file information.

HeaderSize contains the number of bytes found in the header. This value is
currently 120.

Type and SubType indicate the type of data that is stored in this stream. Valid
Type values are:

02h  Compressed audio stream
03h  Compressed image stream
05h  Associated perframe data

06h  Uncompressed image stream
07h  Pad stream

SubType indicates a variation of each of these stream types and is described for
different types of streams (e.g., video) in the following sections.

HeaderCount indicates the number of substreams associated with this stream.
NextStreamNumber is not used and is set to —1.

StreamGroupNumber indicates the ID of the group this stream is associated
with.

Pad is not used and is set to 00h.

Flag is 04h if the stream contains frames that vary in size; otherwise, the value
will be 00h.

FrameSize field specifies the maximum number of bytes per frame in the
stream.
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FirstHeaderOffset points to the location of the first substream header.

StreamName is the name of the stream in the form of a NULL-terminated
ASCII string.

Audio substream header

Each type of data stream has a substream header. The audio substream header
describes the attributes of an audio stream. The type of audio stream is indi-
cated by the SubType field in the STREAMHEADER structure. For audio
streams, this value is always 0. The AUDIOSUBSTREAMHEADER header is
168 bytes in length and is formatted as follows:

typedef struct _AudioSubStreamHeader
{

DWORD HeaderId; /* Header ID value (41554449h) */

SHORT HeaderSize; /* Size of this header structure */
SHORT HeaderVersion; /* Format of this header structure */
BYTE OriginalFile([80)}; /* Name of file stream is derived from */
LONG OriginalFrame; /* Original frame ID */

SHORT OriginalStream; /* Original stream ID */

SHORT Pad; /* Pad value */

LONG FrameCount; ) /* The number of frames */

DWORD NextHeaderQffset; /* Location of next substream header */
BYTE LibraryName([16]; /* Name of library stream if from */
BYTE AlgorithmName[1l6]; /* Audio compression algorithm used */
LONG DataRate; /* Audio data rate in bits/sec */

SHORT CutoffFrequency; /* Filter cutoff fregquency */

SHORT Parameter3; /* Not used */

SHORT LeftVolum rate; /* Loudness of left audio channel */
SHORT RightVolume; /* Loudness of right audio channel */
LONG LoopOffset; /* Not uged */

LONG StartingFrame; /* ID of the first frame in the stream */
DWORD Flag; /* Mono/Stereo flag */

SHORT FrameRate; /* The playback rate for this stream */
SHORT Pad2 /* Pad value */

LONG DCFI4; /* Digital Compression Facility ID */

} AUDIOSUBSTREAMHEADER;

Headerld contains the characters AUDI and identifies the header as contain-
ing audio stream information.

HeaderSize contains the number of bytes found in this header. This value is
currently 168.

HeaderVersion indicates the version number of the header. The current
HeaderVersion field value is 5.
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OriginalFile contains a NULL-terminated ASCII string identifying the name
and path of the file, from which the audio information is derived.

OriginalFrame, OriginalStream, and Pad are not used and are set to 0.
FrameCount indicates the number of frames in the audio stream.

NextHeaderOffset specifies the location of the next audio substream header.
This value is always 00h.

LibraryName is not used and should be set to all NULL values.

AlgorithmName contains a NULL-terminated ASCII string that identifies the
name of the compression method used on the audio data stream. This string is
apdcm4e or pcm8 for the ADPCM and PCMS8 algorithms, respectively. .

DataRate is the data rate of the audio stream in bits per second.
CutoffFrequency indicates the maximum filter cutoff frequency for the sample.
Parameter3 is not used and is set to 0.

LeftVolume and RightVolume specify the volume level of the left and right
audio channels, respectively. These numbers are a percentage of the total vol-
ume; the default value is 100.

LoopOffset has a default value of —1.
StartingFrame normally has a value of 0.

Flag has a value of 4000h, indicating that the audio stream is stereophonic, or
8000h, indicating that it is monophonic.

FrameRate is the data rate of the audio stream.
Pad?2 is not used and is set to 0.

DCFId contains a value indicating the software service that compressed the
data. The value of this field is -1 if the ID of the service is not known or is
unimportant.

Video substream header

The video substream header describes the attributes of a video or compressed
image stream. The type of video stream is indicated by the SubType field in the
STREAMHEADER structure, which may have the following values for a video
stream:
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1 Ychannel data only

11  U-channel data only
12 V-channel data only
13 YVU data

14 YUV data

All images are stored in YVU format, except for JPEG-compressed images,
which are stored using YUV.

The VIDEOSUBSTREAMHEADER header is 136 bytes in length and is format-
ted as follows:

typedef struct _VideoSubStreamHeader
{ .
DWORD HeaderlId; /* Header ID value (h) */

SHORT HeaderSize; /* Size of this header structure */
SHORT HeaderVersion; /* Format of this header structure */
BYTE OriginalFile([80); /* Name of file stream is derived from */
LONG OriginalFrame; /* original frame ID */

* SHORT OriginalStream; /* Original stream ID */

* SHORT Pad; /* Pad value */ .
LONG FrameCount; /* Number of frames until next header */
DWORD NextHeaderOffset; /* Location of next substream header */
SHORT XPosition; /* X coordinate top-left corner of image */
SHORT YPosition; /* Y coordinate top-left corner of image */
SHORT XLength; /* Width of image */
SHORT YLength; /* Height of image */
SHORT XCrop; /* X cropping coordinate */
SHORT YCrop; /* Y cropping coordinate */
SHORT DropFrame; /* Not used */
SHORT DropPhrase; /* Not used */
LONG StillPeriod; /* Frequency of intraframe images */
SHORT BufferMinimum; /* Minimum buffer size required */
SHORT BufferMaximum; /* Maximum buffer size required */
SHORT DecodeAlgorithm; /* ID of the decompression algorithm */
SHORT Pad2; /* Pad value */
LONG DCFIQ; /* Digital Compression Facility ID */

} VIDEOSTREAMHEADER;

Headerld contains the charécters CMIG and identifies the header as contain-
ing audio stream information.

HeaderSize contains the number of bytes found in this header. This value is
“currently 136.

HeaderVersion currently has a value of 4.
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OriginalFile contains a NULL-terminated ASCII string identifying the name
and path of the file from which the video or image information is derived.

OriginalFrame, OriginalStream, and Pad are not used and are set to 0.
FrameCount indicates the number of frames in the current substream.

NextHeaderOffset specifies the location of the next video substream header.
This field value is always 00h.

XPosition and YPosition indicate the polsition of the top-left corner of the
image. These fields are normally 0.

XLength and YLength specify the maximum width and height of the images
stored in this stream.

XCrop and YCrop specify alternate length values used to crop the lmage
These values are 0 by default.

DropFrame and DropPhrase are not used and are set to 0.

StillPeriod indicates the interval at which intraframe encoding occurs. For
example, a value of 12 in this field indicates that every 12th frame in this video
stream is intraframe encoded. A value of 1 indicates that every frame is
intraframe encoded. The default value of —1 indicates that the intraframe
interval is unknown.

BufferMinimum and BufferMaximum indicate the extremes of the buffer sizes
required for decompressing the image. These fields are normally set to 00h.

DecodeAlgorithm contains a value identifying the algorithm, needed to
decompress the stream. Pad2 is not used and is set to 0.

DCFId contains a value indicating the software service that compressed the
data. The value of this field is —1 if the ID of the service is unknown or not
important.

For information on other substream header formats, refer to the DVI specifica-
tions on the CD-ROM.

Frames
Each section of frame data in a DVI file is preceded by a header describing the
data in the frame. The structure of this header is shown below.

typedef struct _FrameHeader

{
LONG FrameNumber; /* Sequence number of this frame */
LONG PreviousOffset; /* Location of previous frame */
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LONG Checksum; /* Checksum value for this frame */
LONG StreamFrameSize(]); /* Array of all frame sizes */

} FRAMEHEADER;

FrameNumber stores the sequence number of the frame. PreviousOffset points
to the location of the previous frame. This value is 00h if it is the first frame.

Checksum contains a checksum value, of the frame header.

StreamFrameSize is an array of byte count values, one for each frame stored in
the stream.

The location of each frame is stored in a directory of offset values. There will
be one FRAMEDIRECTORY structure per frame stored in the stream. The for-
mat of this structure is shown below.

typedef struct _FrameDirectory

{

DWORD FrameOffset; /* Location of the frame for this directory */
} FRAMEDIRECTORY;

FrameOffset points to the location of its associated frame. If the most signifi-
cant bit of this value is set to 1, this offset may be used for access to the frame

data of every stream in the file. Typically, only audio streams are suitable for
random access.

For Further Information

For further information about the Intel DVI format, see the specification
included on the CD-ROM that accompanies this book. The specifications for
DVI and the AVSS file format may also be found in the reference material from
the DVI Developer’s Kit available from Intel:

Intel Corporation

Attn: Intel Action Media Support

6505 West Chandler Blvd

Chandler, AZ 85226

Voice: 602-554-4231

WWW: hittp://www.intel.com/contents. html

-See the following books and articles for additional information about Intel
DVI:

Dixon, D.F, SJ. Golkin, and I.H. Hashfield, “DVI Video Graphics,”
Computer Graphics World, July 1987.
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Hurst, R.N.,, and A.C. Luther, “DVI: Digital Video from a CD-ROM,”
Information Display, April 1988.

Luther, Arch C. Digital Video in the PC Environment: Featuring DVI Technol-
ogy, McGraw-Hill, New York, NY, 1989
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| JPEG File Interchange Format

Name:  JPEG File Interchange Format
Auso known As:  JFIF, JFI, JPG, JPEG
TYPE: Bitmap
COLORS: Up to 24-bit
cowmpression:  JPEG
Maximum Imace size:  64KXx64K pixels
NUMERICAL FORMAT: Big-endian
MULTIPLE IMAGES PEr FiLe: ~ NO
ORIGINATOR: C-Cube Microsystems
pratrorm:  All .
SUPPORTING APPLICATIONs: 100 numerous to list
SPECIFICATION ON CD: Yes
cooeoncp:  Yes (in JPEG package)
IMAGES ON CD: Yes

SEE ALSO:

Chapter 9, Data Compression (JPEG section)

USAGE: Used primarily in graphics and image manipulation programs

comments: One of the few formats incorporating JPEG compression and as such
offers superior compression for deep-pixel images.

‘Overview

JPEG (Joint Photographic Experts Group) refers to a standards organization, a
method of file compression, and sometimes a file format. In fact, the JPEG
specification itself, which we describe in terms of compression in Chapter 9,
does not itself define a common file interchange format to store and transport
JPEG data between computer platforms and operating systems. The JPEG File
Interchange Format (JFIF) is a development of C-Cube Microsystems for the
purpose of storing JPEG-encoded data. JFIF is designed to allow files containing
JPEG-encoded data streams to be exchanged between otherwise incompatible
systems and applications.

A JFIF file is basically a JPEG data stream with a few restrictions and an identfy-
ing marker. In order to understand the JFIF format, you'll need to understand
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JPEG; in addition to Chapter 9, see the JPEG FAQ (Frequently Asked Questions)
document included on the CD-ROM and available on the Internet.

File Organization
Both JPEG and JFIF data are byte streams, always storing 16-bit word values in

big-endian format. JPEG data in general is stored as a stream of blocks, and
each block is identified by a marker value.

The first two bytes of every JPEG stream are the Start Of Image (SOI) marker
values FFh D8h. In a JFIF-compliant file there is a JFIF APPO (Application)
marker, immediately following the SOI, which consists of the marker code val-
ues FFh EOh and the characters JFIF in the marker data, as described in the
next section. In addition to the JFIF marker segment, there may be one or
more optional JFIF extension marker segments, followed by the actual image
data.

File Details

Although JFIF files do not possess a formally-defined header, the SOI and JFIF
APP0 markers taken together act as a header in the following marker segment
structure:

typedef struct _JFIFHeader
{

BYTE SOI[2]; /* 00h Start of Image Marker */
BYTE APPO(2]; /* 02h Application Use Marker */
BYTE Length(2]; /* 04h Length of APPO Field */
BYTE Identifier([5]; /* 06h *JFIF" (zero terminated) Id String */
BYTE Version(2]; /* 07h JFIF Format Revision */
BYTE Units; /* 09h Units used for Resolution */
BYTE Xdensity[2]:; /* 0Ah Horizontal Resolution */
BYTE Ydensity([2]; /* 0Ch Vertical Resolution */
BYTE XThumbnail; /* 0Eh Horizontal Pixel Count */
BYTE YThumbnail; /* OFh Vertical Pixel Count */
} JFIFHEAD;

SOI is the start of image marker and always contains the marker code values
FFh D8h.

APPO is the Application marker and always contains the marker code values
FFh EOh. '

Length is the size of the JFIF (APP0) marker segment, including the size of the
Length field itself and any thumbnail data contained in the APPO segment.
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Because of this, the value of Length equals 16 + 3 * XThumbnail * YThumb-
nail.

Identifier contains the values 4Ah 46h 49h 46h 00h (JFIF) and is used to iden-
tify the code stream as conforming to the JFIF specification.

Version identifies the version of the JFIF specification, with the first byte con-
taining the major revision number and the second byte containing the minor
revision number. For version 1.02, the values of the Version field are 01h 02h;
older files contain 01h 00h or 01h O1h.

Units, Xdensity, and Ydensity identify the unit of measurement used to
describe the image resolution. Units may be 01h for dots per inch, 02h for dots
per centimeter, or 00h for none (use measurement as pixel aspect ratio).
Xdensity and Ydensity are the horizontal and vertical resolution of the image
data, respectively. If the Units field value is 00h, the Xdensity and Ydensity
fields will contain the pixel aspect ratio (Xdensity : Ydensity) rather than the
image resolution. Because non-square pixels are discouraged for portability
reasons, the Xdensity and Ydensity values normally equal 1 when the Units
value is 0.

XThumbnail and YThumbnail give the dimensions of the thumbnail image
included in the JFIF APPO marker. If no thumbnail image is included in the
marker, then these fields contain 0. A thumbnail image is a smaller representa-
tion of the image stored in the main JPEG data stream (some people call it an
icon or preview image). The thumbnail data itself consists of an array of
XThumbnail * YThumbnail pixel values, where each pixel value occupies three
bytes and contains a 24-bit RGB value (stored in the order R,G,B). No compres-
sion is performed on the thumbnail image.

Storing a thumbnail image in the JFIF APPO marker is now discouraged,
- though it is still supported for backward compatibility. Version 1.02 of JFIF
defines extension markers that allow thumbnail images to be stored separately
from the identification marker. This method is more flexible, because multiple |
thumbnail formats are permitted and because multiple thumbnail images of
different sizes could be included in a file. Version 1.02 allows color-mapped
thumbnails (one byte per pixel plus a 256-entry colormap) and JPEG-
compressed thumbnails, in addition to the 24-bit RGB thumbnail format. In
any case, a thumbnail image is limited to less than 64K bytes because it must fit
in an APP0O marker.

Following the JFIF marker segment, there may be one or more optional JFIF
- extension marker segments. Extension segments are used to store additional
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information and are found only in JFIF version 1.02 and later. The structure of
these extension segments is shown below:

typedef struct _JFIFExtension
{

BYTE APPO([2]; /* 00h Application Use Marker */
BYTE Length[2]; /* 02h Length of APPO Field */
BYTE Identifier[5]; /* 04h “"JFXX" (zero terminated) Id String */
BYTE ExtensionCode; /* 09h Extension ID Code */

)} JFIFEXTENSION;

APPO contains the values FFh EOh.

Length stores the length in bytes of the extension segment.
Identifier contains the values 4Ah 46h 58h 58h 00h (JFXX).

ExtensionCode indicates the type of information this extension marker stores.
For version 1.02, the only extension codes defined are 10h (thumbnail
encoded using JPEG), 11h (thumbnail stored using 1-byte pixels and a palette)
and 13h (thumbnail stored using 3-byte RGB pixels).

The extension data follows the extension segment information and varies in
size and content depending upon the ExtensionCode value. (Refer to the cur-
rent JFIF specification for the possible formats of the extension marker seg-
ment.)

JFIF decoders must be prepared to ignore unrecognized extension markers
and APPn segments. Application-specific APPn markers not recognized by a
JPEG decoder can be simply skipped over by using the data length field of the
marker.

The JFIF marker is essentially a guarantee that the file conforms to the JFIF
conventions. Most JFIF decoders therefore regard the JFIF marker segment as
optional, and are quite capable of reading a raw JPEG data stream that com-
plies with the JFIF conventions regarding color space and sample alignment.
(There are many such files out there, because JFIF merely formalized common
practice in these areas.) A robust decoder will treat a JFIF file as a stream of
blocks, with no assumptions about block order beyond those mandated by the
JPEG standard. This makes it possible to read many non-standard and incorrect
JFIF file variations, such as a COM marker inserted between the SOI and JFIF
APPO markers (there are a fair number of these in existence too). We also rec-
ommend that a decoder should accept any JFIF file with a known major version
number, even if the minor version number is newer than those known to the
decoder.
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The actual JPEG data in a JFIF file follows all APPO markers and adheres to the
format defined in the JPEG documentation. The baseline JPEG process is the
recommended type of image data encoding to be used in JFIF files. This is to
ensure maximum compatibility of JFIF files for data interchange.

To identify a JFIF file or data stream, scan for the values FFh D8h FFh. This will
identify the SOI marker, followed by another marker. In a proper JFIF file, the
next byte will be EOh, indicating a JFIF APPO marker segment. However, it is
possible that one or more other marker segments may be erroneously written
between the SOI and JFIF APPO markers (a violation of the JFIF specification).
As previously mentioned, a decoder should still attempt to read the file.

The next two bytes (the APP0O segment length) vary in value, but are typically
00h 10h, and these are followed by the five byte values 4Ah 46h 49h 46h 00h
(JFIF). If these values are found, the SOI marker (FFh D8h) marks the begin-
ning of a JFIF data stream. If only the FFh D8h FFh values are found, but not
the remaining data, then a “raw” JPEG data stream has been found. All JFIF and
JPEG data streams end with the End Of Image (EOI) marker values FFh D9h.

There are many proprietary image file formats which contain JPEG data. Many
simply encapsulate a JPEG or JFIF data stream within their own file format
wrapper. Scanning for the JPEG SOI marker and reading until the EOI marker
is encountered will usually allow you to extract the JPEG/JFIF data stream. At
least one proprietary image file format, the .HSI format by Handmade Soft-
ware, contains JPEG data, but cannot be successfully read or.uncompressed
without using special software, due to proprietary modifications of the JPEG
encoding process. (All .HSI files begin with the values 68h 73h 69h 31h and
should not be considered normal JPEG files.)

Only two non-proprietary formats, other than JFIF, currently support JPEG-
encoded data. The latest version of the Macintosh PICT format prepends a
PICT header to a JFIF file stream. Strip off the PICT header (everything before
the SOI marker) and any trailing data (everything after the EOI marker) and
you have the equivalent of a JFIF file. The other format, TIFF 6.0, also supports
JPEG and is discussed in depth in the article on TIFF.

For Further Information

For further information about the JFIF file format, see the specification
included on the CD-ROM that accompanies this book. You may also contact C-
Cube Microsystems at:
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C-Cube Microsystems

Attn: Scott St. Clair
Corporate Communications
1778 McCarthy Blvd.
Milpitas, CA 95035

Voice: 408-944-6300

FAX: 408-944-6314

See also Chapter 9 for information about JPEG compression. The JPEG FAQ
and the compression FAQ, also included on the CD-ROM, contain background
information about JPEG.

The JPEG standard itself is not available electronically; you must order a paper
copy through ISO. In the United States, copies of the standard may be ordered
from: ‘

American National Standards Institute, Inc.
Attn: Sales

1430 Broadway

New York, NY 10018

Voice: 212-642-4900

The standard is divided into two parts; Part 1 is the actual specification, and
Part 2 covers compliance-testing methods. Part 1 of the draft has now reached
International Standard status. See this document:

Digital Compression and Coding of Continuous-tone Still Images, Part I:
Requirements and Guidelines. Document number ISO/IEC IS 10918-1.

Part 2 is still at Committee Draft status. See this document:

Digital Compression and Coding of Continuous-tone Still Images, Part 2: Com-
pliance Testing. Document number ISO/IEC CD 10918-2.

See the discussion of JPEG in Chapter 9 for a list of additional references,
" including commercially available books that contain the JPEG specification and
the JPEG FAQ (Frequently Asked Questions). The CD-ROM contains several
JPEG programs and libraries.
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NAME: Kodak Photo CD

ALSO KNOWN AS: Photo CD

TYPE: Bitmap
COLORS: 24-bit

COMPRESSION: Proprietary

Maximum Imace size:  2048x3072
MULTIPLE IMAGES PER FILE: No
NUMERICAL FORMAT: NA

ORIGINATOR: Eastman Kodak

puatrorm:  All

supporTinG AppLications:  Photo CD Access, Shoebox, Photoshop, others

SPECIFICATION ON CD: No
CODE ON CD: No
IMAGES ON CD: Yes

SEE ALSO: None
USAGE: Static data storage of multi-resolution deep-pixel images.

comments: Kodak will not divulge information on the format that would enable devel-
opers to directly access the image data.

Overview
Photo CD is actually the name of a CD-ROM-based storage and retrieval system
from Eastman Kodak. Most people in the development community use the

name Photo CD to refer to the files associated with the system, however, and
we will conform to this usage.

A Photo CD CD-ROM is intended for the storage of conventional film-based
photographic images which have been converted to digital form, using a slide
or flatbed scanner, for instance. This is apparently part of Kodak’s strategy for
the product: to serve as an adjunct to their conventional film business. There
are no technical restrictions on the source of the data, however.

Unfortunately, we cannot describe the Kodak Photo CD format in any detail
because Kodak will not divulge the details of the format, and, in fact, has
threatened legal action to those who would seek to reverse-engineer the
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product. This decision on the part of Kodak has enraged members of the
development community who have an interest in the future of imaging tech-
nology. Cooler heads see Photo CD as a transitional technology. Our own opin-
ion is that a large company with a sufficient presence in the market and a long-
term view could have used a system like Photo CD as a way of capturing a
major share of the disc-based multimedia market. However, Kodak seems to
have taken the more conservative course of protecting their traditional film-
based business.

Kodak does, however, sell a shrink-wrapped Photo CD development kit for a
reasonable fee, which provides an API of sufficient richness for almost any
developer need. At the time of this writing, there are Microsoft Windows, Mac-
intosh, and UNIX versions of the toolkit available. Obviously, developers on
other platforms are out of luck, unless Kodak sees fit to accommodate their
needs. Toolkits are closely coupled to the platform supported.

As a result of the situation we have described, we are obviously able in this arti-
cle to provide only information about the Photo CD system and format that is
publicly available from Kodak.

File Organization

In the Kodak Photo CD environment, groups of images and associated infor-
mation written at one time is called a session. The original Photo CD specifica-
tion called for hardware that supported a single session per disc. Later versions
of the Photo CD system allow multiple sessions per disc, which requires special
hardware, firmware revisions, or a combination of both to read. As a conse-
quence of this, many older CD-ROM drives will not read multi-session Photo
CD discs, so you might make sure that yours does before you get involved with
the Photo CD system.

Taking advantage of the storage capacity of CD-ROMs (more than 600
megabytes), images are stored on disc at multiple resolutions, in an arrange-
ment called pyramid encoding. This accomplishes the same thing as the com-
mon strategy of storing a “postage stamp,” or reduced version of the main
image in the same file, albeit carried to a logical extreme. At the time of this
writing, six resolutions are normally stored for each image:
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Base Over 64 64x96
Base Over 16 128x192
Base Over 4 256x384
Base 512x768
Base Times 4 1024x1536
Base Times 16  2048x3072

Another version of the Photo CD product, called Photo CD Pro, may contain
higher resolutions, including:

Base Times 16  2048x3072

Multiple versions of the image are grouped into a file that Kodak calls an
Image Pac. A copy of at least one of the two lowest-resolution versions of the
image in the Image Pac in the current sessions is stored in another file called
the Overview Pac. These are used for the display of postage stamp images,
which might be used by an application for quick display of the images in the
Image Pac, for selection purposes, perhaps.

File Details

In the Kodak Photo CD format, Image data is compressed using a proprietary
algorithm. Data is stored in what Kodak calls PhotoYCC format. The developer
toolkit delivers color in several formats, depending on the platform. These
include 256-level gray-scale and various palette-based formats, in addition to
24-bit YCC and RGB.

In the 24-bit YCC format, 24 bits of data per pixel are distributed among three
color components, called Y (luminance information), C1, and C2 (two chromi-
nance channels). Each channel occupies eight bits of data. Although the YCC
format has some advantages, most developers choose RGB as the preferred
model in which they want the toolkit to deliver the image data.

For Further Information

More details about the Photo CD format are available in descriptive documen-
tation from Kodak marketing sources and in the Kodak Photo CD Access
Developer Toolkit for your platform, which contains the following:
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¢ A disc full of sample images
¢ The Access Developer Toolkit Programmer’s Guide

* A disk containing the library and associated files needed to compile your
application, including a sample application with source code included

For information about obtaining these, contact:

Eastman Kodak Corporation
343 State Street

Rochester, NY 14650

Voice: 800-242-2424

WWW: http://www.kodak.com/

As mentioned above, Kodak has threatened legal action against developers
who have tried to make details of the Photo CD format public, although the
organization has not been completely successful in suppressing information.
Source code has been posted to the Internet that will convert Photo CD files to
PBM format (used by the pbmplus utilities described in Appendix C, Installa-
tion and Setup) and presumably remains available at many sites. As a conse-
quence of this posting of information and source code, you may run across an
application which reads and manipulates Photo CD format files, but which may
not be properly licensed from Kodak. Always check to see if the application
vendor is properly licensed.
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l Kodak YCC

NAME:

ALSO KNOWN As:

TYPE:

COLORS:

COMPRESSION:

MAXIMUM IMAGE SIZE:

MULTIPLE IMAGES PER FILE:

NUMERICAL FORMAT:

ORIGINATOR:

PLATFORM:

SUPPORTING APPLICATIONS:

SPECIFICATION ON CD:

CODE ON CD:

IMAGES ON CD:

SEE ALSO:

USAGE: Unknown

comments: Included because YCC files had some currency in high-end graphics and

Kodak YCC

YCC, ICC

Bitmap

8-bit, 24-bit
Uncompressed
NA

No

Big-endian
Eastman Kodak
All

Unknown

Yes (summary description by third party)
Yes

No

Kodak Photo CD

because of its relevance to the Photo CD format.

Overview

We have been unable to find information on the origin of what has come to be
called the Kodak YCC format. Obviously, it originated at Eastman Kodak, in
one of the company’s graphicsrelated divisions, but whether it is a “real” for-
mat or just a printer dump format, we are unable to tell. We have included it
because we have been able to obtain some information on the format and
because it may be of interest to people involved with Photo CD or 24-bit color
applications in general.

The Kodak YCC format provides data in a format compatible with Kodak’s

XL7700 printer, which produces truecolor and gray-scale output.
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File Organization
A Kodak YCC file consists of a header followed by bitmap data. The bitmap
data is organized into three planes in the order red, green, and blue.

L ®
File Details
The Kodak YCC has the following structure:
LONG Magic; /* Magic number = 5965600 */
LONG HSize; /* Header Size, in bytes */
CHAR Un01[n]; /* Unused (n = Header Size - 4 bytes) */
LONG HSize; /* File header length */
LONG FSize; /* File size */
CHAR FName([16] /* Filename */
LONG FType; /* File Type (= 7) */
CHAR. Un02[8); /* Unused */
LONG XSize; /* Image X size */
LONG YSize; /* Image Y size */
CHAR Un03(12]; " /* Unused */
LONG Planes; /* Number of image planes (usually 1 or 3) */
CHAR Uno04(8]; /* Unused */

Following the header is the image data. If the image is composed of gray-scale
data, one plane of 8-bit gray-scale data is present. If the image is truecolor,
then there are three planes in the sequence red, green, blue. Each plane con-
sists of 8-bit data. If the data is to be interpreted otherwise, for example, as
YC,C (luminance followed by two chrominance channels), each channel is
eight bits in length, but the rendering application must interpret the data
according to the appropriate color model. ‘

For Further Information

For further information about the Kodak YCC format, see the summary
description (a newsgroup posting) included on the CD-ROM that accompanies
this book. We have tried unsuccessfully to obtain information from Kodak
about this format, so we don’t believe you will be able to get any help from
them. If you wish to try yourself, contact Kodak at:

Eastman Kodak Corporation
343 State Street

Rochester, NY 14650

Voice: 800-242-2424

WWW: http://www.kodak.com/
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Name:  Lotus DIF
Aiso known As:  DIF, Data Interchange Format
Tvee:  Vector
COLORS: NA
COMPRESSION: None
MaxiMuMm Image size:  Unknown
MULTIPLE IMAGES PER FILE: No
NumericaL FormaT:  NA
ORIGINATOR: Software Arts
PLATFORM: MS-DOS
SUPPORTING APPLICATIONS: Spreadsheets, others
SPECIFICATION ON CD: No
cooeoncp:  No
IMAGES ON CD: No
see Aso:  Microsoft SYLK
USAGE: Exchange of numerical data often associated with spreadsheets.
comments:  Not usually considered a graphics format but often a carrier of graphics
data. Big- and little-endian issues are moot because data is stored as 7-bit
ASCIL
Overview

The Lotus DIF (Data Interchange Format) is used for the storage and
exchange of numeric data between applications such as spreadsheets.
Although DIF is not usually considered a graphics file format, it is vector-based
and often carries information used to generate both bitmap and vector images.
It is of interest because the data is always stored in ASCII format.

DIF was developed by Software Arts and originally appeared along with the Visi-
Calc spreadsheet program, which was first released in 1979. Because most
spreadsheet applications have their own native file format for storing informa-
tion, it is usually not possible for a single application to support every other for-
mat. DIF has become one of the commonly used interchange formats, perhaps

because it has been around so long.
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A spreadsheet is a 2D matrix of storage cells, each of which contains numeric
data, text data, and formulas. Stored along with the data item in each cell is a
unique identifier, usually the coordinates associated with the cell itself. Spread-
sheet files also may contain information relevant only to the originating appli-
cation, which is normally ignored by an application seeking to extract the data
for other uses.

Popular software applications that support DIF include Lotus 1-2-3 and Bor-
land’s Quattro Pro. Since DIF files contain only 7-bit ASCII characters, they can
be edited using a simple text editor. DIF is also independent of any hardware
issues.

File Organization
A DIF file consists of a header followed by a block of data. The header starts
with the ASCII text:

TABLE

0,1

"string®
where string is any ASCII string, often the name of the file or other identifying
information. The header ends with the following:

DATA
0,0

Following this is the actual spreadsheet cell data and records containing infor-
mation to be used in modifying this data.

File Details

This section describes the format of the DIF header and the different types of
records.

Header

The header consists of a number of entries, each consisting of a record type
keyword, a numeric value, and an optional text string. These are arranged as
follows:

Record Type

Vector, value
"gstring®
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The Record Type field identifies the data following the field to the rendering or
manipulating application. The Vector value affects the interpretation of the
value data and indicates the spreadsheet column to which the value data is to
apply. A value of zero means that the data applies to the entire spreadsheet.
The value field must be zero if data in the Vector field is nonzero. The string
field is contained in double quotes, with empty double quotes (" *) indicating
an empty string.

Record Types
Possible record types are as follows:

TABLE
VECTORS
TUPLES

DATA
COMMENT
LABEL

UNITS
TRUELENGTH
MINORSTART
MAJORSTART
PERIODICITY
SIZE
DISPLAYUNITS

Only the first four record types must appear in every header: TABLE, VEC-
TORS, TUPLES, and DATA.
Data following TABLE entries has the following format:

0,1
"string"

where string is any ASCII string.
Data following VECTORS entries has the following format:

0, columns

where columns is the number of columns in the spreadsheet.
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Data following TUPLES entries has the following format:

0, rows
L)

where rows is the number of rows in the spreadsheet.
Data following DATA entries has the following format:

0,0

and marks the end of the header.

Data following COMMENT entries has the following format:
column, lines '
*string®

which is similar to the definition of LABEL.

Data following LABEL entries has the following format:

column, lines
"string"

where column is the starting column of the LABEL stored as string, and lines is
the number of columns spanned by LABEL, usually one.

Data following UNITS entries has the following format:

columns, 0
"string®

where string denotes the units of measurement associated with the values in the
columns of the spreadsheet.

Data following TRUELENGTH entries has the following format:

column-number, rows

where rows is the number of rows containing actual data.
Data following MINORSTART entries has the following format:

column-number, time-value

where time-value is the month, day, hour, or second relevant to the start of the
data in the column referred to.
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Data following MAJORSTART entries has the following format:

column-number, first-year

where firstyear denotes the year data in the column referred to.
Data following PERIODICITY entries has the following format:

columns, period

where period is the time duration of time-oriented data.
Data following SIZE entries has the following format:

column-number, bytes
an

where bytes is the width of columns in bytes.
Data following DISPLAYUNITS entries has the following format:

columns, 0
"string*®

where string denotes information associated with display devices.

Data
Data record structures have the following format:

data-type,data
"string"®

data-type can be SPECIAL, NUMERIC, and STRING, denoted by -1, 0, and 1,
respectively.

SPECIAL data appears as follows:

-1,0
BOT

-1,0
EOD

where BOT and EOD are strings (without quotes) denoting beginning-of-table
and end-of-data, respectively.
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NUMERIC data appears as follows:

0,data
value-indicator

where value-indicator indicates the type of data stored in data:

TRUE 1

FALSE 0

A any numeric value
NA not known

ERROR 0

String data appears as follows:

1,0
"string"

where stringis any text string.

For Further Information

For further information about the Lotus DIF file format, you might try contact-
ing Lotus at:

Lotus Development Corporation
55 Cambridge Parkway
Cambridge, MA 02142

Voice: 617-577-8500

Voice: 800-831-9679

FAX: 617-225-1197

Information for this article came from the DIF Technical Specification pub-
lished by:

DIF Clearinghouse
P.O. Box 638
Newton Lower Falls, MA 02162

The Clearinghouse apparently no longer exists, but you may be able to find
this document in archives and libraries under their authorship. It is our under-
standing that responsibility for DIF maintenance has devolved to Lotus, though
it is not clear whether Lotus owns or has access to the original DIF Clearing-
house documents. Lotus, of course, is now owned by IBM.
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An interesting account of the DIF format, by Candace Kalish and Malinda
Mayer, was published in the November 1981 issue of byte magazine.

The following publications also contain information about DIF:
Beil, Donald H., The DIF File, Reston Publishing Co., Reston, VA, 1983.

Walden, Jeffrey B., File Formats for Popular PC Software, John Wiley &
Sons, New York, NY, 1986.
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Lotus PIC |

NAME:

ALSO KNOWN As:

TYPE:

COLORS:

COMPRESSION:

MAXIMUM IMAGE SIZE:

MULTIPLE IMAGES PER FILE:

NUMERICAL FORMAT:

ORIGINATOR:

PLATFORM:

SUPPORTING APPLICATIONS:

SPECIFICATION ON CD:

CODE ON CD:

IMAGES ON CD:

SEE ALSO:

USBAGE:

COMMENTS:

Lotus PIC

Lotus Picture, PIC
Vector

6

NA

. Apparently 64Kx64K

No
NA
Lotus Development

“MS-DOS

Lotus 1-2-3 and competing programs, word-
processing and desktop-publishing applications, oth-
ers

No
No
No
Microsoft SYLK

Used by the graphing program associated with Lotus 1-2-3

A widely used format for interchange of data, primarily business graphics.

Somewhat dated. Big-endian in format, although originating under MS-
DOS on Intel-based machines.

Overview

Lotus PIC appeared in support of early versions of Lotus 1-2-3; files in PIC for-
mat were generated by the main application for use by an auxiliary program
called Lotus Print Graph. Although recent versions of the application still sup-
port PIC, they have started using the Computer Graphics Metafile (CGM) as
well, and we can safely assume that the days of PIC are numbered. Neverthe-
less, a great deal of data still exists in PIC format.

LoTus PIC 529



Lotus PIC (cont’d)

File Organization and Details

The file is very simple and consists of a header, vector data, and an end-of-ile
indicator. The header appears to be arbitrary and contains the following hex
string:

01 00 00 00 01 00 08 00 44 00 00 00 OC 7F 09 06

Following the header is a list of encoded drawing commands, stored either as
byte pairs or as 16-bit values. Either form may be followed by arguments. Com-
mands are recognized by reading data either one byte at a time, assembling 16
bits of data in memory, or reading data 16 bits at a time and examining the
first byte of each item. Coordinate values are always stored as 16-bit signed inte-
gers. Although positional data can theoretically be .in the range -32,767 to
32,767, Lotus Print Graph always scales data to fit into the rectangle 0, 0, 3200,
2311.

Drawing commands supported by PIC are listed below:

BN color N is an 8-bit color value

A0 XXYY move Move drawing cursor to XX,YY
A2 XXYY draw Draw to XX,YY, update cursor
30N-1X1Y1...XNYN fill Filled polygon of N vertices
DON-1X1YI...XNYN fill outlined Filled polygon with outline

AC XXYY text size XX and YY are char cell size
A7N font Set font: type 0 or 1 only

A8 N STRING text Draw NULI-terminated text
: string STRING, N contains
direction and alignment infor-
mation:
00 horizontal
10 vertical up
20 upside down
30 vertical down
00 center aligned
01 left center aligned
02 top center aligned
03 right center aligned
04 bottom center aligned
05 top left aligned
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06 top right aligned

07 bottom left aligned

08 bottom right aligned
60-6F end End of image

The following example draws a line from 0,0 to 100,100 and draws the string
“text” with characters fitting into an 8 by 10 cell:

A0 00 00 00 00 A2 00 64 00 64 AC 00 08 00 OA A8 00 74 65 78 74 60

For Further Information

Lotus no longer supports PIC, so it is difficult to get information about it. You
might try contacting Lotus at:

Lotus Development Corporation
55 Cambridge Parkway
Cambridge, MA 02142

Voice: 617-577-8500

Voice: 800-831-9679

FAX: 617-225-1197

The following book, available in bookstores or from Lotus, provides additional
information about Lotus PIC:

Lotus Development Corporation, Lotus File Formats for 1-2-3, Symphony,
& Jazz, Lotus Books, Cambridge, MA, 1986.
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Lumena Paint

NAME:
Auso known as:  JPIX, .BPX
tvee:  Bitmap
COLORS: 24-bit maximum

COMPRESSION:

RLE, uncompressed

Maximum Ivace size:  Unlimited
Maximum Imace size:  Unlimited
NUMERICAL FORMAT: Little-endian
ORIGINATOR: Time Arts Inc.
PLATFORM: MS-DOS
SUPPORTING APPLICATIONS: Lumena, others
SPECIFICATION ON CD:  YeS
CODE ON CD: No
IMAGES ON CD: No
SEE ALSO: TGA
USAGE: Used mainly in conjunction with Time Arts programs, particularly
Lumena Paint.
comments:  This format is used frequently by production houses for data interchange.
Overview

Lumena Paint is a 24-bit paint program for the PC that uses the TGA, TIFF, and
EPS file formats to import and export images. Lumena also uses its own native
bitmap formats, which often have the extension .PIX (Time Arts Picture For-
mat) and .BPX (Time Arts Big Picture Format), and which are also referred to
as the Lumena 16 and Lumena 32 formats, respectively.

Lumena sold into what was known as the Targa market, centered around com-

patibility with truecolor display adapters for the PC sold by Truevision and its

competitors. This was a small niche market in the PC world, and at its peak

consisted of about 50,000 sites. Increased interest in truecolor on PCs led Her-

cules to introduce a relatively inexpensive display adapter (Hercules Graphics
Station) supporting 24-bit color, and as part of its marketing effort, enter into

an OEM arrangement with Time Arts to bundle Lumena with the boards.
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File Organization

Besides the depth of the pixel data, the main difference between the Lumena
16 and the Lumena 32 formats is in the header. Both formats have the same
file header. In the Lumena 16 format, four of the header fields associated with
pixel values are two bytes in size, while the same fields are four bytes in size for
the Lumena 32 format. Lumena 16 files may also contain a postage stamp
image, while Lumena 32 files may not.

Following the common file header may be a descriptor header; this header is
different for the two formats. Lumena 16 ﬁles have a PIX header, whereas
Lumena 32 files have a BPX header.

File Details

Each pixel value in the Lumena 16 image is two bytes in size (five bits each of
red, green, and blue, and one overlay bit), and each pixel value in a Lumena
32 file is 32 bits (eight bits each of red, green, blue, and alpha channel). Both
the alpha channel and the overlay bits occupy the most significant bits of each
pixel value. Image data always follows the postage stamp data, or a feature
called the descriptor header, if no postage stamp image is present in the file.

The largest size of a typical Lumena 16 image is 512x482 pixels. Larger images
are stored using the Lumena 32 format and at a size that is an exact multiple of
the display resolution (for example 1024x768x32 bits).

Both Lumena file types start with the same file header:

typedef struct _LumenaHeader
{

BYTE DescriptorSize; /* Size of Image Descriptor */
BYTE IsImageStamp; /* Image Stamp Present */
BYTE FileType; /* File Encoding Type */

WORD StampWidth; /* Stamp Width in Pixels */
WORD StampHeight; /* Stamp Length in Pixels */
BYTE StampBPP; /* Bits per Pixel in Stamp */
WORD XOrigin; /* X Origin of Image */

WORD & YOrigin; /* Y Origin of Image */

WORD ImageWidth; /* Image Width in Pixels */
WORD ImageHeight; /* Image Height in Pixels  */
BYTE BitsPerPixel; /* Number of Bits Per Pixel */
BYTE AlphaMaskBPP; /* Alpha Bits Per Pixel */

} LUMENAHEAD;
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DescriptorSize is the size of the descriptor header in bytes. The descriptor
header is a second header that may follow the file header and that differs in
size between the two Lumena formats.

IsimageStamp field is set to 1h if there is a postage-stamp image included in
the file, otherwise it is set to Oh. The postage-stamp image always follows the
descriptor header.

A postage-stamp image is a smaller version of the primary image stored in the
Lumena file. Postage stamps are used to preview the contents of an image file
without taking the time to display the original image. Postage-stamp images
may be very quickly displayed because of their small size. Typically, postage
stamps are one-eight the height and width of the original image, with 64x64
pixels being a typical maximum size. A typical 512x482-pixel Lumena image
would then contain a 64x60-pixel postage-stamp image. Although postage
stamps are useful, not every Lumena image file will contain one. (See the arti-
cle on the TGA format for information on ways to create postage-stamp
images.)

FileType indicates the type of data compression algorithm used on the image
data. A value of 02h indicates a standard file with uncompressed image data;
the image data is arranged just as it is in the TGA Type 2 data format. A value of
0Ah indicates run-length encoded image data the same as found in TGA Type
10 image data. A value of 8Eh indicates an older style of data compression that
is no longer used by applications supporting the Lumena image file formats.

StampWidth, StampHeight, and StampBPP all store information about the
postage stamp image. Only Lumena 16 image files may contain postage-stamp
images; Lumena 32 image files never contain these images. The StampWidth
and StampHeight are in pixels, and the StampBPP field contains the number
of bits per pixel in the postage-stamp data, including alpha channel bits, if any.

XOrigin and YOrigin are the starting coordinates of the image on the display
with 0,0 being the lower-left corner of the screen.

ImageHeight and ImageWidth represent the size of the image in pixels.

BitsPerPixel contains the number of bits in each pixel of image data. This
value is 16 for Lumena 16 images and 32 for Lumena 32 images and includes
any alpha bits present in the pixel data.

AlphaMaskBPP contains the number of bits in each pixel used for alpha chan-
nel data. This value is 0 for Lumena 16 images and 8 for Lumena 32 images.
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Lumena 16 files also have a PIX descriptor header in the foliowing format:

typedef struct _LumenaléDescriptor

{

WORD Identifier; /*
WORD RedMask; /*
WORD GreenMask; /*
WORD BlueMask; /*
WORD XAspectRatio; /*
WORD YAspectRatio; /*
WORD Background; /*
BYTE Comment[40]; /*

} LUM16DESCRP;

Lumena 32 files have a BPX descriptor header instead of a PIX header. The
BPX descriptor header is identical to the PIX descriptor header except for four
fields that are four bytes in size rather than two:

Descriptor Identifier */

Mask for Red Bits */

Mask for Green Bits */

Mask for Blue Bits */

X Axis Image Aspect Ratio */
Y Axis Image Aspect Ratio */
Background Color (Black = 0) */
Text Comment *x/

typedef struct _Lumena32Descriptor

{

WORD Identifier; /*
DWORD RedMask; /*
DWORD GreenMask; /*
DWORD BlueMask; /*

WORD XAspectRatio; /*
WORD YAspectRatio; /*
DWORD Background; /*
BYTE Comment[40]; /*

} LUM32DESCRP;

Descriptor Identifier */

Mask for Red Bits */

Mask for Green Bits */

Mask for Blue Bits */

X Axis Image Aspect Ratio */

Y Axis Image Aspect Ratio */
Background Color (Black = 0) */
Text Comment */

Identifier always contains the value 8Eh and is used to identify the start of the
descriptor header.

RedMask, GreenMask, and BlueMask contain the values used to mask and shift
out the separate red, green, and blue values from the pixel data. The code to
do so is shown below:

RedValue
GreenValue
BlueValue

non

(PixelValue & RedMaskValue) >> (BitsPerPixel * 2);
(PixelValue & GreenMaskValue) >> (BitsPerPixel * 1);
(PixelValue & BlueMaskValue) >> (BitsPerPixel * 0);

XAspectRatio and YAspectRatio contain the horizontal and vertical aspect
ratios of the image.

Background indicates the background color of the display not covered by the
image. The default is 0 for black, and this value may be any valid screen color

value.
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Comment is a NULL-terminated string of ASCII characters. Images created
using the Lumena Paint program typically contain the comment “Time Arts
Lumena file.”

For Further Information

For further information about the Lumena Paint format and application, see
the specification included on the CD-ROM that accompanies this book. You
may also contact:

Time Arts Inc.

Attn: Scott Gross
Vice-President, Engineering
1425 Corporate Center Parkway
Santa Rosa, CA 95407

Voice: 800-959-0509

FAX: 707-576-7731

BBS: 707-576-7352

You might also be able to obtain information about Lumena from Hercules
Computer, which bundles Lumena Paint with its PCs and graphics boards. Con-
tact:

Hercules Computer Inc.

Attn: Lumena/Hercules Art Department
921 Parker Street

Berkeley, CA 94710

Voice: 510-540-6000

Voice: 800-532-0600

FAX: 510-540-6621

BBS: 510-540-0621
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Macintosh Paint I

NAME:

ALSO KNOWN AS:

TYPE:

COLORS:

COMPRESSION:

Macintosh Paint
PNTG, MAC, MacPaint
Bitmap

Mono

RLE, uncompressed

MAXIM.UM IMAGE SIZE: 576x720 pixels
Muunﬁ.s IMAGES PER FILE: No
NUMERICAL FORMAT: Big-endian
ORIGINATOR: Apple Computer Inc.
PLATFORM: Macintosh

SUPPORTING APPLICATIONS:

SPECIFICATION ON CD:

CODE ON CD:

IMAGES ON CD:

SEE ALSO:

USAGE:

COMMENTS:

Too numerous to list
Yes (for Atari)

No

Yes

Macintosh PICT

Clip art, screen dumps, monochrome artwork

A well-defined, well-documented format in use on the Macintosh plat-

form. MacPaint is quick and easy to read and decompress, but it lacks sup-
port for more than monochrome images. Numbers in the file are stored
in big-endian format.

Overview

Macintosh Paint (MacPaint) is the original and most common graphics file for-
mat used on the Apple Macintosh. Most Macintosh applications that use graph-
ics are able to read and write the MacPaint format. MacPaint files on the
Macintosh have the file type PNTG, while on the PC they usually have the
extension .MAC. The first real image files widely available to PC users were
MacPaint files. PC users usually obtained them from BBSs or shareware disks,
and a number of programs exist that allow MacPaint files to be displayed and
printed using a PC under MS-DOS. Today, extensive black-and-white clip art and
graphics are available in the MacPaint format. MacPaint files are also used to
store line drawings, text, and scanned images.

MACINTOSH PAINT 537



Macintosh Paint (cont’d)

MacPaint images are always black and white and are a fixed size (576 pixels
wide by 720 scan lines high) and fixed resolution (75 dpi). Uncompressed, the
image data is always 51,840 bytes in size. Because the Apple Macintosh is based
on the Motorola 68000 series of CPUs, most files are stored in big-endian for-
mat, and MacPaint files are no exception. They are always read and written in
big-endian format, no matter what the host platform. The ENDIANIO library
can be used to read and write MacPaint files on non-big-endian systems.

Files are stored differently on the Macintosh than they are on most other sys-
tems in common use. Every Macintosh file consists of two parts, called forks.
Although a user sees only a single file, data is actually stored as two physical
files on disk. The first file is called the data fork, which stores program infor-
mation. The second file is called the resource fork, and it stores program code.
Data associated with a MacPaint file occupies only the data fork of the file pair;
its companion resource fork is always empty.

Outside the Macintosh environment a MacPaint file is stored as a single file,
with the two forks combined into one file, allowing it to reside on foreign file
systems not adhering to the Macintosh conventions. A MacBinary header is
prepended to the file. The MacBinary header is a structure which allows a Mac-
intosh file to be copied or otherwise transported between a Macintosh and
another system, and which contains the information required to reconstruct
the two forks when the file is returned to the Macintosh environment. It is nec-
essary to preserve the MacBinary header only if the file will one day be
returned to a Macintosh environment; otherwise, it can be stripped from the
file.

There are actually two MacBinary standards, the original MacBinary and
MacBinary II. Both standards have a header that is 128 bytes in length. The
MacBinary II header contains additional information not found in the original
MacBinary header.

File Organization
The structure of a MacBinary II header is shown below:

typedef struct _MacBinaryIIHeader
{

BYTE Version; /* Always set to 0 */

BYTE FileNameLength; /* Size of file name (0 to 31) */
BYTE FileName[63]; /* File name */

DWORD FileType; /* Type of Macintosh file */

DWORD FileCreator; /* ID of program that created file */
BYTE FileFlags; /* File attribute flags */
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BYTE Reservedl; /* Reserved field */

WORD FileVertPos; /* File vertical position in window */
WORD  FileHorzPos; /* File horizontal position in window */
WORD  WindowId; /* Window or folder ID */

BYTE Protected; /* File protection (1 = protected) */
BYTE Reserved?2; /* Reserved field */

DWORD SizeOfDataFork; /* Size of file data fork in bytes */
DWORD SizeOfResourceFork; /* Size of file resource fork in bytes */
DWORD CreationStamp; /* Time and date file created */

DWORD ModificationStamp; /* Time and date file last modified */
WORD GetInfolength; /* GetInfo message length */

/* The following fields were added for MacBinary II */

WORD FinderFlags; /* Finder flags */

BYTE Reserved3(14]; /* Reserved field */

DWORD UnpackedLength; /* Total unpacked file length */

WORD SecondHeadLength; /* Length of secondary header */

BYTE UploadVersion; /* MacBinary version used with uploader */
BYTE ReadVersion; /* MacBinary version needed to read */
WORD CrcValue; /* CRC value of previous 124 bytes */
BYTE Reserved4(2]; /* Reserved field */

} MACBIN2HEAD;

Before extracting the image data from a MacPaint file in a non-Macintosh envi-
ronment, you must determine if a MacBinary header is prepended. This is best
done by reading the bytes at offsets 101 through 125 and checking to see if
they are all zero. The byte at offset 2 should be in the range of 1 to 63, and the
DWORD: at offsets 83 and 87 should be in the range of 0 to 007FFFFFh. If all
of these checks are true, then a MacBinary header is present.

It is not necessary for a non-Macintosh application to modify the MacBinary
header unless the image data is changed or the MacPaint file has been created
outside of the Macintosh environment with the intent of one day being
returned to the Mac. However, it is good general practice to assume that your
image file will one day return to the originator platform. Because any applica-
tion reading a MacPaint file must be prepared to decode the MacBinary
header anyway, there is no good reason for omitting it or for failing to update
its fields when the file is changed.

File Details

Version, the first byte of a MacBinary header, is always zero; MacPaint files with
or without a MacBinary header, always start with a zero byte. In fact, if the first
byte is not zero, do not treat the file as a MacPaint file.
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FileNameLength stores the length of the Macintosh-format filename, which
can be from 1 to 63.

FileName stores the actual filename, and only the first “FileNameLength” char-
acters are significant. Note that the filename is not NULL-terminated. Because
the Macintosh can accommodate longer filenames than are found on some sys-
tems, a certain amount of intelligence is needed when you copy MacPaint files
to filesystems that cannot accommodate the full filename. UNIX and Macin-
tosh programmers, in particular, should be wary of copying files to MS-DOS sys-
tems and are advised to keep the filenames limited to eight characters or less.
Files destined only for UNIX systems should limit names to 14 or fewer charac-
ters.

FileType contains up to four ASCII characters indicating the type of file that is
attached to the header. A MacPaint file has a type of PNTG; a PICT file
(another Macintosh file type) has type PICT; a TIFF file has type TIFF; and so
on.

FileCreator also contains a 4-character ASCII identifier that identifies the cre-
ator application. The creator identifier is MPNT for MacPaint files created by
the MacPaint paint program, for instance.

FileFlags contains file attributes specific to the Macintosh environment; these
are represented by the following bits in the field:

Bit0 Inited
Bit1l Changed
Bit2  Busy
Bit3 Bozo
Bit4  System
Bit5 Bundle
Bit6 Invisible
Bit7 Locked

FileVertPos and FileHorzPos contain the position of the file on the display
screen.

The WindowlD and Protected bit flags are specific to the Macintosh environ-
ment.

SizeOfDataFork is the size of the MacPaint file minus the size of the MacBinary
header.
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SizeOfResourceFork is always zero for MacPaint files.

CreationStamp and ModificationStamp contain the time and date the Mac-
Paint file was first created and last modified, respectively. The stamp values are
stored as the number of seconds since January 1, 1904.

GetInfoLength contains the length of the Get Info comment and is set to zero
in MacPaint files.

The following fields were added by the MacBinary II standard:

FinderFlags contains the first eight bit flags of the Finder. Finder bit flags 8
through 15 are stored in the FileFlags field.

UnpackedLength is the uncompressed size of the file.

SecondHeadLength holds the length of any additional header following the
MacBinary header; this value is for future expansion of the MacBinary header
and is currently set to zero.

UploadVersion and ReadVersion contain version numbers of the programs
required to transmit and read the MacBinary I header.

CrcValue contains a value that may be used to check the validity of the first 124
bytes of the header and needs to be recalculated if the header is changed. If
this field is set to zero, ignore it.

There are four fields in the MacBinary II header marked as reserved. They are
used for padding and as space for additional fields in future revisions of the
MacBinary header. They should be set to zero, as should all unused fields in
the header.

The MacBinary header is followed by four bytes of data (00h, 00h, 00h, 02h)
signaling the start of the actual MacPaint file. Following these four bytes are
304 bytes of pattern data. This data is used and modified by paint programs
such as MacPaint as pattern palette data and is not used for the reconstruction
or display of MacPaint images themselves. There is always data for 38 patterns,
and each pattern is eight bytes in length.

Following the pattern data are 204 bytes of zero-byte data used for padding.
The MacPaint image data follows this padding and always starts at file offset
640 when a MacBinary header is present. Image data in a MacPaint file is
always compressed using a simple byte-wise run-length encoding (RLE)
scheme. Each scan line is always 72 bytes in length and there are always 720
scan lines per MacPaint image.
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A byte is read and used as the run count. If the most significant bit is set to 1,
the byte is converted to its two’s-complement value, and the next byte is
repeated RunCount times. If the most significant bit is zero, then one is added
to the count and the next RunCount bytes are read. We can use the steps
shown in the following pseudocode to decode a scan line:

Read a byte value
If high bit is one

Count is two’s complement of byte (count = “byte value)
Read a byte
Write this byte ‘count’ times

If high bit is zero
Count is byte value plus one (count = byte value + 1)
Read and copy the next ’count’ bytes

If 72 bytes have been written, the scan line is done

Note that the Macintosh displays black characters on a white background, as
opposed to the PC and other systems, which display white characters on a black
background; for this reason, it may be necessary to flip the bit values of the
image data to obtain the proper color orientation.

For Fuﬁher Information

For further information about the Macintosh Paint format, see the code exam-
ples included on the CD-ROM that accompanies this book. You can also con-
tact:

Apple Computer Inc.

20525 Mariani Avenue
Cupertino, CA 95104

Voice: 408-996-1010

Voice: 800-538-9696

FAX: 408-974-1725

WWW: http: //www.apple.com/

Additional information on this format can be found in:

Apple Computer, Inside Macintosh: Imaging, Volumes I and V, Addison-
Wesley, Reading, MA, 1985.

These volumes are also available on the Apple Developer CDs.

542 GRAPHICS FILE FORMATS



Macintosh Paint (cont’d)

Additional references include:
“MacPaint Documents Format,” Macintosh Technical Note #86, Apple
Computer Developer Technical Support.

Birse, Cameron, Guillermo Ortiz, and Jon Zap. “Things You Wanted to
Know About PackBits,” Macintosh Technical Note #71, Apple Computer -
Developer Technical Support.
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| Macintosh PICT

NAME:

ALSO KNOWN AS:

Macintosh PICT

PICT, Macintosh Picture, .PCT, QuickDraw Picture
Format

TYPE: Metafile
COLORS: Up to 24-bit
comeression:  PackBits, JPEG
MAXIMUM IMAGE SIZE: NA
MULTIPLE IMAGES PER FILE: No
NUMERICAL FORMAT: Big—endian

ORIGINATOR:

PLATFORM:

SUPPORTING APPLICATIONS:

Apple Computer, Inc.
Apple Macintosh
Most Macintosh programs

SPECIFICATION ON CD: Yes
CODE ON CD: Yes
IMAGES ON CD: Yes
SEE ALSO: Macintosh Paint
UsAGE: Desktop publishing, paint, and imaging applications using QuickDraw
calls.
comments: A versatile format in wide use on the Macintosh by applications having
anything to do with graphics. Because of its complexity, however, it is sel-
dom supported on other platforms.
Overview

The Macintosh PICT (Macintosh Picture) format is associated with applications
on the Macintosh and is one of the best supported formats on that platform.
PICT files are meant to encapsulate the functionality of QuickDraw, the native
graphics drawing protocol on the Macintosh, and consist mainly of QuickDraw
calls arranged in no particular order. There have been two major releases of
QuickDraw, v1.0 and v2.0 (Color QuickDraw). There have also been numerous
minor QuickDraw revisions, each associated with a corresponding Macintosh
PICT version.

QuickDraw v1.0 supports monochrome bitmaps up to 32K in size. Image reso-
lution is fixed at the original Macintosh display resolution, or 72 dpi.
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QuickDraw v2.0, sometimes known as Color QuickDraw, supports 8-bit bitmaps
as well as monochrome. There is no compression available for 8-bit Version 2.0
PICT files.

All information in Macintosh PICT files is stored in the data fork of the Macin-
tosh file pair. Although the resource fork may be present, it is left empty.
Image data is stored in binary format and consists of a series of operators and
associated data.

High-level routines in the Macintosh ToolKit are available to read and write
PICT files and are often used when writing applications that translate PICT files
to other image file formats.

File Organization

All Macintosh PICT files start with a 512-byte header, which contains informa-
tion that the Macintosh uses to keep track of the file. This is followed by three
fields describing the image size (picSize), the image frame (picFrame), and a
version number. In v2.0 files, another header follows. In both versions, the pre-
ceding information is followed by the image data. In all versions, the end of
the file is signalled by an end-of-file operator.

File Details

QuickDraw, and consequently the Macintosh PICT format, is far too complex
for us to do justice to it here, so we will merely note some details about the
start of the file. A good deal of information and codes are included on the CD-
ROM. Note that most secondary references only give examples of bitmap
encoding and ignore the vector nature of the format.

The information following the platform-specific 512-byte header is in the fol-
lowing format: '
SHORT File size in bytes
SHORT Frame y-value of top left of image (at 72 dpi)
SHORT Frame x-value of top left of image (at 72 dpi)

SHORT Frame y-value of lower right of image (at 72 dpi)
SHORT Frame x-value of lower right of image (at 72 dpi)

in v1.0 files, this is followed by:

BYTE Version operator (0x11)
BYTE Version number (0x01)

MACINTOSH PICT 545



Macintosh PICT (cont’d)

or, in v2.0 files, by:

SHORT
SHORT

Version operator (0x0011)
Version number (0x02f£f)

Version 2.0 files also have a 26-byte header following the version information:

SHORT
SHORT
SHORT
LONG

LONG

SHORT
SHORT
SHORT
SHORT
LONG

Header opcode for Version 2 (0C00)

FFEF or FFEE

Reserved (0000)

Original horizontal resolution in pixels/inch
Original vertical resolution in pixels/inch
Frame upper left y original resolution

Frame upper left x at original resolution
Frame lower right y at original resolution
Frame lower right x at original resolution
Reserved

picSize and picFrame records follow the header.

picSize

WORD
WORD
WORD
WORD
WORD

Picture size in bytes
Image top

Image left

Image bottom

Image right

picFrame (PICT v1.0)

BYTE
BYTE

Version (11h)
Picture version (01h)

This is followed by the image data. Each record in a PICT version 1 file consists
of a one-byte opcode followed by the actual data.

picFrame (PICT v2.0)

WORD
WORD
WORD
WORD
DWORD
DWORD
DWORD
WORD
WORD
WORD
WORD
DWORD

Version (0011h)

Picture version (02ffh)

Reserved header opcode (0c00h)

Header opcode (0cO0h)

Picture size (bytes)

Original horizontal resolution (pixels/inch)
Original vertical resolution (pixels/inch)
y value of top left of image

x value of top left of image

y value of lower right of image

x value of lower right of image

Reserved

This is followed by the image data. Each record of a PICT v2.0 file consists of a
two-byte opcode followed by the actual data. Note that opcodes and data must
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be aligned on 16-byte boundaries, and that certain opcodes in PICT v1.0 and
v2.0 files are interpreted differently.

For Further Information

For further information about the Macintosh PICT format, see the documenta-
tion and sample code included on the CD-ROM that accompanies this book.

Additional information on the Macintosh PICT format may be obtained from
Claris Corporation, a software spinoff from Apple, in the form of an update to
Apple Technical Note #27. Apple Technical Notes may be obtained from Apple
Computer and from many online information services. Contact:

Apple Computer, Inc.
20525 Mariani Avenue
Cupertino, CA 95104

Voice: 408-996-1010

Voice: 800-538-9696

FAX: 408-974-1725

WWW: hitp://www.apple.com/

Claris Corporation

5201 Patrick Henry Drive

P.O. Box 58168

Santa Clara, CA 95052-8168
Technical Support: 408-727-9054
Customer Relations: 408-727-8227
WWW: http://www.claris.com/

Other Apple Technical Notes related to Macintosh PICT and other Apple for-
mats include:

TN #021 QuickDraw Picture Definitions

TN #041 Offscreen Bitmaps

TN #091 Optimizing of the LaserWriter— Picture Comments '
TN #119 Color QuickDraw

TN #120 Offscreen PixMap

TN #171 Things You Wanted to Know About PackBits

TN #181 Every Picture (Comment) Tells Its Story, Don’t It?

@
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TN #154 Displaying Large PICT Files
TN #275 32-Bit QuickDraw Version 1.2 Features
Additional information on the PICT format can be found in:

Apple Computer, Inside Macintosh, vols. 1, V, and VI, Addison-Wesley,
Reading, MA, 1985. ‘

These volumes are also available on the Apple Developer CDs.

)
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Microsoft Paint I

NAME:

ALSO KNOWN As:

TYPE:

COLORS:

COMPRESSION:

MAXIMUM IMAGE SIZE:
MULTIPLE IMAGES PER FILE:
NUMERICAL FORMAT:
ORIGINATOR:

PLATFORM:

SUPPORTING APPLICATIONS:
SPECIFICATION ON CD:
CODE ON CD:

IMAGES ON CD:

SEE ALSO:

Microsoft Paint

MSP

Bitmap

Mono

RLE, uncompressed
64Kx64K pixels

No

Little-endian

Microsoft Corporation
Microsoft Windows, MS-DOS
Microsoft Paint, others

No

No

Yes

Microsoft Windows Bitmap

UsAGE: Black-and-white drawings, clip art

comments: A format that was in wider use in the early days of Microsoft Windows. It is
a simple format that is not currently suitable for deep pixel or truecolor
images.

Overview

The Microsoft Paint (MSP) image file format is used exclusively for storing
black-and-white images. The vast majority of MSP files contain line drawings
and clip art. MSP is used most often by Microsoft Windows applications, but
may be used by MS-DOS-based programs as well. The Microsoft Paint format is
apparently being replaced by the more versatile Microsoft Windows BMP for-
mat; it contains information specifically for use in the Microsoft Windows oper-
ating environment. For information on the Windows-specific use of the header
information, refer to the Microsoft Paint format specification available from

Microsoft.
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File Organization
The Microsoft Paint header is 32 bytes in length and has the following struc-
ture. In the discussion that follows, a WORD is a 16-bit unsigned value.

typedef struct _MicrosoftPaint
{

WORD Keyl; /* Magic number */

WORD Key2; /* Magic number */

WORD Width; /* Width of the bitmap in pixels */
WORD Height; /* Height of the bitmap in pixels */
WORD XARBitmap; /* X Aspect ratio of the bitmap */
WORD YARBitmap; /* Y Aspect ratio of the bitmap */
WORD XARPrinter; /* X Aspect ratio of the printer */
WORD YARPrinter; /* Y Aspect ratio of the printer */
WORD PrinterWidth; /* Width of the printer in pixels */
WORD PrinterHeight; /* Height of the printer in pixels */
WORD XaspectCorr; /* X aspect correction (unused) */
WORD YAspectCorr; /* Y aspect correction (unused) */
WORD Checksum; /* Checksum of previous 24 bytes */
WORD Padding(3]; /* Unused padding */

}MSPHEAD;

File Details

In the Microsoft Paint header, Keyl and Key2 contain identification values
used to determine the version of the file format. For version l.x of the
Microsoft Paint format, the values of the Keyl and.Key?2 fields are 6144h and

4D6Eh respectively. For version 2.0, the Keyl and Key?2 field values are 694Ch
and 536Eh respectively.

Width and Height are the size of the bitmap in pixels. The size of the bitmap
in bytes is calculated by dividing Width by 8 and multiplying it by Height.

XARBitmap and YARBitmap contain the aspect ratio in pixels of the screen
used to create the bitmapped image.

XARPrinter and YARPrinter contain the aspect ratio in pixels of the output
device used to render the bitmapped image. When an MSP file is created by a
non-Windows application, these four fields typically contains the same values as
the Width and Height fields.

PrinterWidth and PrinterHeight contain the size in pixels of the output device
for which the image is specifically formatted. Typical values for these fields are
the same values as those stored in Width and Height.
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XAspectCorr and YAspectCorr are used to store aspect ratio correction infor-
mation, but are not used in version 2.0 or earlier versions of the Microsoft
Paint format and should be set to 0.

Checksum contains the XORed values of the first 12 WORDs of the header.
When an MSP file is read, the first 13 WORDs, including the Checksum field,
are XORed together, and if the resulting value is 0, the header information is
considered valid.

Padding extends the header out to a full 32 bytes in length and is reserved for
future use.

The image data directly follows the header. The format of this image data
depends upon the version of the Microsoft Paint file. For image files prior to
version 2.0, the image data immediately follows the header. There are eight
pixels stored per byte, and the data is not encoded.

Each scan line in a version 2.0 or later Microsoft Paint bitmap is always RLE-
encoded to reduce the size of the data. Each encoded scan line varies in size
depending upon the bit patterns it contains. To aid in the decoding process, a
scan-line map immediately follows the header. The scan-line map is used to
seek to a specific scan line in the encoded image data without needing to
decode all image data prior to it. There is one element in the map per scan
line in the image. Each element in the scan-line map is 16 bits in size and con-
tains the number of bytes used to encode the scan line it represents. The scan-
line map starts at offset 32 in the MSP file and is sizeof(WORD).

Consider the following example. If an application needs to seek directly to the
start of scan-line 20, it adds together the first 20 values in the scan-line map.
This sum is the offset from the beginning of the image data of the 20th
encoded scan line. The scan-line map values can also be used to double-check
that the decoding process read the proper number of bytes for each scan line.

Following the scan-line map is the rundength encoded monochrome
bitmapped data. A byte-wise run-length encoding scheme is used to compress
the monochrome bitmapped data contained in an MSP-format image file. Each
scan line is encoded as a series of packets containing runs of identical byte val-
ues. If there are very few runs of identical byte values, or if all the runs are very
small, then a way to encode a literal run of different byte values may be used.
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The following pseudocode illustrates the decoding process:

Read a BYTE value as the RunType

If the RunType value is zero
Read next byte as the RunCount
Read the next byte as the RunValue
Write the RunValue byte RunCount times

If the RunType value is non-zero
Use this value as the RunCount
Read and write the next RunCount bytes literally

As you can see, this is yet another variation of a simple run-length encoding
scheme. A byte is read, and if it contains a value of 0, then the following byte is -
the RunCount (the number of bytes in the run). The byte following the Run-
Count is the RunValue (the value of the bytes in the run). If the byte read is
non-zero, then the byte value is used as the RunCount and the next RunCount
bytes are read literally from the encoded data stream.

For Further Information

For further information about Microsoft Paint, contact:

Microsoft Corporation

One Microsoft Way

Redmond, WA 98052-6399
Voice: 206-882-8080

FAX: 206-936-7329

BBS: 206-637-9009

WWW: hitp://www.microsoft.com/

The Microsoft Windows Programmer’s Reference Library is the master refer-
ence for programmers working with all aspects of Microsoft Windows. The
books in this library are supplied with the Microsoft Windows Software Devel-
opment Kit (SDK). The manuals supplied with the Microsoft C 7.0 Professional
Development Systems are also very helpful. You can get information about
obtaining these products from:

Microsoft Information Center
Voice: 800-426-9400
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You may also be able to get information via FTP through the Developer Rela-
tions Group at:

Stp://fip.microsoft.com/developer/drg/
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NAME:

ALSO KNOWN As:

TYPE:

COLORS:

COMPRESSION:

MAXIMUM IMAGE SIZE:
MULTIPLE IMAGES PER FILE:
NUMERICAL FORMAT:
ORIGINATOR:

PLATFORM:

SUPPORTING APPLICATIONS:

SPECIFICATION ON CD:
CODE ON CD:
IMAGES ON CD:

SEE ALSO:

USAGE:

Microsoft RIFF

RIFF, Resource Interchange File Format, RIFX,
WAY, .AVI, .BND, .RMI, .RDI

Multimedia

24-bit

RLE, uncompressed, audio, video
Varies

No

Little- and big-endian

Microsoft Corporation

Microsoft Windows 3.x, Windows NT
Microsoft Windows and OS/2 multimedia applica-
tions

Yes

No

No

IFF, Chapter 10, Multimedia

RIFF is a device control interface and common file format native to the

Microsoft Windows system. It is used to store audio, video, and graphics
information used in multimedia applications.

COMMENTS:

A complex format designed to accommodate various types of data for

multimedia applications. Because it is quite new and vendor-controlled,
the specification is likely to change in the future.

Overview

Microsoft RIFF (Resource Interchange File Format) is a multimedia file format
created by Microsoft for use with the Windows GUI. RIFF itself does not define
any new methods of storing data, as many of the bitmap formats described in
this book do. Instead, RIFF defines a structured framework, which may contain
existing data formats. Using this concept, you can create new, composite for-

mats consisting of two or more existing file formats.

Multimedia applications require the storage and management of a wide variety
of data, including bitmaps, audio data, video data, and peripheral device
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control information. RIFF provides an excellent way to store all these varied
types of data. The type of data a RIFF file contains is indicated by the file exten-
sion. Examples of data that may be stored in RIFF files are:

® Audio/visual interleaved data (.AVI)
e  Waveform data ((WAV)

* Bitmapped data (.RDI)

e MIDI information (.RMI)

® A bundle of other RIFF files (.BND)

NOTE

At this point, AVI files are the only type of RIFF files that have
been fully implemented using the current RIFF specification.
Although WAV files have been implemented, these files are very
simple, and their developers typically use an older specification
in constructing them.

Because RIFF is an umbrella name for a variety of multimedia files, RIFF files
are referred to by the type of data they contain, rather than by the actual for-
mat name of RIFF. For this reason, you may find RIFF files rather confusing
when you start to use them. For example, a RIFF file containing Audio/Visual
Interleaved data is normally referred to simply as an “AVI file” and not as a
“RIFF Audio/Visual Interleaved Format File.” Only a programmer might ever
realize that all of these different files are the same format, or even care.

There is another area of potential confusion. Some people think that RIFF files
are somehow similar in design to TIFF (Tag Image File Format) files. While it is
true that both formats contain data structures that may be added or deleted to
a file (“tags” in TIFF and “chunks” in RIFF), the internal concept and design of
these structures within RIFF and TIFF differ greatly. Unlike TIFF, the RIFF file
format is based on the Electronic Arts Interchange File Format (IFF) structure
(see the article describing this format). And, although both formats use the
same concept of data storage, they are not compatible in their design.

File Organization
RIFF is a binary file format containing multiple nested data structures. Each
data structure within a RIFF file is called a chunk. Chunks do not have fixed

positions within a RIFF file, and therefore standard offset values cannot be used
to locate their fields. A chunk contains data such as a data structure, a data
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stream, or another chunk called a subchunk. Every RIFF chunk has the follow-
ing basic structure:

typedef struct _Chunk

{
DWORD ChunkId; /* Chunk ID marker */
DWORD ChunkSize; /* Size of the chunk data in bytes */
BYTE ChunkData[ChunkSize]; /* The chunk data */

} CHUNK;

Chunkld contains four ASCII characters that identify the data the chunk con-
tains. For example, the characters RIFF are used to identify chunks containing
RIFF data. If an ID is smaller than four characters, it is padded on the right
using spaces (ASCIH 32). Note that RIFF files are written in little-endian byte
order. Files written using the big-endian byte ordering scheme have the identi-
fier RIFX.

ChunkSize is the length of the data stored in the ChunkData field, not includ-
ing any padding added to the data. The size of the Chunkld and ChunkSize
fields are not themselves included in this value.

ChunkData contains data that is WORD-aligned within the RIFF file. If the data
is an odd length in size, an extra byte of NULL padding is added to the end of
the data. The ChunkSize value does not include the length of the padding.

Subchunks also have the same structure as chunks. A subchunk is simply any
chunk that is contained within another chunk. The only chunks that may con-
tain subchunks are the RIFF file .chunk RIFF and the list chunk, LIST
(explained in the next section). All other chunks may contain only data.

A RIFF file itself is one entire RIFF chunk. All other chunks and subchunks in
the file are contained within this chunk. If you are decoding, your RIFF reader
should ignore any chunks that the reader does not recognize or it cannot use.
If you are encoding, your RIFF writer will write out all unknown and unused
chunks that were read. Do not discard them.

File Details

RIFF files that are used to store audio and video information are called AVI
files. The RIFF AVI file format normally contains only a single AVI chunk; how-
ever, other types of chunks may also appear. An AVI reader should ignore all
chunks it does not need or recognize that are stored within a RIFF AVI file.
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Although Microsoft uses a standard notation to describe the internal arrange-
ment of data structures within RIFF files, we believe it is clearer to use our own
C-like syntax to illustrate the placement of chunks and subchunks within a RIFF
AVI file. The Chunkld for each chunk is listed in the comments:

struct _RIFF /* "RIFF"* */
{
struct _AVICHUNK /* "AVI ® */

{
struct _LISTHEADERCHUNK /* *"hdrl® */
{
AVIHEADER AviHeader; /* "avih® */
struct _LISTHEADERCHUNK /* °"strl® */
{
AVISTREAMHEADER StreamHeader; /* "strh® */
AVISTREAMFORMAT StreamFormat; /* “strf" */
AVISTREAMDATA StreamData; /* "strd" */
}
}
struct _LISTMOVIECHUNK /* "movi® */
{
struct _LISTRECORDCHUNK /* ®“rec " */
{
/* Subchunk 1 */
/* Subchunk 2 */
/* Subchunk N */
}
}
struct _AVIINDEXCHUNK /* °"idxl" */
{
/* Index data */
}

)

The above structure represents the internal data layout of a RIFF file contain-
ing only one AVI chunk. This chunk follows the format of the chunk data struc-
ture previously described. The AVI chunk is identified by the 4-character chunk
identifier “AVI ” (note the final blank character). The AVI chunk contains two
mandatory LIST subchunks, which indicate the format of the data stream(s)
stored in the file.

AVI Header Subchunk

The first mandatory LIST chunk contains the main AVI header subchunk and
has the identifier hdrl. The information in the header subchunk defines the
format of the entire AVI chunk. The hdrl chunk must appear as the first chunk
within the AVI chunk. The format of the header subchunk is the following:
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typedef struct _AVIHeader
{

DWORD TimeBetweenFrames; /* Time delay between frames */
DWORD MaximumDataRate; /* Data rate of AVI data */

DWORD PaddingGranularity; /* Size of single unit of padding */
DWORD Flags; /* Data parameters */

DWORD TotalNumberOfFrames; /* Number of video frame stored */
DWORD NumberOfInitialFrames; /* Number of preview frames */

DWORD NumberOfStreams; /* Number of data streams in chunk*/
DWORD SuggestedBufferSize; /* Minimum playback buffer size */
DWORD Width; /* Width of video frame in pixels */
DWORD Height; /* Height of video frame in pixels*/
DWORD TimeScale; /* Unit used to measure time */
DWORD DataRate; /* Data rate of playback */
DWORD StartTime; /* Starting time of AVI data */
DWORD DataLength; /* Size of AVI data chunk */

} AVIHEADER;

TimeBetweenFrames contains a value indicating the amount of delay between
frames in microseconds.

MaximumDataRate value indicates the data rate of the AVI data in bytes per
second.

PaddingGranularity specifies the multiple size of padding used in the data in
bytes. When used, the value of this field is typically 2048.

Flags contains parameter settings specific to the AVI file and its data. The
parameters correspond to the bit values of the Flags field as follows:

Bit4 AVI chunk contains an index subchunk (idx1).

Bit5 Use the index data to determine how to read the AVI data, rather than
the physical order of the chunks with the RIFF file.

Bit8 AVI file is interleaved.
Bit 16 AVI file is optimized for live video capture.
Bit 17 AVI file contains copyrighted data.

TotalNumberOfFrames indicates the total number of frames of video data
stored in the movi subchunk.

NumberOfInitialFrames specifies the number of frames in the file before the
actual AVI data. For non-interleaved data this value is 0.
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NumberOfStreams holds the number of data streams in the chunk. A file with
an audio and video stream contains a value of 2 in this field, while an AVI file
containing only video data has 1. In the current version of the RIFF format,
one audio and one video stream are allowed.

SuggestedBufferSize is the minimum size of the buffer to allocate for playback
of the AVI data. For non-interleaved AVI data, this value is at least the size of
the largest chunk in the file. For interleaved AVI files, this value should be the
size of an entire AVI record.

Width and Height values indicate the size of the video image in pixels.

TimeScale is the unit used to measure time in this chunk. It is used with
DataRate to specify the time scale that the stream will use. For video streams,
this value should be the frame rate and typically has a value of 30. For audio
streams, this value is typically the audio sample rate.

DataRate is divided by the TimeScale value to calculate the number of samples
per second.

StartTime is the starting time of the AVI data and is usually 0.

DataLength is the size of the AVI chunk in the units specified by the TimeScale
value.

The hdrl subchunk also contains one or more LIST chunks with the identifier
strl. There will be one of these LIST chunks per data stream stored in the AVI
chunk.

Three subchunks are stored within the strl LIST chunk. The first is the Stream
Header subchunk, which has the identifier strh. This header contains informa-
tion specific to the data stream stored in the strl LIST chunk. A stream header
is required and has the following format:

typedef struct _StreamHeader
{

char DataTypel(4]; /* Chunk identifier ("strl") */
char DataHandler([4]; /* Device handler identifier */
DWORD Flags:; /* Data parameters */

DWORD Priority: /* Set to 0 */

DWORD InitialFrames; /* Number of initial audio frames */
DWORD TimeScale; /* Unit used to measure time */
DWORD DataRate; /* Data rate of playback */

DWORD StartTime; /* Starting time of AVI data */
DWORD DataLength; /* Size of AVI data chunk */

DWORD SuggestedBufferSize; /* Minimum playback buffer size */
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DWORD Quality; /* Sample quailty factor */
DWORD SampleSize; /* Size of the sample in bytes */

} STREAMHEADER;

DataType contains a 4-character identifier indicating the type of data the
stream header refers to. Identifiers supported by the current version of the
RIFF format are: vids for video data and auds for audio data.

DataHandler may contain a 4-character identifier specifying the preferred type
of device to handle the data stream.

Flags contains a set of bit flags use to indicate parameter settings related to the
data. '

Priority is set to 0.

InitialFrames indicates in seconds how far the audio is placed ahead of the
video in interleaved data.

TimeScale, DataRate, StartTime, Datalength, and SuggestedBufferSize all
have the same function as the fields of the same names in the hdrl chunk.

Quality is an integer in the range of 0 to 10,000, indicating the quality factor
used to encode the sample.

SampleSize is the size of a single sample of data. If this value is 0, the sample
varies in size and each sample is stored in a separate subchunk. If this value is
non-zero, then all the samples are the same size and are stored in a single sub-
chunk.

Immediately following the stream header is a stream format subchunk with the
identifier strf. This header describes the format of the stream data. Its format
varies depending on the type of data that is stored (audio or video). This sub-
chunk is also required.

Another stream data subchunk with the identifier strd can optionally follow
the stream format subchunk. The data in this chunk is used to configure the
drivers required to interpret the data. The format of this chunk also varies
depending upon the type of compression used on the stream data.

AVI Data Subchunk

The second mandatory LIST chunk contains the actual AVI data, has the identi-
fier movi, and must appear as the second chunk within the AVI chunk.
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The data in the movi chunk may be grouped in the form of LIST records (a
LIST chunk containing one or more subchunks each with the identifier “rec “).
Only data that is interleaved to be read from a CD-ROM is stored as a series of
LIST records (data is read more efficiently from a CD-ROM when it is inter-
leaved). If the data is not interleaved, it is stored as a single block of data
within the movi chunk itself. :

Index Chunk

The AVI chunk may also contain a third chunk, called an index chunk. An
index chunk has the identifier idx1 and must appear after the hdrl and movi
chunks. This chunk contains a list of all chunks within the AVI chunk, along
with their locations, and is used for random access of audio- and video data.
The index chunk has the following format:

typedef struct _AviIndex
{ .
DWORD Identifier; /* Chunk identifier reference */

DWORD Flags; /* Type of chunk referenced */

DWORD Offset; /* Position of chunk in file */

DWORD Length; /* Length of chunk in bytes */
} AVIINDEX;

Identifier contains the 4-byte identifier of the chunk it references (strh, strf,
strd, and so on).

Flags bits are used to indicate the type of frame the chunk contains or to iden-
tify the index structure as pointing to a LIST chunk.

Offset indicates the start of the chunk in bytes relative to the movi list chunk.
Length is the size of the chunk in bytes.

The idx1 chunk contains one of these structures for every chunk and sub-
chunk in the AVI chunk. The structures need not index each chunk in the
order in which they occur within the AVI chunk. The order of the index struc-
tures in the idx1 may also be used to control the presentation order of the data
stored in the AVI chunk. If an index is included in an AVI chunk, the appropri-
ate indication bit must be set in the Flags field of the AVI header chunk. If an
application reading a RIFF file decides to use the information in the index
chunk, it must first find the hdrl chunk and determine if an index chunk exists
by examining the Flags field value in the AVI header. If it does exist, the reader
will skip past all the chunks in the AVI chunk until it encounters the idx1
chunk.
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JUNK Chunk

One other type of chunk that is commonly encountered in an AVI chunk is the
padding or JUNK chunk (so named because its chunk identifier is JUNK). This
chunk is used to pad data out to specific boundaries (for example, CD-ROMs
use 2048-byte boundaries). The size of the chunk is the number of bytes of
padding it contains. If you are reading AVI data, do not use use the data in the
JUNK chunk. Skip it when reading and preserve it when writing. The JUNK
chunk uses the standard chunk structure:

typedef struct _Ju.nkchu.nk

«
DWORD ChunkId; /* Chunk ID marker (JUNK)*/
DWORD PaggingSize; /* Size of the padding in bytes */
BYTE Padding[ChunkSize]; /* Padding */

} JUNKCHUNK;

For Further Information

For further information about the Microsoft RIFF format, see the specification
included on the CD-ROM that accompanies this book.

If you write an application that recognizes the RIFF file format, you will need to
get a copy of the Microsoft Multimedia Development Kit (MDK). The MDK
contains all the tools and documentation necessary to work with RIFF files, as
well as with the other details of Microsoft Windows multimedia.

For information about Microsoft multimedia products, including the MDK,
contact Microsoft:

Microsoft Corporation

Attn: Multimedia Systems Group
Product Marketing

One Microsoft Way

Redmond, WA 98052-6399
WWW: hitp://www.microsoft.com/

For specific information about Microsoft AVI and the RIFF file formats, see the
following Microsoft documents:

Microsoft Corporation. Microsoft Windows Multimedia Programmer’s Guide,
Microsoft Press, Redmond, WA.

Microsoft Corporation. Microsoft Windows Multimedia Programmer’s Refer-
ence, Microsoft Press, Redmond, WA.
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See also the discussion and additional references in Chapter 10, in this book.

You may also be able to get information via FTP through the Developer Rela-
tions Group at:

Sip://fp.microsoft.com/developer/drg/

MICROSOFT RIFF 563



l Microsoft RTF

NAME: Microsoft RTF
ALSO KNOWN As: Rich Text Format

TYPE: Metafile

COLORS: 256
COMPRESSION: None
MAXIMUM IMAGE SIZE: NA
MULTIPLE IMAGES PER FILE: No
NUMERICAL FORMAT: Little-endian
ORIGINATOR: Microsoft COI‘pOl‘atiOl’l
PLATFORM: MS-DOS

SUPPORTING APPLICATIONS:

SPECIFICATION ON CD:

Most word processing, some spreadsheet
Yes

CODE ON CD: No
IMAGES ON CD: No
SEE ALSO: None

UsAGE: Used for document data interchange.

comments: A least-common-denominator format used mainly in word-processor docu-
ments.
*
Overview

Microsoft RTF (Rich Text Format) is'a metafile standard developed by
Microsoft Corporation to encode formatted text and graphics for interchange
between applications. Normally, exporting a formatted file from one word pro-
cessor to another requires that the file be converted from its original format to
the format supported by the target application. This conversion almost never
produces a target document that is an exact functional duplicate of the origi-
nal. This is due both to the different features present in the word processor
formats, and to limitations of the format converters. If a document is stored as
an RTF file, however, and the reading application can also handle RTF files, no
intermediate conversion is necessary and therefore no data is misinterpreted
or lost.
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RTF has excellent font-handling capabilities and bitmap storage features. RTF
files contain only 7-bit ASCII characters, so the format can support documents
formatted using the ANSI, MS-DOS, and Macintosh character sets. These fea-
tures and others make the RTF format a good choice for use as a multi-
platform interchange format.

File Organization

~ The encoded data in RTF files is arranged more like a stream than a fixed data
structure, so there is no definite information header that is the same in all RTF
files. Instead, an RTF code stream consists of variable-sized fields called control
words, control symbols, and groups. Each of these three types of fields begins with
a backslash character (\), followed by one or more ASCII characters. A control
word is an RTF code that contains special formatting and printing instructions.

File Details

Looking at the 22 lines of RTF code included in this section, we see the follow-
ing control codes at the beginning of the file:

\rtfl\ansi

These control codes indicate that this data stream is an RTF document, that
the code conforms to version 1 of the RTF specification, and that the docu-
ment uses the ANSI (\ansi) rather than the PC (\pc), PS/2 (\pca), or Macintosh
(\mac) character sets.

Control symbols are special escape character sequences consisting of a back-
slash that is followed by a single, nonalphabetic character. RTF control symbols
include:

\"~ Nonbreaking space

\_ Nonbreaking hyphen
\: Index subentry

\’ Hexadecimal value xx

A group is a collection of text, control words, and control symbols, enclosed in
a set of braces ({}). In fact, the entire RTF code stream is considered a group
and is always enclosed in braces. The first control word in the group identifies
the group type. Both the backslash (\) and the brace characters ({}) have spe-
cial meanings in RTF and should be preceded by a backslash if they are to be
interpreted as text.
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{\rtfl\ansi \deff0\deflangl1024

{\fonttbl{\fO\froman Tms Rmn;}{\fl\froman Symbol;}{\f2\fswiss Helv;}}
{\colortbl;\redO\greenO\bluel; \red0\green0\blue255; \red0\green255\blue255;
\redO\green255\bluel; \red255\green0\blue255; \red255\green0\bluel;.
\red255\green255\bluel; \red255\green255\blue255; \red0\green0\bluel27;
\redO\greenl27\bluel27;\red0\greenl27\bluel; \redl127\green0\bluel27;
\redl27\green0\bluel; \redl27\greenl27\bluel; \redl27\greenl27\bluel2?;
\redl92\greenl92\bluel92;}

{\stylesheet{\£fs20\1langl1033 \snext0 Normal;}}

{\info{\author \’00\‘00\’00\’00\’00\’00\'00\’00\"00\"00\"00\"00\"00\’00\"00}
{\operator \’00\’00\’00\’00\’00\’00\’00\’00\’00\/00\’00\"00\’00\'00\"00}
{\creatim\yr1992\mol\dy9\hrl12\min53}
{\revtim\yr1992\moi\dy9\hri2\min53} {\versionl} {\edmins3} {\nofpagesO}
{\nofwords0} {\nofchars0} {\vernl6504}}
\paperwl2240\paperhl15840\margl1800\margrl1800\margt1440\margbl440\gutter0
\widowctrli\ftnbj \sectd \linex0O\endnhere \pard\plain \£fs20\langl1033

Four Basic Principles to Unify Mind and Body.

\par \tab 1. Keep one point.

\par \tab 2. Relax completely.

\par \tab 3. Keep weight underside.

\par \tab 4. Extend Ki.

\par }

Looking again at the RTF code in the figure, we can see a number of groups.

The first group is obviously the \rtf group, which contains the code for the
entire file.

The fonttbl group contains the descriptions of the fonts used within the docu-
ment. This document defines Times Roman, Symbol, and Helvetica font sets.

The next group, \colortbl, is a color table used to control screen and printer
colors. This file defines a basic palette of 16 colors, with each color channel
containing an 8-bit index value in the range of 0 to 255.

The \stylesheet group contains descriptions and definitions of the various styles
and formats used in the document. In this example, we can see that Normal is
the only style defined in this document.

The \info group contains one or more pieces of information about the docu-
ments, such as title, subject, author, version, keywords, and comments. In this
example, the author and operator (the person who made the last change to
the document) are blank. The remaining fields identify the creation time and
last revision time of the document and its application version number.

After the groups, we see a series of control words that define the document,
section, and paragraph formats, including the width, height, and margins. Fol-
lowing these control words is the actual text, which is one line of text followed
by four lines of tab-indented text.
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RTF can also handle bitmap images encoded in either a hexadecimal or binary
format. The control word \pict always begins a group containing bitmapped
data. A\pict group might appear in an RTF code stream as follows:

{\pict\wmetafile8\picw23918\pichl4552\picwgoall3562\pichgoal8251
\picscalex63\piccaley63

The control words are the following:

¢ Source file type

¢ Image width and height
* Picture width and height
o HorizontalAscaling value

e Vertical scaling value

If the image source is a bitmap (wbitmap), then the following additional con-
trol words may appear:

¢ Bits per pixel

* Number of pixel planes

® Picture width in bytes

Source images may also be Macintosh PICT files.

Following the \pict group is the actual bitmap data, which is hexadecimal in
format by default (as shown in the example below). If the data is in binary for-
mat, it is preceded by the \bin control word, followed by the number of bytes of
binary data that follow.

{\rtfl\ansi \deff0\deflangl024

{(\fonttbl{\f0\froman CG Times (WN);}{\fl\fdecor Symbol;}{\f2\fswiss Univers (WN);}}
{\colortbl; \red0\green0\bluel; \red0\green0\blue255; \red0\green255\blue255;
\red0\green255\bluel; \red255\green0\blue255; \red255\green0\bluel;
\red255\green255\bluel; \red255\green255\blue255; \red0\green0\bluel27;
\red0\greenl27\bluel27;\red0\greenl27\bluel; \redl27\green0\bluel2?7;
\red127\greenO\bluel; \red127\greenl27\bluel;\redl27\greenl27\bluel7;
\red192\greenl92\bluel92;}

{\stylesheet {\£s20\1angl033 snext0 Normal;}}

{\info{\author James D. Murray}

{\creatim\yr1992\mol\dy9\hr15\min31} {\printim\yr1992\mol\dy9\hr15\min32}
{\versionl}{\edmins2)}{\nofpagesl} {\nofwords0} {\nofchars2} {\vernl16504}}
\paperwl2240\paperh15840\margl1800\margr1800\margt1440\margbl440\gutter0
\widowctrl\ftnbj \sectd \linex0\endnhere \pard\plain \£fs20\langl033
{\pict\wmetafile8\picw23918\pichl14552\picwgoall3562\pichgoal8251
\picscalex63\picscaley63
01000900000328€a01000000£e€90100000005000000000200000000050000000c024c0410070500
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00000b0200000000050000000c024c04100705000000090200000000050000000102£££E£E00£eed
0100430£2000cc0000004c041007000000004c0410070000000028000000100700004c0400000100
010000000000000000000000000000000000000000000000000000000000£ EEEEEO0EEEEELFEFEEE
3124329293323 2933323333333 8932333342 8433323333434333332343443444444344224323323
2332339332233 2939333333339393393329322323233984393433339323333923494333424323331
fEEEEEEEEfEEeEEeffeeEEEEEEE£0000030000000000060000000000000000000000000000000000
0000} \par)

For Further Information

For further information, see the specification included on the CD-ROM that
accompanies this book. You may be able to get additional information by con-
tacting Microsoft:

Microsoft Corporation

Attn: Department RTF

16011 N.E. 36th Way

Box 97017

Redmond, WA 98073-9717
WWW: http://www.microsoft.com/

The RTF file format is also documented in the following reference:

Microsoft Corporation. Microsoft Word Technical Reference Manual,
Microsoft Press, Redmond, WA.

This book is available in bookstores or from:

Microsoft Press
Voice: 800-677-7377

You may also be able to get information via FTP through the Developer Rela-
tions Group at:

Stp://ftp.microsoft.com/developer/drg/
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NAME:

ALSO KNOWN As:

TYPE:

COLORS:

COMPRESSION:

MAXIMUM IMAGE SIZE:

MULTIPLE IMAGES PER FILE:

NUMERICAL FORMAT:

ORIGINATOR:

PLATFORM:

SUPPORTING APPLICATIONS:

SPECIFICATION ON CD:

Microsoft SYLK

Symbolic Link Format, SLK
Vector

NA

NA

NA

No

NA

Microsoft Corporation
MS-DOS, others
Spreadsheets, business graphics applications
No

CODE ON CD: No
IMAGES ON CD: No
see Aso:  Lotus DIF
UsaGe: Interchange of spreadsheet information.
comments:  Yet another format used to share spreadsheet information with business
graphics applications.
Overview

The Microsoft SYLK (Symbolic Link) format is used mainly for the interchange
of spreadsheet data between applications such as Microsoft Multiplan and
Excel. Files in this format might also be imported directly by business graphics
applications. SYLK files are written entirely in ASCII and, like Lotus DIF and
SDI, are application-independent. SYLK, however, incorporates several features
not found in other spreadsheet data interchange formats.

File Organization

Records in a SYLK file contain three fields: a Record Type Descriptor (RTD), a
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Field Type Descriptor (FID), and a vanable amount of data. A SYLK record has
the following format:

<RTD>; <FTD>;<data> ...

File Details
The following Record Type Descriptors (RTDs) are currently defined by SYLK:

RTD Description

B Cell boundary

C A data cell

E End of file

F Cell formatting parameter

ID SYLK file identification record

NE Link to an inactive spreadsheet file

NN Name given to a rectangluar area of cells
NU Substitute filename

P Time and date stamp formats

Each Record Type Decriptor may be followed by a single Field Type Descriptor
(FTD) if needed. Most field type descriptors have meanings unique to each
record, but a few, listed below, have meanings global to all record types:

FTD Description

w Column width

X Horizontal cell coordinate
Y Vertical cell coordinate

The SYLK file format does not contain a header and resembles a data stream in
its design. Except for the ID record, which must be the first record in every
SYLK file, RTDs may appear anywhere in the file with the following exceptions:

® The first record must be an ID record (the RTD is ID)
¢ All P records follow the ID record.
¢ All B records follow the P records.
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® A;D or ;G FTD must appear in a C record prior to a reference to that FTD
by another record.

® NE records always follow NU records.
¢ The final record must be an E record.

For Further Information

SYLK was created and is maintained by Microsoft Corporation. You may be able
to get information by contacting:

Microsoft Corporation

One Microsoft Way

Redmond, WA 98052-6399
Voice: 206-882-8080

Voice: 800-426-9400

FAX: 206-883-8101

WWW: hitp://www.microsoft.com/

The following reference also contains information about the SYLK format:

Walden, Jeffrey B. File Formats for Popular PC Software, John Wiley & Sons,
New York, NY, 1986.

You may also be able to get information via FTP through the Developer Rela-
tions Group at:

Jip://ftp.microsoft.com/developer/drg/
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NAME:

ALSO KNOWN As:

TYPE:

COLORS:

COMPRESSION:

MAXIMUM IMAGE SIZE:

MULTIPLE IMAGES PER FILE:

NUMERICAL FORMAT:

ORIGINATOR:

PLATFORM:

SUPPORTING APPLICATIONS:

SPECIFICATION ON CD:

Microsoft Windows Bitmap"

BMP, DIB, Windows BMP, Windows DIB, Compatible
Bitmap

Bitmap

1-, 4, 8-, 16-, 24-, and 32-bits

RLE, uncompressed

32Kx32K and 2Gx2G pixels

No

Little-endian

Microsoft Corporation

Intel machines running Microsoft Windows, Win-
dows NT, Windows 95, 0OS/2, and MS-DOS

Too numerous to list
Yes

CODE ON CD: Yes
IMAGES ON CD: Yes
0S/2 Bitmap

Used as the standard bitmap storage format in the Microsoft Windows
environment. Although it is based on Windows internal bitmap data struc-
tures, it is supported by many non-Windows and non-PC applications.

SEE ALSO:

USAGE:

comments: A well-defined format for programmers having access to the Microsoft
Developer’s Network Knowledge Base and Software Development Kits
(SDKs). Its simple RLE compression scheme is rather inefficient for com-
plex images. Its many variations and differences from the OS/2 BMP for-

mat can be confusing.

Overview

The Microsoft Windows Bitmap (BMP) file format is one of several graphics file
formats supported by the Microsoft Windows operating environment. BMP is
the native bitmap format of Windows and is used to store virtually any type of
bitmap data. Most graphics and imaging applications running under Microsoft

* Our thanks to David Charlap for his contributions to this article.
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