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Code Char Code Char Code Char Code Char 
0 16 3 32 J 48 
1 " 17 4 33 K 49 a 
2 # 18 5 34 L so b 
3 $ 19 6 35 M 51 c 
4 o/o 20 8 36 N 52 d 
5 & 21 9 37 p 53 e 
6 22 @ 38 Q 54 f 
7 ( 23 A 39 R 55 h 
8 ) 24 B 40 s 56 
9 * 25 c 41 T 57 J 

10 + 26 D 42 T 58 k 
11 27 E 43 v 59 I 
12 28 F 44 X 60 m 

13 0 29 G 45 y 61 p 
14 1 30 H 46 z 62 q 
IS 2 31 I 47 [ 63 r 

Table 34.2 BinHex 4.0 Text Encoding 

Bin Hex Variants 
The most widely-used BinHex encoding is known as BinHex 4.0. Earlier ver­
sions ofBinHex are hardly ever seen. A program from Apple called BinHex 5.0 
actually supports an encoding more widely known as MacBinary. MacBinary 
is used by many Macintosh terminal programs to archive the various compo­
nents of a file so it can be transferred using common file transfer protocols 
such as ZModem. It's less often seen on the Internet simply because it is a 
binary encoding, and is therefore unsuitable for use with mail. 

More Information 
BinHex is supported by nearly all Macintosh archiving programs and many 
terminal programs and mail readers. If you need a Macintosh program for de­
coding BinHex files, you'll have difficulty getting it from the Internet because, 
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of course, Macintosh files on the Internet are usually BinHex encoded. In this 
case, you may want to start by contacting BMUG (see page 12). 

Some of the larger multi-format archivers for MS-DOS and Windows also 
support BinHex. Aladdin Systems, the manufacturer of Stuffit, also has freely 
available programs for MS-DOS and Windows available from their archive site 
(http: I /www. aladdinsys. com). 

A simple BinHex decoder for Unix and MS-DOS is available from the 
CTAN archives (see page 75) in the archi ve-tools/xbin directory. 



Part Five 

Sound Formats 



About 
Sound 

Conceptually, digital sound is fairly simple. A sound is carried along a wire 
as a varying analog voltage. To handle this digitally, you sample the sound, 
measuring the voltage at regular intervals with an analog-to-digital converter 
(ADC). You can then store and manipulate these samples as digital data, and 
finally reproduce the sound by converting it back into a varying voltage with 
a digital-to-analog converter (DAC). Figure 35.1 illustrates this conversion. 

Two important issues affect the quality of the resulting sound. The sam­
pling rate is how often you sample the sound waveform. The sample size con­
trols the accuracy of the samples. If you increase both the sampling rate and 
sample size, you'll get better-quality sound, but you'll also increase the amount 
of data you have to store. Just one second of CD-quality sound (44,100 sam­
ples per second, 16 bits per channel, two channels) is 172 kilobytes of data. To 

Figure 35.1 Sampling a Sound Wave 
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determining the best sampling rate and sample size, you must carefully judge 
the trade-off between sound quality and data size. 

Fortunately, it's fairly easy to quantify the effects of these two factors. 
The sampling rate controls the highest frequency that you can reproduce. 
A fact known as Nyquist's Law says that the highest frequency that you can 
reproduce is one-half the sampling rate. For example, audio CDs store digital 
sound sampled at 44,100 samples per second, so they can store sounds with 
frequencies up to 22,050 hertz. 1 This frequency is well beyond what most 
people can hear, and helps account for the high perceived quality of CD 
audio. By contrast, much of the current telephone network uses digital sound 
sampled at about 8,000 samples per second. Because most human speech lies 
below 3,000 hertz, this sampling rate works quite well for this application. 

The sample size controls a factor known as the signal-to-noise ratio. Any 
method of storing and reproducing sound introduces some random loss, which 
is heard as noise. For digital sound, the inherent noise is determined by the 
accuracy of the samples. More accurate samples leave less margin for noise. 

Playing Sound 
Playing sound requires some way to convert a description of the sound in the 
computer into a varying voltage that you can feed to the speakers. There are a 
number of different approaches. 

External Synthesizers 
The easiest way to play a sound from the computer's point of view is to get 
someone else to do it. The Musical Instrument Digital Interface (MIDI) is a 
standard way to connect computers to music synthesizers, allowing the com­
puter to simply instruct the synthesizer to play certain notes. More recently, 
MIDI-capable synthesizers have become available on add-in cards for various 
computer systems. These cards have essentially the same electronics as their 
stand-alone brethren, only without a keyboard. 

1 Hertz = cycles per second. Hertz is also used for sampling rates. 
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FM Synthesis 
One of the simpler ways to generate sounds electronically is with a technique 
called FM synthesis. This technique is available on a single chip from a number 
of sources, and is used by many low-end synthesizers and sound cards. FM 
synthesis chips are controlled by specifying a set of frequencies and a way to 
combine them. This approach is relatively easy from the computer's point of 
view, which made it very popular before computers were really fast enough to 
handle the requirements of sampled sounds. 

Sampled Sounds 
Both of the previous methods are somewhat limited in that you can produce 
only a limited set of sounds. Synthesizers only support a limited collection 
of different sounds, and FM synthesis is also limited in this regard. These 
methods are also unable to record sound. 

The electronics for handling digital sampled sounds are not that complex: 
An ADC converts an analog sound into a series of digital samples; a DAC 
converts them back. The problem is that this approach requires the computer 
to quickly shuffle a lot of data. 

The better sound cards have a quantity of dedicated memory for stor­
ing sound samples. The computer programs the sound card, then transfers 
blocks of sound data to the sound card's internal memory. The sound card 
collects samples from the internal memory and sends them to the DAC at 
a steady rate, notifying the computer when it needs additional data. With 
careful programming or a very fast computer, it's possible to perform complex 
calculations to either create or alter the sound data on-the-fly. The computer 
has to be able to read a block of sound data, and perform the calculations 
before the sound card requires that block. 

One common use for this type of processing is to combine multiple sounds 
to simulate a synthesizer playing several notes. Each sound must be frequency­
shifted to the correct note, then the sounds are combined. Some sound cards 
provide memory for multiple sounds. The sound card hardware then reads 
and combines the sounds automatically; the computer only needs to make 
sure the correct sounds are loaded into the proper place at the proper time. 
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Digital Signal Processors 
Complex audio effects and sophisticated audio compression can require sig­
nificant amounts of processing. Doing this processing as the sound is played 
is simply impossible on many systems. For this reason, high-end sound cards 
now include digital signal processors (DSPs). DSPs are specialized computers 
designed to perform the type of computation required by sound processing. 
The computer simply transfers the raw data to the sound card along with a 
program for the DSP. The DSP then performs the calculations prior to passing 
the data along to the DAC. 

High-Quality Sound on Low-Quality Hardware 
Although sound cards are becoming more popular, many computers still lack 
anything more sophisticated than a single-bit speaker, such as the one built 
into most PCs. As you might guess, one-bit sound doesn't precisely qualify 
as "hi-fi." The following trick requires a lot of care but does allow reasonably 
high-quality sound in this situation. 

Pulse width modulation involves turning the speaker on and off extremely 
fast. Each pulse is translated by the speaker into some intermediate value, 
allowing the single-bit speaker to simulate a higher-resolution device. While 
this approach can produce acceptable results, it does require the full attention 
of the computer to precisely time the speaker pulses. 

Storing Sound 
The most obvious way to store sound data in a file is to simply write all of 
the samples, one after the other. This simple scheme is known as pulse code 
modulation (PCM). The fancy name comes from old electrical engineering 
terminology. Of course, good file formats will also store the sampling rate and 
sample size in the file, so that different sounds can be recorded in different 
ways. 

Because sound files require so much data, there's a lot of interest in com­
pression. Unfortunately, standard compression algori~hms do very poorly on 
sound. Just as with photographs, low-level noise confounds the standard algo­
rithms. 
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Simple sound compression schemes were developed by the telephone com­
pany many years ago to allow them to pile more telephone conversations on 
the same amount of wire. Th~ telephone companies have historically only 
been interested in fixed-rate compression, in which all sounds are compressed 
by exactly the same amount. This approach differs from typical computer 
compression applications, which don't care if different data compresses by dif­
ferent amounts. However, the predictability of fixed-rate methods is a major 
asset, which makes this type of compression quite popular with computer 
sound applications. 

Silence Encoding 
When people speak, a considerable amount of time is occupied by silence. 
Simple PCM sound requires just as much storage for ten seconds of silence 
as for ten seconds of your next door neighbor's favorite loud music. A simple 
way to reduce the size of many sound files is to replace stretches of silence 
with a single code indicating the duration of the silence. 

11-Law and A-Law Compression 
When you feed sound data to your sound card, the sound card converts each 
sound sample into a voltage, which is amplified and fed to your speakers or 
headphones. As the sound samples vary, this voltage varies, and the speakers 
convert the varying voltage into varying air pressure, which travels through the 
air to your ears. 

What exactly is the relationship between the sound sample values and the 
voltages produced by your sound card? One obvious approach is to make this 
relation linear, that is, a sound sample of 50 will produce exactly twice the 
voltage as a sound sample of 25. This approach is not very efficient. The 
catch is that you want to be able to reproduce a wide range of loudnesses, and 
our ears don't respond to sound linearly. The difference between 0 and 1 may 
be too large for quiet sounds, even though the difference between 49 and 50 
is too small to be audible. 

What you really want is for small sound samples (like I) to be very small, 
and for larger sound samples (like 50) to be very large. What works well is to 
use a logarithmic scale. In this scale, a sound sample of 50 will produce more 
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The IJr Law relation is used primarily in North America and Japan. The fol­
lowing equation converts linear samples m into Jl-Law samples y p· Here, mp 
is the peak sample value and J1 is a constant, usually IOO or 255. 

sign(m) 1 (I I m I) y Ji = ln(l+p) n + /1 mp 

A-Law is used primarily in Europe. Again, this equation converts linear sam­
ples m into A-Law samples YA· A is the constant 87.6. 

{ 

l+tnA<,::) 

YA = 
sign(m) (I +InA 1.!!!..1) 
l+lnA mp 

Figure 35.2 11-Law and A-Law Sound Conversions 

than twice the voltage (and sound pressure) as a sound sample of 25. This 
technique increases the range of loudness without requiring a larger range of 
numbers. 

Two common equations specify the exact relationship. The Jl-Lav? and 
A-Law relations allow eight-bit sound samples to represent the same range 
as I2-bit linear sound samples. By changing what your numbers mean, you 
obtain over 30 percent compression! Figure 35.2 gives the precise relationships 
between linear, Jl-Law, and A-Law sound formats. 

DPCM and ADPCM 
Another simple fixed-rate compression scheme converts a sequence of sam­
ples by storing only the difference between each sample and the previous one. 
This method, known as Differential PCM (D PCM), saves space because the 
differences are typically smaller than the samples themselves. One of the sim­
plest reasonably effective compression methods for sound is to use Huffman 
compression (see page 185) on these differences. 

To maintain the accuracy of the original samples, you must store some 
fairly large differences, even though most differences are quite small. Adaptive 

2p is the greek letter "mu." p-Law is often written as u-Law. 
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Differential PCM (AD PCM) uses special codes to indicate the scale of the 
next group of differences. This scaling factor allows a relatively small numeric 
difference to occasionally represent a large change. ADPCM techniques can 
compress sound data by a factor of four with reasonable quality. 

More Advanced Techniques 
More sophisticated compression techniques have been developed to take ad­
vantage of facts about human hearing, similar to the way }PEG exploits facts 
about human vision (see page 157). These methods selectively choose sound 
data to discard, resulting in fairly impressive compression while retaining high 
quality. The biggest obstacle to widespread use is that they do require a large 
amount of computation, and current computers aren't quite capable of per­
forming these complex calculations fast enough to decompress the sound as it 
is being played. 

Some compression techniques were developed for use by telephone sys­
tems, including cellular telephones. These methods are based on a model of 
the human vocal tract. They analyze the sound for specific kinds of patterns 
that are created by the larynx, throat, and mouth, and convey just those pat­
terns. These methods can achieve impressive compression of human speech. 

More powerful schemes have been developed to compress sounds other 
than speech. MPEG (see page 327) defines three successively more powerful, 
and more complex, sound compression techniques. Electronics companies 
have invested significant amounts of money to develop proprietary schemes 
that allow them to pack hours of music onto compact digital tapes and discs. 

Different people are interested in different kinds of sound compression. 
People with faster computers and DSP chips are using MPEG and other 
more sophisticated compression techniques, while people with slower sys­
tems can't reasonably use these computation-intensive approaches. Because 
of this variation, many of the current sound-handling systems, including 
the one in the Macintosh's QuickTime toolbox, support replaceable codecs 
(compression/decompression modules). Using replaceable modules allows the 
same basic software to be easily tailored to specific situations, and also makes 
it easy to upgrade the software to support newer compression methods and 
DSP chips. 
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More Information 
The camp. dsp newsgroup covers digital signal processing at a fairly techni­
cal level. The FAQ has a good (if somewhat dated) bibliography of related 
materials. Another useful FAQ is the audio_fmts FAQ, regularly posted to 
comp. dsp and news. answers. This is a fairly comprehensive and concise 
summary of a number of different sound file formats. 

The Computer Music journal archives have pointers to a lot of differ­
ent music-related resources. They also have a collection of sound files in 
different formats. The archives are available on the World Wide Web at 
http: I /www-mi tpress .mit. edu/Computer-Music-Journal/. They are 
also available using anonymous FTP to mi tpress. mit. edu; look in the di­
rectory pub/Computer-Music-Journal. 

The utexas mac archive lists a variety of sound players for the Macintosh 
(http: I /wwwhost. ots. utexas. edu/mac/main. html). It's also available 
using anonymous FTP to ftp: I /ftp. utexas. edu/pub/mac. 

Yahoo (see page 14) has an extensive list of sound files and software. Look 
under Multimedia. 



AU 

The AU sound file format is one of the most common sound formats on the 
Internet today. This format is fairly simple. A small header specifies the basic 
parameters of the sound-sampling rate, sample size, number of channels, and 
encoding method-and the sound data follows. The major complication is 
that these files are known as AU files on Sun systems and SND files on NeXT. 
Some further confusion arises from the fact that old Sun AU files lacked a 
header entirely, and SND is a common extension used by many other formats 
on other systems. 

Despite these minor issues, AU files are common and easy to play on most 
systems. The most common AU files are 8000 hertz single-channel j.L-Law 
files, although 16-bit linear stereo at 22,050 and 44,100 hertz sampling rates 
are also common. Many of the sound format codes are used for special NeXT 
and Sun formats that are rarely seen outside of those platforms. 

The 8000 hertz J.L-Law format corresponds to the hardware support on 
several popular Unix-like systems. The I dev I audio device on Sun worksta­
tions, Linux1

, FreeBSD1
, and several other systems defaults to this format. On 

1Using the WJxW&re audio driver and a compatible sound card. 

AU at a Glance 

Names: 
Extensions: 
Use For: 

AU, Sun AU, NeXT SND 
.au, .snd 
Exchanging sound data 
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Length 
4 
4 

4 
4 

4 
4 
n 
n 

Chapter 36: AU 

Description 
Magic string: . snd 
Offset of the sound data from the beginning of the file 
(at least 28) 
Number of bytes of sound data 
Sound format 

Code Description 
1 8-bit J.l-Law 
2 8-bit linear 
3 16-bit linear 
4 24-bit linear 
5 32-bit linear 
27 8-bit A-Law 

Sampling rate in samples per second 
Number of channels 
Optional text description (at least four bytes) 
Sound data 

Table 36.1 AU File Format 

these systems, you can simply dump AU files in this format to /dev/audio 
to play them. A typical command is: 

cat funny.au >/dev/audio 

More Information 
The Sunsite archive has a large collection of AU files available using anonymous 
FTP from suns i te . unc . edu; look in the pub/multimedia/ sun-sounds 
directory. 



WAVE 

With the growing popularity of Windows, the native WAVE sound format is 
increasingly common. WAVE is actually a special type of RIFF file, so I'll 
digress for a moment to discuss RIFF files. 

How RIFF Works 
RIFF (Resource Interchange File Format) is a file format that allows essentially 
arbitrary data to be stored in a structured fashion. RIFF files can contain 
blocks with different types of data in them. They are quite similar to the 
Electronic Arts' IFF format originally designed for the Amiga. A RIFF file 
is composed of chunks, some of which can contain other chunks in a nested 
fashion. Each chunk has a four-character identifier and a length, as shown in 
Figure 3 7 .1. 

An entire RIFF file is actually a single chunk. The RIFF chunk serves to 
collect and organize a group of other chunks. The first four bytes of data in a 
RIFF chunk are a form identifier, as shown in Figure 37.2. The form identifier 

WAVE at a Glance 

Name: 
Extension: 
Use For: 

Microsoft Windows RIFF WAVE 
.wav 
Windows sound storage 
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length~ byres 

Chunk Data 

Figure 37.1 General Chunk Format 

length,.. bytes 

Sub-Chunk Sub-Chunk I 
Figure 37.2 RIFF Chunk Format 

indicates the type of chunks you should expect. The one we're interested in 
here is the WAVE form, which stores information about a sampled sound. 

WAVE Form 
The WAVE form can have a variety of chunks within it, although usually 
there's only a single fmt chunk and a single data chunk. In fact, many 
programs that work with WAVE files assume the rigid format shown in Ta­
ble 37.1. While this assumption is usually acceptable, programs that only 
recognize such a rigid format will not be able to handle WAVE files that in­
dude optional comment chunks or other data. Properly written programs that 
deal with WAVE files will skip chunks they don't understand. 

The fmt chunk, whose contents are outlined in Table 37.2, contains basic 
information about the sample data. Most of these fields are self-explanatory. 
Almost all WAVE files on the Internet are PCM format. The number of 
channels and samples per second are basic sound parameters. The average 
number of bytes per second is provided to help the player choose appropriate 
sizes for buffers. Many sound systems buffer one second of sound at a time. 

WAVE PCM Data Storage 
The actual PCM data is stored in a fairly direct fashion. For concreteness, 
assume you're dealing with a stereo sound with 20 bits for each sample. Each 
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Size Description 
4 Chunk type: RIFF 
4 Total file size minus eight 
4 Form name: WAVE 
4 Chunk type: fmtu 
4 Format chunk data length: usually 16 
16 Format chunk data 
4 Chunk type: data 
4 Length of sound data 
n Actual sound samples 

Table 37.1 Naive WAVE File Format 

Size Description 
2 Sample data format 

Code Description 
1 PCM data 
257 IBM p-Law data 
258 IBM A-Law data 
259 IBM AVC ADPCM format 

2 Number of channels 
4 Samples per second 
4 Average number of bytes per second 
2 Block alignment 
2 Significant bits per sample (only for PCM data) 

Table 37.2 WAVE Format Chunk Data 

individual 20-bit sample would be stored in three bytes. Because there are two 
channels, samples appear in pairs; the first sample is for the left channel, the 
second for the right. A group of samples, one for each channel, is a block. The 
block alignment value in the format chunk specifies the total size of this block 
(six in this example); this value is specified to help WAVE readers optimize 
data transfers. 

To put your 20-bit sample into those three bytes, WAVE specifies that you 
add four zero bits to the bottom (least significant end) of the sample to pad 



302 • Chapter 37: WAVE 

Unsigned Sound Signed 
Byte Value Byte 
255 +127 127 
254 +126 126 

130 +2 2 
129 +1 1 
128 0 0 
127 -1 255 
126 -2 254 

1 -127 129 
0 -128 128 

Table 37.3 Signed and Unsigned Eight-Bit Sound Samples 

it to 24 bits. This style of padding lets a reader handle it as if it were 24-bit 
data. Similarly, 12-bit data can be treated as if it were 16-bit data. 

You also need to know how to handle positive and negative values. Sound 
sample data is inherently signed-there are both positive and negative values. 
One approach for working with signed numbers is known as two's complement, 
which represents a sound value of zero with a byte value of 0. Another is to 
offiet the values. For one-byte numbers, you can offset them by 128. This 
represents a zero sound value with a byte value of 128. Two's complement is 
often referred to as "signed format," while the offset method is often referred 
to as "unsigned format." Table 37.3 shows the correspondence between signed 
sound values and these two formats for eight-bit samples. 

WAVE's PCM data format uses unsigned format for sound samples up to 
eight bits, and signed format for larger samples. 

Additional Chunk Types 
Although not often used, WAVE does support a variety of additional chunks. 
The fact chunk stores additional information about compressed sound data, 
such as the total number of samples in the file. The cue chunk lets you 
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mark special positions in the sound data stream. This information can be 
useful when a sound file needs to be synchronized with other events, such as a 
slide show or movie. The plst playlist chunk can specify the order in which 
parts of the sound file should be played. Other chunks allow text data to be 
included. 

WAVE supports several forms of compressed data, but none of them is 
frequently used. IBM has registered format codes for jl-Law, A-Law, and 
ADPCM compression. In addition, PCM WAVE files can replace the single 
data chunk containing the PCM data with a LIST chunk. A LIST chunk 
is structured like a RIFF chunk, containing a form code and a collection 
of other chunks. WAVE files use a LIST chunk with the wavl form code to 
store silence-encoded PCM data. The sub-chunks are data chunks containing 
PCM data as usual and slnt chunks indicating a stretch of silence. The data 
for the slnt chunk is a single 32-bit integer with the number of samples that 
it's replacing. 



Other 
Formats 

While WAVE and AU files are fairly prominent, many other sound and music 
formats are available on the Internet. This chapter describes a few. 

MIDI 
The Musical Instrument Digital Interface (MID I) is a fairly old and established 
standard for connecting a variety of musical equipment. It can be used, for 
example, to allow a single keyboard to control many synthesizers, or to allow 
a computer to store keypresses from a synthesizer keyboard and replay them. 
MIDI can also be used with drum synthesizers and lighting equipment. In­
deed, MIDI is one of the technologies that has made some of today's concert 
special effects possible, by providing a way to synchronize a variety of music 
and special effects. 

It's quite natural that MIDI is an integral part of many music-editing 
systems. MIDI is based on packets of data, each one representing a musical 
event, ranging from a keypress to a simple time marker. MIDI segregates 
these events by channel. In a complex MIDI environment, there may be 
many different appliances, each responding to events on a different channel. 
Alternatively, a single synthesizer may respond to all of the channels. 

A standard known as General MIDI specifies a method to store MIDI 
events in a file. This file format has become a standard way to store and 
exchange music. The advantage of exchanging MIDI files over sampled sound 
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files is that MIDI files are much smaller, because they just store the note names 
rather than a detailed recording of the sound. 

For personal computer users, however, MIDI has two major drawbacks. 
The first is that it does often require a significant hardware investment. The 
second is that the MIDI file itself doesn't specify everything that you need to 
reproduce the sound. MIDI events may specify that channel seven should be 
playing notes based on the "space warp" sound, but it won't specify in any 
concrete way what that sound is. 

The alt. binaries. sounds. midi newsgroup is used to share music files 
in MIDI format. The associated FAQ provides general information about 
MID I files and software. 

MOD 
Several alternative formats essentially follow MIDI's "note-by-note" data stor­
age approach, but store digitized sound samples to be used as templates for 
the individual notes. These formats are collectively known as "player mod­
ules," and usually use a . mod file extension. MOD files begin with a set of 
sound samples, and then specify notes and timing information. Each note is 
played by using one of the sound samples given at the beginning. Essentially, 
the final sound is built by copying these template sounds to form a complete 
piece of music. 

MOD files have many of the benefits of MIDI. They are relatively small, 
and have a note-based structure that makes it easy to edit them using tools 
that mimic traditional music notation. In addition, they completely specify 
the sound, allowing them to be played on almost any system, even if you don't 
have a synthesizer with the "space warp" sound available. 

The major drawback is that assembling a high-quality sampled sound from 
the information in a M 0 D file is a time-consuming task. At any time, a dozen 
or more samples may have to be copied on top of each other to simulate 
simultaneous notes. This intensive data manipulation makes programs to play 
MOD files rather difficult to write. Because a MOD file can comfortably hold 
an hour of music or more, it's not feasible to first expand the MOD file into 
a sampled sound format (such as WAVE or AU) and then play the result. It's 
necessary to assemble the sound on-the-fly. 
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The al t . binaries . sounds. mods newsgroup is dedicated to the ex­
change of MOD files. The associated FAQ has information about this format 
and pointers to software for a variety of platforms. 

IFF 
The Interchange File Format (IFF) was originally developed by Electronic Arts 
for use on the Amiga. It's currently also used on CD-I. IFF is a structured 
format whose overall structure is almost identical to RIFF (see page 299). 1 

An IFF file is a single FORM chunk, which acts like the RIFF chunk shown 
on page 300. Sound files are stored in an 8SVX (eight-bit sampled voice) form 
that contains a VHDR chunk with information about the sound and a BODY 
chunk containing the signed data bytes. 

The 8SVX form was designed to hold sampled musical instrument sounds. 
Because a note can last for a long time, it must be possible for a sound to be 
extended indefinitely. The VHDR chunk specifies two parts of the sound, an 
initial one-shot section that's played only once, and a repeating section that can 
be repeated as often as necessary. 

AIFF 
The Audio Interchange File Format (AIFF) is used on the Macintosh and 
SGI machines. It's similar to the WAVE format in many respects, but al­
lows both sampled sounds and sampled instrument information (see MOD). 
The compressed version, known as AIFC or AIFF-C, is also gaining popular­
ity. More complete specifications are available using anonymous FTP from 
ftp. cwi . nl, in the pub/ audio directory. The AIFF-C specification is avail­
able using anonymous FTP from ftp. sgi . com, in the sgi directory. 

1 The most significant difference between IFF and RIFF is that IFF stores numbers in 
big-endian Motorola format and RIFF stores them in litde-endian Intel format. 



Part Six 

Movie Formats 



About Video 

Video technology brings together a lot of different disciplines, and will have 
a big impact on the way we think about and use computers. New applica­
tions already feature help files that replace cryptic instructions with animated 
demonstrations. New games seamlessly intermingle live action with synthe­
sized effects. Telephone, movie, and television companies are eagerly promising 
a future of interactive movies-on-demand. 

One interesting side effect of video technology is that it's also changing the 
way computer systems are designed. Issues such as compression and time syn­
chronization used to be dealt with separately by each independent program. 
Because compression and time synchronization are so critical to video, pro­
gramming libraries designed for video work are finding use in many related 
areas. A particularly good example is Apple's QuickTime toolbox, which pro­
vides developers with a broad collection of tools that are useful outside the 
specialized realm of conventional video. 

Real-Time Compression 
Video processing is an example of particularly tough real-time programming. 
Playing a movie at a modest rate of just ten frames per second requires that the 
player program retrieve and display each frame in less than one-tenth second. 
If some frames require more time than that, the motion will appear jerky. If 
data is being stored uncompressed, a modest 360 by 240 pixel image with 16 
bits per pixel requires over a megabyte per second to be read and relayed to the 

311 



312 • Chapter 39: About Video 

screen. Worse, this data rate has to be sustained for as long as the movie lasts. 
In ten minutes, over 600 megabytes of data have to transferred, the equivalent 
of a full CD-ROM. 

Because they contain so much data, computer movies are typically dis­
tributed on CD-ROMs. Unfortunately, CD-ROM drives are quite slow. A 
single-speed CD-ROM drive can only sustain a data transfer of about 150 
kilobytes of data per second. Even the fastest "6x" speed CD-ROM drives 
can't maintain the megabyte per second of our modest example. So compres­
sion is necessary. But there's a catch. Compression makes it possible to read 
the data from the disc fast enough, but makes it much harder for the proces­
sor, which now has to decompress the data before displaying it on the screen. 
Smooth video requires just the right amount of compression. If you compress 
too much, the computer won't be able to decompress the image fast enough. If 
you compress too little, you won't be able to read the data into the computer 
fast enough. 

In practice, you can achieve this balance in two ways. One is to use special­
ized hardware to handle the decompression. Video processors handle high-speed 
compression and decompression without bogging down the processor. Some 
are even capable of applying special effects (such as sharpening, dithering, or 
fades) as the data is decompressed and relayed to the video display. Another 
approach is to develop specialized compression methods that can be decom­
pressed very quickly in software. 

Compressing in Space and Time 
Currently, video decompression hardware is not particularly widespread, mak­
ing specialized software compression techniques an important part of the video 
arsenal. Video compression starts with the same techniques used in still graph­
ics. In fact, some of the earliest computer video approaches simply used basic 
graphics compression approaches on each frame. By looking at more than one 
frame at a time, though, you can achieve better compression. 

The first trick is differencing. The easiest form of differencing is to simply 
subtract one frame from the previous frame and only compress the difference. 
Frequently, most of the image will be the same, so differencing will reduce 
large parts of the image to zero. As you've already seen, reducing large parts of 
an image to zero is a good way to prepare it for compression. 
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Subtraction is easy to do, but fails to help much in a few common cases. 
For example, a slow pan across a detailed scene will cause almost every pixel 
to change with every frame; simply subtracting the two frames gains you 
very little in this case. A more powerful differencing technique is motion 
prediction. With motion prediction, the encoder looks for blocks of pixels 
that have moved, and encodes just the coordinates of the block and how it 
moved. With motion prediction, a slow pan is compressed very well; most of 
the picture is reduced to a small offset. 

Motion prediction is effective and easy to decompress, but it's very hard to 
compress. Essentially, the encoder has to look at many small blocks of pixels 
in the first image and see if they reappear anywhere in the second image. As 
a result, some of the very best video compression algorithms are asymmetric. 
An asymmetric algorithm takes much longer to compress than to decompress, 
which is usually fine for video. Professional video developers use high-end 
systems that have the speed, storage space, and additional hardware to do video 
editing comfortably even without stellar compression. They only compress the 
video once when it's finished, and they don't really care if it takes hours or even 
days. All that matters is that the video can be decompressed quickly enough 
for comfortable viewing on the mid-range systems that their customers are 
using. 

The better video compression methods use some form of differencing in 
conjunction with typical still-image compression techniques. Of course, the 
first frame of the movie can't use differencing, so there will always be. at least 
one key frame, a frame that doesn't require you to know the preceding frame 
before you can decode it. The remaining frames are called difference frames, 
since they only encode the difference from a preceding frame, and can't be 
used on their own. 

At first glance, you might reasonably expect only the first frame of a movie 
to be a key frame, but in practice many key frames are scattered throughout the 
movie. Some frames are natural key frames, frames where the difference from 
the preceding frame is so huge that it makes sense to not bother differencing 
it. These frames can happen because of editing; a cut-over from one scene 
to another will change the entire frame at once. Having regular key frames 
also simplifies random access. If the user decides to start playing the movie 
halfway through, she doesn't want to wait while the decompressor starts from 
the beginning to add up all of the differences. 
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Frequent key frames also help the decompressors in other ways. A software 
decompressor on a desktop PC can't always decompress quite quickly enough 
to keep up. In practice, such a decompressor will keep track of when the next 
key frame should occur, and will skip ahead to that frame at the appropriate 
time if it can't decompress fast enough. This trick allows software decompres­
sors to provide reasonable synchronization even on slower machines. Digital 
video is also starting to be used in broadcasting. Some direct-satellite systems 
use compressed digital video, and the forthcoming HDTV (High-Definition 
Television) system will be very similar to MPEG. A digital television will oc­
casionally lose data because of static or a weak signal. If it loses a frame, any 
subsequent difference frames aren't very useful. The television will probably 
not be able to resume decoding the video signal until it sees the next key frame. 
Frequent key frames (several per second) are critical for useful broadcasting. 

Rate Limiting 
One goal of video compression is simply to reduce the total storage require­
ments so you can fit longer, higher-quality movies in the same space. You 
also need compression so you can read the movie data from a hard disk or 
CD-ROM fast enough. This second concern introduces a new compression 
requirement. Not only must the compression ensure that the entire movie is 
small, it must also make sure that each individual frame is small enough. A 
few very large frames can throw the timing off, even if the rest of the movie is 
very compact. 

Actually, you don't need to make every frame small. In practice, the player 
program reads several frames at a time before they are needed. Having one 
frame that's a bit too big can be acceptable as long as the nearby frames are 
sufficiently small. The process of making sure that the average data rate is low 
enough is called rate limiting. 

Rate limiting is frequently done separately, after the initial compression. A 
separate pass checks the size of the data and tries to address areas where the 
compression is insufficient. One trick is to replace key frames with difference 
frames. Difference frames are usually smaller, so such replacement can help 
smooth out the bumps. You can also deliberately discard some visual data. 
As I discussed in Chapter 16, throwing out less-noticeable data can signifi­
cantly improve the compression. Finally, you can simply drop frames, either 



Replaceable Codecs • 315 

by duplicating a previous frame (which results in a highly-compressible zero 
difference) or doubling the duration of a previous frame. 

Replaceable Codecs 
The most popular video file formats are in a sense merely wrappers around 
a compression/decompression engine (codec). Programs supporting Apple's 
QuickTime and Microsoft's Video for Windows (VfW) usually allow the ac­
tual codec to be replaced. Any codec that meets certain guidelines can be 
used. This approach allows the general formats (and the software that sup­
ports them) to easily adapt to new technologies as they become available. 
Both VfW and Quick Time were initially released with very simple codecs, but 
have gradually adopted more sophisticated approaches. Even better techniques 
are being developed, but the best compression methods currently require too 
much computation to be efficiently performed by today's mid-range systems. 
As computers become more powerful and additional hardware becomes readily 
available, more sophisticated codecs will become generally available. 

Replaceable codecs are good for application programmers and end users, 
but this approach has drawbacks for video producers. Because different users 
may have different codecs available, it can be difficult for video producers to 
compress their movie with a single codec that performs well and is readily 
available. Some video producers provide their own codec with the movie so 
the end user can simply plug it in to existing software. Other video producers 
provide their movies compressed with several different codecs, allowing the 
user (or in some cases, the software) to select the appropriate one. Some 
producers are simply careful to only use codecs that are widely available. 

Audio and Other Data 
Silent movies just aren't as popular as they used to be. Most video also includes 
an audio track, and sometimes additional data beyond that. In addition, the 
more flexible movie formats can be used for any type of time-sensitive data, 
including sound, text (for subtitles or lyrics), music notes (as with MIDI; see 
page 305), or instructions for heavy machinery. For movies, it's sometimes 
nice to have alternate audio tracks. Imagine watching your favorite Ingmar 
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Bergman movie with a choice of listening to the original Swedish dialogue, an 
English translation, or a narrator explaining what is really going on. 

More Information 
Video and video compression are large subjects. You can read a number of 
good books for more information. 

Nels Johnson's How to Digitize Video UGF94] offers a hands-on look at 
the theory and practice of creating digital videos with a computer. If you 
don't know a time base corrector from a dubbing deck, but still want to make 
high-quality videos, this is one place to start. It includes a summary of the 
underlying technology. 

If you want the real nuts and bolts, A. Murat Tekalp's Digital Video Pro­
cessing [Tek95] dives deeply into the mathematical and engineering theory 
behind video compression, including a detailed look at television standards 
ranging from NTSC to MPEG-2. 



AVI 

Microsoft's Video for Windows uses another specialization of the RIFF file for­
mat (see page 299 for more information about RIFF). AudioNideo Interleave 
(AVI) files get their name from their alternating chunks of audio and video 
data. Playing an A VI file requires first parsing a header with various informa­
tion about the file, including the frame rate and size. The program then pulls 
in a single video frame and the accompanying audio, passes the audio along to 
the sound card, and proceeds to decompress and display the video sample. 

This simple process is complicated by a number of factors. The computer 
may not be fast enough to fully decompress a single frame in the required time, 
which may require skipping one or more video frames to maintain synchro­
nization. It also requires pausing occasionally during the video decompression 
to retrieve the sound. In practice, AVI player programs retrieve a number of 
frames at one time so that they can keep the audio playing even if it becomes 
necessary to drop one or more video frames. 

Maintaining a steady flow of data requires attention to many details. CD­
ROM drives typically operate most efficiently when data requests always fall 

AVI at a Glance 

Names: 
Extension: 
On CD: 

Video for Windows, A VI, Audio-Video Interleave Format 
.avi 
Video for Windows players for Windows, Macintosh; 
sample A VI movies 
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Sub-Chunk Sub-Chunk 

Figure 40.1 LIST Chunk Format 

on certain boundaries. Other parts of the computer system have similar re­
quirements, from the sound and video cards to the processor and memory 
interface. Obtaining peak performance from these different systems requires a 
great deal of attention. 

How AVI Works 
As with any RIFF file, an AVI file contains a single RIFF chunk, as shown 
in Figure 37.2 on page 300. AVI files use AVIu as the form ID (the fourth 
character is a space). 1 

The AVI form contains at least two sub-chunks, each of type LIST. LIST 
chunks, like RIFF chunks, collect a number of other chunks. Their content is 
determined by a form ID, as shown in Figure 40 .1. 

RIFF A VI Form 
Figure 40.2 shows the general structure of an AVI file. The RIFF AVI form 
contains two LISTs. The LIST hdrl comes first, with information about the 
movie and each of its streams. For example, it might specify that stream zero 
contains 180 X 240 pixel video at 10 frames per second, and stream one holds 
eight-bit PCM audio at 8000 samples per second. The LIST movi holds the 
actual data. Other chunks may also appear. An idx1 chunk contains an index 
into the movie data; a junk chunk is padding inserted by the writer.2 As with 
any RIFF form, programs should ignore any chunks they don't understand. 

1 Note that the form and chunk IDs are always four characters. When you see a three­
character ID, the fourth character will be a space. 

2Padding appears for two reasons. On most systems, data is naturally read in blocks of a 
certain size. If significant data boundaries match the block size, reading can occur much more 
quickly. The more important reason for padding is to simplify creating these files. Because 
data at the beginning of the file requires information such as the length and number of tracks, 
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Figure 40.2 Outline Structure of an AVI File 

LIST hdrl Form 
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The LIST hdrl form contains information about the movie. The avih 
chunk contains general information, while the LIST hdrl forms contain in­
formation about each separate stream. 

LIST movi Form 
The LIST movi form contains the actual movie data. This chunk is a se­
quence of records, each one containing a single video frame and a correspond­
ing chunk of sound data. 

it's easier to write all of the movie data, then go back and fill in the initial header. If the writer 
doesn't know the size of the initial data, it may need to insert junk chunks to fill any gap 
between the header and the rest of the movie data. 
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LIST rec Form 
Each record is stored in its own LIST rec form. The record contains one 
chunk for each active stream. AVI specifies that the sound data is actually 
skewed three-quarters of a second ahead of the video, so the first several records 
will typically contain sound but no video. Other points in the movie may lack 
either sound or video, so those records will have no entry for the corresponding 
stream. 

The chunks containing stream data don't have fixed names. Rather, the 
four-character identifiers are built from the stream number and data type. For 
example, OOwb is a chunk containing audio data (wb) for stream zero (00); 
01dc is video data (de) for stream one (01). The streams are numbered in the 
order they appear in the initial LIST hdrl. 



QuickTime 

Apple's Quick Time is really two different things. For users, it's a uniform way 
to deal with video, audio, and other sorts of time-varying data. For developers, 
it's a flexible toolkit that brings together a wide variety of useful technologies. 

As a file format, QuickTime is very popular with graphics professionals. 
The Macintosh has a loyal following among graphics designers and publish­
ers, and many high-end graphics tools are released first on the Macintosh. 
The companies developing these high-end tools have been quick to integrate 
Quick Time support into their existing applications and to develop specialized 
applications for creating and manipulating QuickTime data. The abundance 
of high-quality movies has made the QuickTime movie format popular on 
Windows as well. 

As a development toolkit, Quick Time provides a standard way for develop­
ers to access a variety of useful facilities. These facilities range from low-level 
tools for graphics and audio compression and timing routines to high-level 
interfaces that make it easy to include full-motion video and audio editing in 

QuickTime at a Glance 

Name: 
Extensions: 
Reference: 
On CD: 

Apple QuickTime 
.mov, .MooV 

Inside Macintosh: Quick Time [App93a] 
QuickTime player for Windows; QuickTime editor for 
Macintosh 
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applications. Even applications that make no direct use of video often rely on 
QuickTime services for compressing and decompressing pictures and synchro­
nizing multiple events. 

How Quicklime Works 
The Quick Time file format is considerably more flexible than AVI, so it helps 
to describe some of the environments that Quick Time supports before trying 
to evaluate the format itsel£ 

While Quick Time supports movie production very well, it was designed 
to support any type of time-based information. A QuickTime file can be as 
simple as a single photograph. QuickTime is commonly used to store audio 
data. At the other extreme, QuickTime movies can contain multiple video 
and audio tracks, and there may be a variety of criteria for selecting which 
tracks to use and how they should be combined. For example, a Quick Time 
movie may have several parallel audio tracks in different languages. It may 
also contain time-varying data other than video and audio. For example, you 
could store a song as two Quick Time tracks, one containing MID I -style note 
information (see page 305) to control an external synthesizer, and another 
containing textual lyrics to be displayed as the song is played. 

This last example suggests another Quick Time feature. Not all notes in 
a piece of music last the same amount of time, and if there are multiple 
instruments, not all of them change to a new note simultaneously. Similarly, 
Quick Time does not assume that all events occupy the same amount of time. 
In an A VI file, a single global frame rate determines how long each frame 
should display. In a QuickTime file, every event in every track can have a 
different duration. This feature is useful even with video. Computer-generated 
animation and some videos contain still images that remain on the screen for 
long periods of time. Rather than needlessly store copies of the same image, 
a QuickTime movie can simply store a single copy and lengthen its duration. 
Quick Time can overlay multiple video tracks; a complex background might 
be stored as a single long-duration frame in one track, while the foreground 
action is stored in a separate track. 

Quick Time also attempts to provide a flexible environment for editing. 
Imagine a high-quality video editing system that allows you to combine se­
quences from laserdisc, computer-generated animation, and recorded video 
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stored on a hard disk. Rather than copy all of this information into a sin­
gle movie file, QuickTime uses a variety of referencing techniques to allow 
this melange of data sources to be treated as a single movie, while leaving the 
actual data in place. 

QuickTime uses a three-tier structure. The movie specifies the number 
and type of each track, and gives general information about the movie as a 
whole. The tracks specify the duration, sequencing, and source of each set of 
data. Finally, the media contain the actual data. In this example, you wouldn't 
need to copy any data from the laserdisc to include it in your movie; the 
appropriate track would simply specify the laserdisc itself as the media. "When 
the movie was viewed, the appropriate media handler software would read the 
digital image directly from the laserdisc. Editing a movie simply rearranges 
the references within the track; there's no need to physically copy the frames. 
Similarly, tracks can be added to and removed from the movie without having 
to recopy a large quantity of data. Perhaps more importantly, QuickTime 
allows a single movie to simultaneously play several video and audio tracks. 
Each audio track can specify a different volume level, and each video track can 
be independently cropped and rotated before being combined into a single 
display. 

In practice, even when these sophisticated capabilities are used during the 
production and editing of a video, the final result is "flattened" down into a 
single file. This single file often exists in a slightly different format on the 
Macintosh than on other systems. On the Macintosh, the movie is stored in a 
file's resource fork, while the track and media information is stored in the data 
fork. The big advantage of this approach is that the movie data is fairly small, 
and can easily be copied between applications while the much larger track and 
media data remains in the original file. Other systems, of course, don't support 
this two-fork approach, so the movie, tracks, and media are all copied into a 
single large file. 

This extreme flexibility is mostly an advantage for video developers, but 
has benefits for end users as well. For example, a movie might contain four 
video tracks. The first is the full, high-resolution version of the video. The 
second track references a single frame from the same media, which can be 
used as a still-image "poster" for the movie. The third video track is a full­
screen preview that selects excerpts from the full version. This third track adds 
very little to the movie's size, since it references the same media data as the 
first track. The final track is a reduced-size version for people with slower 
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computers. Only one of these would be played at a time, of course, but it's 
convenient to have them all available in the same file. Similarly, a movie might 
contain several audio tracks in different languages. 

Single-Fork File Format 
I'll only discuss the single-fork version here. For details about storing Quick­
Time data in double-fork Macintosh files or multiple files, you'll need to refer 
to Inside Macintosh: Quick Time [App93a], and possibly other Inside Macintosh 
volumes. 

Quick Time files consist of a series of nested atoms. Atoms are similar 
in concept to the chunks used by RIFF files such as WAVE or AVI. Each 
atom contains a four-byte length, followed by a four-byte identifier. Programs 
reading this format should simply skip atoms they don't understand. 

As I described earlier, a QuickTime file has a number of components: 
a single "movie," several "tracks," and a collection of "media." The media 
contain the actual video frames and sound data. In a single-fork file, all of 
the media information is lumped together in a single mdat atom, and the rest 
of the information is stored in a highly-structured moov1 atom. Although the 
media information can appear in any order within the mdat atom, it's best 
if the video frames and sound samples are interleaved in small sections. This 
arrangement enables the player program to read and play the data without 
searching back and forth in the file. As you might expect, the moov atom 
contains some general information and a collection of trak atoms describing 
each track. The trak atoms contain mdia atoms, which describe the format 
and location of the media data in the mdat atom. 

One advantage of this approach is the ease with which Quick Time can be 
integrated with compressed video formats such as MPEG (see the next chap­
ter). The MPEG data stream can be stored in the mdat atom, and can be read 

1 Pronounced "moo-vee." 
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and played directly even by applications that don't understand the QuickTime 
format. Conversely, the moov atom provides random-access information that 
is a useful addition to the MPEG data. 

moovAtom 

The moov atom contains a mvhd movie header atom and a collection of trak 
atoms. The movie header lists a number of basic facts about the movie, 
including the creation time, when it was last modified, which part of the 
movie is currently selected, which part of the movie can be used as a preview, 
which single image can be used as a "poster," the volume and visual size of the 
movie, the duration of the movie, and the time scale. 

Unlike AVI files, which have a single rate that dictates when each frame 
will display, QuickTime allows different events (such as frames or sections 
of audio) to have different durations. Each individual duration needs to be 
specified. The problem is what units to use. Apple chose to let the video 
developer specify the units. A time scale of 1 means that all time values in the 
movie represent a number of seconds, while 1000 means that all time values 
represent 1 OOOths of a second. Usually, time scales between 100 and 1000 are 
used. 

trakAtom 

Conceptually, a movie contains several independent sources of data. Each of 
these data sources is a single track containing video, audio, or text. The trak. 
atom contains a tkhd track header atom describing the kind of data in the 
track, an edts edit list atom that specifies the order in which parts of the 
track should be played, and a mdia media atom describing how to access the 
data. 

The tkhd atom gives the same basic information about the track that the 
mvhd atom gives about the movie. Each track can have a different position 
and size on the screen and a separate volume. This information is used to 
combine different tracks to create a single audio or video result. In addition, 
each track can have a different time scale that specifies how the durations given 
in the track relate to the time scale of the movie as a whole. This information 
is particularly important for audio tracks, which usually have a much higher 
sampling rate than video tracks. 
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The edts edit list atom specifies the order in which parts of the track 
should be played. This atom provides simple editing capabilities, and can help 
to compress a large movie. For example, it might specify that part of the audio 
should be repeated, rather than storing the audio multiple times. 

mdiaAtom 

The mdia media atom actually describes the format of the compressed data. 
Recall that all of the movie data for a single-fork QuickTime movie is con­
tained in a single undifferentiated mdat atom. The media atom describes the 
format of some of that data (by naming a software component that knows 
how to retrieve it) and where the data is located in the mdat atom. 

The precise location of a single video frame or audio sample requires un­
derstanding several atoms within the mdia atom. The stts time to sample 
atom specifies the duration of each sample, and is needed to convert a time 
position in the movie into a particular sample. The stsc sample to chunk 
atom specifies which samples are grouped into chunks. The st co chunk offiet 
specifies where each chunk is located in the media data. Finally, the stsz 
chunk specifies the size of each sample. This information allows you to find 
a sample within a chunk by skipping the preceding samples in that chunk; it 
also tells you the length of the desired sample. 

If this whole scheme seems unnecessarily complex, keep in mind that most 
of this complexity is provided to allow high-end video tools to comfortably 
manipulate multiple sources of data. The movie files that are released to end 
users are deliberately simplified so that they can be read and played as quickly 
as possible. 

More Information 
The definitive reference for QuickTime is Apple's Inside Macintosh: Quick­
Time [App93a]. Additional programming information is located in the com­
panion volume Inside Macintosh: Quick Time Components [App93b]. 

Apple also maintains a World Wide Web site devoted to QuickTime, con­
taining software, technical information, and links to other Quick Time re­
sources (http: I /quicktime. apple. com). 



MPEG 

The Motion Picture Experts Group (MPEG) was organized by the ISO to de­
velop standards for high-quality video compression. It first met in 1988, and 
has produced a number of related standards. As a result, a large body of re­
search has been codified into a collection of recommended methods for com­
pressing audio and video. These general methods are now being used by many 
different video compression products. 

The MPEG committee also defined a number of very specific formats for 
compressed video and audio. These formats vary in the quality of the result 
and the data rate required. 

MPEG-1 The original video format supports television-quality video 
with a data stream of only 200 kilobytes per second. Its quality is compa­
rable to VHS videotape. 

MPEG-2 This newer standard supports high-quality video over higher­
speed digital connections (up to 2.5 megabytes per second). It is closely 
related to HDTV (High Definition Television). 

MPEG at a Glance 

Name: MPEG 
Extensions: Various, see Table 42.1 
On CD: MPEG players for Windows, Macintosh, Unix; MPEG 

FAQ 
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MPEG-4 A forthcoming standard is intended to support lower-quality 
video over modem-speed data connections. This format is intended pri­
marily for videophone systems. 

Layer-1 , 2, 3 MPEG-1 defines three different audio formats, which are 
also used (with minor extensions) in MPEG-2. The three are similar, but 
with different trade-offs between compression and complexity. Layer-1 is 
the simplest, but offers the poorest compression, while Layer-3 is the most 
complex and offers the best compression. 

Although the MPEG-1 video format has data rate requirements well within 
the capabilities of today's CD-ROM drives, it is not yet widely supported 
by personal computers. The reason is simply that MPEG decoding is very 
computation intensive. Software-only MPEG decoders are improving, but 
still have trouble on all but the very fastest computers. However, hardware 
MPEG decoders are already being widely used in video games and industrial 
applications, and are starting to find their way into personal computers as well. 

How to Use MPEG 
Before you try to use MPEG, you should understand a few general facts. 

A variety of different data formats are defined by MPEG standards. The 
MPEG-1 standard defines one format for encoded video, three for encoded 
audio, and a system stream format for combining video and audio. MPEG-2 
has the same variety, although you're unlikely to see MPEG-2 video, since 
it's really intended for broadcast use and isn't a very good match for desktop 
computers. 

This diversity of formats leads to an even wider variety of of file extensions. 
These extensions often try to specify the particular format, but such attempts 
are confused by the different numbered parts. For example, a "2" in the 
extension might refer to MPEG-2 video or Layer-2 audio, or it might mean 
that the file is audio-only. (The video, audio, and system data formats are 
parts 1, 2, and 3 of the official standard documents.) Fortunately, the audio 
layers are somewhat compatible, so many decoders support all three and you 
don't have to worry about it. Table 42.1 shows some of the extensions you 
might see. 



Extension 
.mpg 
.mps 
.mpv 
.mpa 
.mp2 
.13 
.mls 
.mlv 
.mla 
.m2s 
.m2v 
.m2a 

Table 42.1 

Description 
Various 
MPEG-1 system stream 
MPEG-1 video only 
MPEG-1 layer-1 or layer-2 audio 
MPEG-1 layer-1 or layer-2 audio 
MPEG-1 layer-3 audio only 
MPEG-1 system stream 
MPEG-1 video only 
MPEG-1 audio only 
MPEG-2 system stream 
MPEG-2 video only 
MPEG-2 audio only 

MPEG File Extensions 
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MPEG standards define how the data is stored, but don't specify how to get 
raw video data into that format. In addition, MPEG is a lossy format; encoders 
can discard data to provide better compression. As you might imagine, these 
two facts allow for an enormous amount of variation in the compression and 
video quality of different encoders. 

To encode video data into MPEG format as it is received requires dedicated 
hardware, since no desktop computer is fast enough to handle the computa­
tional requirements. If you must use software to compress MPEG data, you'll 
have to first capture the data in some other format and then compress it sep­
arately. Capturing raw video data is clearly the best option, but disk storage 
becomes a limiting factor. As a result, MPEG movies are sometimes captured 
in QuickTime or AVI formats and then converted into MPEG. The prob­
lem is that the most popular QuickTime and AVI codecs are also lossy. By 
the time the data reaches MPEG format, it's been through two different lossy 
compression algorithms, which can severely degrade the quality. 

Similar comments apply to decoders. Software decoders can take many 
shortcuts to improve their speed, but these shortcuts degrade the video and 
audio quality noticeably. Converting into other lossy formats for faster play­
back also degrades the image quality. 
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These cocerns apply to both MPEG video and audio compression, but 
especially for audio, another concern arises. The audio formats encode blocks 
of audio data. Any good compressor will have to collect some sound, then 
analyze and encode it. This procedure causes a short delay between the un­
compressed audio going into an MPEG compressor and the compressed audio 
coming out. For Layer-3 audio especially, this delay can be quite noticeable, 
which makes Layer-3 audio format a poor choice for interactive applications 
such as teleconferencing and telephone systems. 

Overall, MPEG offers excellent compression and very high quality. Un­
fortunately, desktop computer systems don't yet have the processing power to 
handle MPEG well without separate hardware. That obstacle is slowly fad­
ing, however, as hardware MPEG decoders become more available and more 
powerful processors make software decoding more of a possibility. 

How MPEG Video Works 
MPEG's video formats combine a number of compression tricks that you've al­
ready seen in )PEG with new techniques for encoding the differences between 
successive frames. You should be familiar with the material in Chapter 16 
before reading the following paragraphs. 

MPEG stores several different types of video frames. !-.frames (indepen­
dent) are key frames, which don't require any additional information to de­
code. 1-frames are compressed using a general technique that is quite similar to 
JPEG compression, but usually provides slightly better compression. P-.frames 
(predictive) are stored as a difference from the previous P-frame or 1-frame. 
MPEG uses motion prediction to store P-frames by storing offsets for 8 x 8-
pixel squares. B-.frames (bidirectional predictive) are stored using differences 
from both previous and future frames. 1 

Because B-frames can rely on frames that follow them in time, frames do 
not always appear in the file in temporal order. For example, consider the 
sequence of frames shown in Figure 42.1. The arrows indicate dependencies; 
for example, frame 2 requires information from frame 3 before it can be 

1 There are also D-frames: Separate, low-resolution versions of certain frames intended to 
simplifY browsing. D-frames are rarely used, so I won't discuss them in any detail. 



How MPEG Video Works • 331 

l 

Figure 42.1 A Sequence of MPEG Frames 

decompressed. Frames 3 and 6 are P-frames. To decompress frame 3, you 
need to have frame 0 available; to decompress frame 6, you need to have 
first decompressed frame 3. The B-frames, however can depend on frames 
that follow them in time. Before you can decompress frame 1, you must first 
decompress both frame 0 and frame 3. As a result, the compressed frames 
do not appear in the file in the obvious order. You have to make sure that 
when a frame is read, any frames it depends on have already been decoded. 
In this case, one possible order is 0, 3, 1, 2, 4, 6, 5, although there are other 
possibilities. 

Genera/Issues 
MPEG video depends on some of the same facts about human vision as JPEG. 
It should be no surprise, then, that MPEG uses a color system that separates 
luminance (lightness) from chroma (color). MPEG uses the YCbCr color sys­
tem. This system was chosen partly to provide a good start for DCT -based 
compression and partly because it's the same system used by the PAL and 
SECAM television standards. 2 

2The NTSC television standard used in the US and Japan uses the similar YIQ color 
format. PAL and SECAM are currently used in most of the world outside of the US and 
Japan. 
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/-Frames 
!-frames are compressed using an approach very similar to JPEG. The primary 
difference is that MPEG groups four 8 X 8 blocks into a single macro block, 
and allows the quantization coefficients to change between macroblocks. By 
allowing the quantization to vary across the image, MPEG can achieve slightly 
higher compression than JPEG. It can use an overall lower quality, increasing 
the quality only where it's necessary, while JPEG has to use the higher quality 
everywhere. A good MPEG encoder will quantize very busy areas more ag­
gressively, while using more modest quantization on quieter areas where errors 
are more noticeable. 

P-Frames 
Like an 1-frame, a P-frame is compressed by evaluating 8 X 8 blocks of pixels. 
However, a P-frame has more options than an !-frame, because it can refer to 
data in the most recent 1-frame or P-frame, which I'll call the previous reference 
frame. A single block in a P-frame can use any of the following methods to 
specify its contents: 

• A block can specify that it's identical to the same block in the previ­
ous reference frame. This method provides very good compression for 
such images as "talking head" news programs that have an unchanging 
background. 

• A block can specify an offset, indicating that data from another part of 
the previous reference frame should be copied. This motion prediction 
works well for slowly-moving images. 

• In either of the previous cases, the current block may not be identical 
to the block being copied from the previous reference frame. In that 
case, the encoder can subtract the two blocks and use a DCT and 
quantization to compress the difference. The difference will usually be 
very small and easy to compress. The combination of motion prediction 
and a compressed difference handles such factors as changes in lighting 
as an object moves. 

• If no part of the previous reference frame matches, the encoder can 
compress the block independently. 
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The compression depends heavily on how well the encoder can locate 
similar blocks in the previous reference. The MPEG standard doesn't specify 
how the encoder should locate these blocks, and different MPEG encoders will 
make different trade-offs between speed and compression. 

8-Frames 
If you lost a few frames from the middle of a long movie, you could use several 
methods to fill in the gap. You could copy the frame just before the gap. That 
would work well if the gap was short and there was little motion, but it could 
throw off the timing. Your next attempt might be to copy the frame before 
the gap into the first half and the frame after the gap into the second half, 
on the logic that the missing frames would be most similar to frames close 
to them. Finally, you might try averaging some existing frames to fill in the 
missing entries. 

B-frames can mix these approaches, copying data (possibly with a com­
pressed difference) from the previous reference frame, the following reference 
frame, or averaging data from each one. In Figure 42.1, notice that some of 
the B-frames only refer to one of the previous or following reference frames, 
while some refer to both. Each block of a B-frame can contain any of four 
types of data: 

• As with a P-frame, B-frames can copy blocks from a previous 1-frame 
or P-frame with or without a difference. 

• B-frames can also copy data from the next 1-frame or P-frame. 

• A B-frame can specify a block of pixels from the previous reference 
frame and a block of pixels from the following reference frame that 
should be averaged. A compressed difference can also be included. 

• Finally, if nothing in either the previous or following reference frames 
matches closely enough, the block of pixels can be compressed directly. 

All compressed pixel data, including differences, are compressed using the 
same JPEG-like approach: Each 8 X 8 block is converted with a Discrete Cosine 
Transform into frequency information, these coefficients are quantized, and the 
final values are Huffman compressed. 
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How MPEG Audio Works 
Just as JPEG graphics compression is a big step beyond GIF's lossless approach, 
MPEG audio is a big step beyond simple PCM or J.L-Law encoding. MPEG 
uses a variety of facts about human hearing to select data to discard. The 
complete process is too complex to describe precisely, but the following para­
graphs should give you an idea of the techniques involved. As I mentioned 
before, the MPEG standard doesn't specify precisely how to compress data. In 
the following discussion, I'll refer to what an MPEG "encoder" does, but you 
should keep in mind that I'm only talking in general terms. Specific MPEG 
encoders will handle this process in slightly different ways, with corresponding 
variations in sound quality and compression. Regardless of how the encoder 
works internally, the resulting data is decoded in the same way. 

Noise Floor MPEG's audio compression relies on a simple fact. If you're 
standing next to a loud siren, you won't hear the whispered conversation taking 
place across the street. Researchers have discovered that this phenomenon isn't 
just a matter of your attention being drawn to the louder sound; your ears 
actually lose sounds that are close in frequency to much louder sounds. This 
masking effect varies with the difference in loudness and frequency of the two 
sounds. 

One of the basic ways to compress sound is to reduce the number of bits 
used for each sample. Reducing the number of bits is equivalent to adding 
noise to the sound. MPEG exploits the masking effect to make sure you won't 
hear the noise it adds. If the masking effect is very strong, MPEG can raise 
the noise floor by reducing the number of bits used for the sound.3 A weaker 
masking effect means that the encoder must be more cautious. 

Subbands The masking effect depends heavily on how close two sounds are 
in frequency. An MPEG encoder must be careful to only add noise that is 
close in frequency to very loud sounds. The audio frequencies are divided 
into subbands, and each range is handled separately. The encoder identifies the 
loudest sounds in each subband and uses that information to determine an 
acceptable noise floor for that subband. Better MPEG encoders also compute 

3"Raising the noise floor" is audio-engineer-speak for allowing more noise. 
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an interaction between subbands; a very loud sound in one subband will have 
a masking effect on nearby subbands. 

Psychoacoustic Modeling This technique relies heavily on models of how 
humans hear sound. Psychoacoustic models are sets of rules used to select which 
subbands are most important. To compress the audio data as well as possible, 
some quieter subbands are eliminated entirely, and subbands that are near the 
center of the human hearing range are preserved more carefully than ones near 
the edge. 

Unfortunately, no neat mathematical formulas precisely specify the opti­
mal noise floor for each subband. Human hearing is a complex process that 
involves many poorly-understood phenomena. The MPEG committee based 
much of its analysis of competing audio compression approaches on extensive 
listening tests, in which expert listeners were asked to compare sounds that 
had been subjected to various types of compression. Such tests are arguably 
subjective, but the MPEG committee's final analysis has borne up well under 
repeated listening tests. Future refinements of these psychoacoustic models will 
improve the quality and compression of future MPEG encoders. 

Fortunately, the MPEG decoders need to know very little about how the 
data was encoded. The complexity of selecting noise floors for each subband is 
a process used by the encoder to determine what data can be sacrificed without 
compromising the quality of the result. The decoder simply takes the data 
that remains and reconstructs a sound from it. Future MPEG encoders can 
continue to refine their methods while still retaining complete compatibility 
with existing decoders. 

More Information 
The MPEG FAQ contains an extensive list of pointers to MPEG software 
and books and articles about MPEG. It is periodically posted to several news­
groups, including comp. graphics and comp. compression. 

A. Murat Tekalp's Digital Video Processing [Tek95] describes the theories 
underlying MPEG's video encoding in considerable detail. However, he does 
not discuss audio encoding, nor does he detail the MPEG encoding at a byte­
for-byte level. 
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About 
the CD-ROM 

The companion CD-ROM, compiled by The Coriolis Group, contains tools 
to help you understand and use the files you encounter on the Internet. It 
is ISO 9660 compliant and can be used on most platforms. There are tools 
here for MS-DOS, Windows, Macintosh, and Unix that will help you use the 
formats in this book. This appendix explains how the CD-ROM is organized 
and provides brief descriptions of some of the applications included. 1 

If you don't see what you are looking for here, there are several places 
in the book you should check. Chapter 2: Researching File Formats indicates 
some good general Internet resources and large archive sites. In addition, the 
More Information sections at the ends of most chapters give pointers to books, 
software, and other sources of information. 

About Shareware 
Many of the programs on the CD-ROM are shareware. Shareware is a means 
of distributing software that allows anyone to copy and test a program without 
having to pay for it. If you continue to use it, however, you are obligated to 
pay the original author for the program. This differs from traditional software 
publishing, where you have to pay money before you can even see how the 
program works. The shareware system has many advantages over traditional 
software publishing: 

1This appendix does not discuss everything included on the CD-ROM. 

339 



340 • Appendix A: About the CD-ROM 

• It allows authors to spend more time developing programs and less time 
marketing, which results in higher-quality software. 

• It reduces the cost of producing software, which allows more people to 
develop their ideas into useful programs and results in a greater variety 
of software. 

• It allows you to test software before you decide to buy it, so that you 
can pick the best software for you. 

• Shareware authors can release new versions very quickly. (Sometimes, 
a problem report results in a new version in only a few hours!) This 
allows shareware authors to be very responsive to their customers. 

This entire system depends on honest people paying for the software they use. 
None of the proceeds from sales of this book go to the authors whose software 
is on the CD-ROM. The CD-ROM is simply another way for their software 
to reach you so that you can evaluate it and decide if you want to use it. If 
you find a program useful, please pay the author. 

CD-ROM Organization 
The organization of the CD-ROM mirrors the structure of the book. Thus, 
the contents of the CD-ROM are first separated by format type: text, graph­
ics, compression and archiving, encoding, sound, and video. Most subdi­
rectories correspond to a single format and are further subdivided by oper­
ating system. For example, ZIP programs for MS-DOS are found in the 
compression/zip/dos directory. The apps subdirectories contain general 
applications that handle several formats. For instance, graphics/apps/mac 
contains graphics viewers for the Macintosh that support a variety of graphics 
formats. 

For some formats, spec and sample directories are provided. The spec 
directories contain the format's specifications, detailed information about that 
format. The sample directories contain just that, sample files in that format. 

Figure A.l has a graphical overview of the CD-ROM's directory structure. 
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Tools for handling text formats 
Tools useful with many formats 

Tools for dealing with HTML files 
Windows tools for dealing with HTML files 
Macintosh tools for dealing with HTML files 

Tools for dealing with PostScript files 

Tools for handling graphics formats 
Tools useful with many graphics formats 

GIFConverter program 

Tools useful with GIF 
Specifications for GIF format 

Sample JPEG files 

Compression and archiving tools 
Encoding tools 
Sound tools 
Video tools 

Figure A.1 Outline of CD-ROM Directory Structure 
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Text 
Application: MegaEdit 
File Formats: Text 
Operating System: Windows 
Location on CD: text/ apps/windows/megaedi t 
Source: ftp://ftp.cica.indiana.edu/pub/pc/win3/util/megaedit.zip 
Description: MegaEdit is an ASCII text editor, designed to facilitate complex 

editing tasks involving multiple and/ or large files. 

Application: Alpha 
File Formats: Text, especially lEX and IDFX 
Operating System: Macintosh 
Location on CD: text/latex/mac 
Source: ftp://midway.uchicago.edu/pub/DzTeX 
Description: Alpha is a Macintosh editor that has several features that make it 

especially convenient for editing lEX and IDFX files. 

Applications: HTML editors 
File Format: HTML 
Operating Systems: Macintosh and Windows 
Location on CD: text/html 
Source: http://www.yahoo.com/Computers_and_Internet/Internet 

/World_Wide_Web/HTML_Editors/ 
Description: Now that the World Wide Web is several years old, there are 

many freely available HTML editors for all platforms. These editors allow 
you to edit and format your document using a WYSIWYG (What You 
See Is What You Get) interface. The editor saves the file with HTML 
markers correctly embedded. There are many that we couldn't include, 
check Yahoo for a more up-to-date listing. 

Application: Adobe Acrobat Reader 
File Format: PDF 
Operating Systems: MS-DOS, Macintosh, Sun, and Windows 
Location on CD: text/pdf 
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Adobe Acrobat for Windows 

Text 

Source: http://www.adobe.com/Software/Acrobat/ 
Description: Adobe Acrobat Reader lets you read and print PDF files. 

Application: ViewPS 

File Format: PostScript 

Operating Systems: Macintosh 
Location on CD: text/postscr i /mac/viewps 
Description: ViewPS lets you view PostScript documents. 

Application: PSUtils 

File Format: PostScript 
Operating Systems: : Unix, MS-DOS 
Location on CD: text/postscri/unix/psutils 
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Description: PSUtils is a set of utilities to select, rearrange, and manipulate 
pages of a PostScript file. It assumes the files have correct DSC comments 
in them (see page 99), although there are programs included that can "fix" 
the output of several popular programs. Although originally for Unix, they 
can also be compiled for MS-DOS. 

Application: GhostScript 
File Format: PostScript 
Operating System: Windows 
Location on CD: text/postscri/windows/gscript 
Description: GhostScript can interpret PostScript files and create output for 

a variety of non-PostScript printers. It can also generate screen output to 
allow you to preview PostScript documents. 

Application: GhostView 
File Format: PostScript 
Operating System: Windows 
Location on CD: text/postscri/windows/ gsview 
Description: GhostView lets you view PostScript documents on the screen. 

It uses GhostScript (above) to do the actual drawing, but puts up a nice 
interface that lets you select specific pages, print them, and view the output 
at various sizes. 

Applications: Common Ground viewers 
File Formats: Text 
Operating Systems: Macintosh and Windows 
Location on CD: text/ commongd 
Source: http://www.commonground.com 
Description: These are viewers for documents in Common Ground Software's 

DigitalPaper format. 

Application: GNU GROFF 
File Formats: TROFF, NROFF 
Operating Systems: MS-DOS 
Location on CD: text/troff I dos 
Description: This is a complete TROFF and NROFF system for MS-DOS. 



Applications: Web2C, DVIPSK, DVILJK 
File Formats: TE/{, 11TEX 
Operating System: Unix 
Location on CD: text/latex/unix 
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Description: This is a fairly complete TFX system for Unix. It includes 
the I1IFX macros and many other useful packages. The DVIPSK and 
DVILJK programs convert the DVI output of 1EX into output suitable 
for PostScript printers or the Hewlett-Packard Laserjet printers. 

Graphics 
Application: GIFConverter 2.3. 7 
File Formats: GIF, JPEG, PICT, RIFF, TIFF, other graphics, Encapsulated 

PostScript 
Operating System: Macintosh 
Location on CD: graphics/ apps/mac/ gif conve 
Source: http://wwwhost.ots.utexas.edu/mac/pub-mac-graphics.html 
Description: GIFConverter, by Kevin A. Mitchell, reads and writes many 

graphics file formats. It also provides image enhancement, cropping, color 
table selection, and dithering features. GIFConverter can easily create GIF 
images with transparent backgrounds, which is especially useful for images 
that will be used on the World Wide Web. 

Application: ImageMagick version 3.6.6 
File Formats: ]PEG, PNG, TIFF, others 
Operating System: Unix 
Location on CD: graphics/apps/unix/imagemag 
Source: http://www.wizards.dupont.com/cristy/ImageMagick.html 
Description: lmageMagick is a collection of image display and manipulation 

tools for Unix computers running the X windowing system. It supports 
many popular image formats. The tools include interactive display and 
manipulation tools and command line programs for batch image manipu­
lation. ImageMagick works with most Unix systems including Linux. See 
the README file on the CD-ROM for compiling instructions. 
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Figure A.3 Paint Shop Pro version 3 from JASC, Inc. 

Application: Paint Shop Pro version 3 
File Formats: GIF, JPEG, PBM, many others 

Operating System: Windows 

Location on CD: graphics/apps/windows/psp3 
Source: http://www.winternet.com/-jasc/index.html 
Description: Paint Shop Pro is a complete graphics program for image cre­

ation, viewing, and manipulation. The program features include: painting, 
photo retouching, image enhancement and editing, color enhancement, 
image browser, batch conversion, and TWAIN scanner support. It also 
includes 20 standard image processing filters and 12 deformations. Paint 
Shop Pro supports over 30 file formats. 
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Figure A.4 XV's Color Editing Window 

Application: )(V 

File Formats: GIF, PBM, XBM, EPSF, ]PEG, T IFF, XPM, others 

Operating System: Unix 
Location on CD: graphics/apps/unix/xv 
Description: John Bradley's graphics viewer program lets you view, crop, and 

manipulate images in a variety of formats. 

Application: Weblmage 
File Formats: GIF, PNG, others 

Operating System: Windows 

Location on CD: graphics/png/windows/webimage 
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Source: http://www.group42.com/webimage.htm 
Description: Weblmage, by Group 42, is designed to help generate images 

suitable for use with HTML. It can create GIF images with transparent 
background, reduce the number of colors in an image, and create the files 
needed to use an image as an HTML imagemap. 

Application: XPaint 
File Formats: PPM, TIFF, XBM, others 

Operating System: Unix 
Location on CD: graphics/apps/unix/xpaint 
Source: http://hoth.stsci.edu/man/mann/xpaint.html 
Description: XPaint is a color image editing tool that features most standard 

paint program options. It allows the editing of multiple images simultane­
ously. XPaint's user interface has a toolbox area to select the current paint 
operation and paint windows to create and modify images. Each paint 
window has access to its own color palette and set of patterns. XPaint runs 
on a variety of X displays, though you should be aware that XPaint saves 
images in the current display type (for instance, a color image edited on a 
grayscale screen would be saved as a gray image). XPaint has an extensive 
online help system. 

Application: WorldView .9e Pre-Beta 
File Format: VRML 
Operating System: Windows 
Location on CD: graphics/vrml/windows/wrldview 
Source: http://www.webmaster.com:BO/vrml/ 
Description: WorldView is a VRML viewer with integrated networking func­

tionality. 

Application: Whurlwind 3D Browser 
File Formats: VRML, others 
Operating System: Macintosh 
Location on CD: graphics/vrml/mac/whrlwind 
Source: http://www.info.apple.com/qd3d/Viewer.HTML 
Description: Whurlwind is a VRML viewer that uses QuickDraw 3D. It's a 

new program that doesn't yet support all of the features you might want; 
check Whurlwind's World Wide Web site for more current information. 
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Figure A.5 WorldView Interface 
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(B 2ZIP25.ZIP 

I !13 2ZIP25.ZIP...,. r Arohwe contains 2 files and is 19K on disk. 

Name Expanded Zipped 

I) 2ZIP.EXE 21479 13054 
~2ZIP.TXT 17792 6166 

2 items 39271 19220 

Figure A.6 The Ziplt Interface 

Compression 
Application: ARC Master 
File Formats: Compression 
Operating System: Windows 

Saved Method 

3990 Imploded 
6590 Imploded 

5190 

Location on CD: compress/ arc/windows/ arcmastr 

00§ 

Date MB LF p 

12/8/89 0 D ;Q 
12/8/89 0 • 

~ 
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Description: This is a shareware graphical compression and decompression 
program. You can simply drag files into the ARC Master window to add 
them to an archive. 

Application: Zipit version 1.31 
File Formats: Compact Pro, PKZIP, ZIP 
Operating System: Macintosh 
Location on CD: compress/zip/mac/zipi t 
Source: http://www.awa.com/softlock/zipit/zipit.html 
Description: Ziplt handles ZIP format files with an interface based on Bill 

Goodman's Compact Pro. Ziplt comes with an extensive manual that 
explains how to use all of its features. 

Application: WinZip version 5.6 
File Formats: Compress, GZIP, PKZIP, TAR, ZIP, (also ARC, ARJ, LZH) 
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09/15/95 03:33 1,946,693 884.291 fury3x\sys tem\ 
fury3x.exe 09/15/95 03:33 921,088 69% 283,11 7 fury3x\ 
fury3x.hlp 09/15/95 03:33 290,288 65% 1 01}54 fury3x\ 
sortkey.nl_ 1 0/08/94 15:00 130.239 28% 94,383 fury3x\setup31 \win32s\disk1 \ 
w32scomb.dl_ 04/05/95 15:00 127,518 4% 122,196 fury3x\setup31 \win32s\disk 1\ 
crtdll.dl_ 01/22/95 15:00 104,972 3% 101.408 fury3x\setup31 \win32s\disk1 \ 
p_950.nl_ 08/28/94 15:00 99,802 9% 90,685 fury3x\setup31 \win32s\disk1 \ 

01 /14/95 15:00 89,504 49% 45,206 fury3x\setup31 \win32s\disk1 \ 
08/14/94 00:00 88,360 3% 85.796 fury3x\setup31 \wing1 O.win\ 
08/24/94 00:00 87.460 5% 83.421 fury3x\setup31 \wing1 O.win\ 
09/21/94 00:00 81}89 78.130 fury3x\setup31 \wing1 O.win\ 

Figure A.? The WinZip Interface 

Operating System: Windows 

Location on CD: compress/zip/windows/winzip 
Source: http://www .winzip.com/winzip/ 
Description: WinZip provides a convenient graphical interface for manipulat­

ing many types of archives. Support for ZIP, TAR, compress, and GZIP 
formats is built-in, other formats require you ro obtain an external pro­
gram. W inZip also interfaces ro most virus scanners so that you can check 
compressed files before yo u run them. 

Application: GZIP 
File Formats: GZIP, (also Compress, Pack) 

Operating System: MS-DOS 
Location on CD: compress/gzip/dos 
Source: http://andrew. t riumf.ca/pub/linux/gzip.html 
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Description: GZIP is a widely used compression program on Unix systems. 
The companion GUN ZIP program can decompress files created by GZIP, 
Compress, or Pack. GZIP can be handy for people who also use Unix 
systems. 

Application: Stuffit Expander 
File Formats: BinHex, Compact Pro, Stuffit 
Operating System: Macintosh 
Location on CD: compress/ stuffi t/mac/ stufli te 
Source: http://www.xensei.com/ose/utils/tools.html 
Description: Stuffit Expander is designed to decompress any compressed Mac­

intosh file. It fully supports the three most popular archiving formats 
used on the Macintosh, including files created with the commercial Stuffit 
Deluxe 3.0 and the shareware Stuffit Lite 3.0. Stuffit Expander also sup­
ports files encoded with BinHex 4.0, such as those commonly found on 
Internet archives and the comp. binaries . mac newsgroup. Stuffit Ex­
pander requires System 6.0.4 or later. 

Encoding 
Application: Wincode 2.6.1 
File Formats: MIME Base64, UUEncode, XXEncode 
Operating System: Windows 
Location on CD: encoding/apps/windows/wincode 
Source: http://snappy.globalone.net/ 
Description: Wincode is a Windows 3.1 program which converts eight-bit bi­

nary files to seven-bit ASCII text files for mailing or posting to newsgroups 
(and vice versa). 

Application: UUDeview 
File Formats: MIME Base64, UUEncode, XXEncode 
Operating Systems: MS-DOS, Unix and Windows 
Location on CD: encoding/uuencode/ dos, windows, unix 
Source: http://www.uni-frankfurt.de/-fp/uudeview/ 
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Description: UUDeview is a simple, flexible decoder that easily handles the 
common encoded formats, including those that have been split across mul­
tiple mail messages or multiple news postings. You simply save a group of 
articles from your mail program or news reader into single or multiple files, 
then use UUDeview to decode them. Note: The MS-DOS and Windows 
versions are distributed in binary form, but the source code is identical for 
all systems, so you can use the Unix source if you need to recompile it. 

Application: UULite 
File Format: UUEncode 
Operating System: Macintosh 
Location on CD: encoding/uuencode/mac 
Source: ftp://src.doc.ic.ac.uk/computing/systems/mac/umich 

/util/compression/uulite1.7.cpt.hqx 
Description: UULite is a utility that simplifies UUEncoding and UUDecod­

ing. Includes help files and a tutorial on reading news files and extracting 
files obtained from a news reader. 

Sound 
Application: Sound Machine 
File Format: AU 
Operating System: Macintosh 
Location on CD: sound/ apps/mac/ sndmachn 
Source: http://www.znet.com/mac/soundmachine.html 
Description: The Sound Machine will play Sun AU format sound files, the 

most common sound format used on the World Wide Web. It is the 
default sound helper for MacWeb. 

Application: SoundApp 
File Formats: Sun AU, NeXT SND, AIFF, AIFF-C, WAVE, QuickTime au-

dio, MOD, IFF, others 
Operating System: Macintosh 
Location on CD: sound/ apps/mac/ soundapp 
Source: http://www-cs-students.Stanford.EDU/-franke/SoundApp/ 
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Description: SoundApp will play or convert AIFR WAVE, and other sound 
formats. Simply drop the file onto the SoundApp icon to play. Using 
QuickTime 1.6 or later, Sound.App can convert audio CD tracks. MOD 
playback is PowerPC-accelerated on Power Macintoshes. 

Application: WPLANY 
File Formats: AU, IFF, SND, WAVE, others 

Operating System: Windows 
Location on CD: sound/ apps/windows/wplayany 
Source: http://burgoyne.com/vaudio/netsound.html 
Description: WPLANY is a compact utility that will detect and play any 

sound file through a Windows 3.1 audio device. The proper drivers for 
your sound card (or PC speaker) must be loaded prior to using WPLANY. 

Application: WHAM 
File Formats: WAVE, others 
Operating System: Windows 
Location on CD: sound/ apps/windows/wham 
Source: http://www.netscape.com/MCOM/tricks_docs/helper_docs/ 
Description: WHAM (Waveform Hold and Modify) is a Windows 3.1 appli-

cation for manipulating digitized sound. It can read and write Windows 
3.1 WAVE files, raw eight-bit digitized sound files and files of several other 
formats (of which more may be added), and can perform various opera­
tions on this sound. WHAM can handle sounds of any size, restricted only 
by memory. 

Application: WinJammer 
File Format: MIDI 
Operating Systems: Windows, MS-DOS 
Location on CD: sound/midi/windows/winj amr 
Source: http://www.netscape.com/MCOM/tricks_docs/helper_docs/ 
Description: WinJammer is a fully featured MIDI player and editor for Win-

dows. The companion WinJammer Player can play MIDI song files in the 
background, even in MS-DOS. 
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Figure A.8 QuickEdit QuickTime Movie Editor 

Video 
Application: QuickEdit 
File Format: QuickTime 
Operating Systems: Macintosh 
Location on CD: video/ quiktime/ mac 

Description: QuickEdit is a simple QuickTime movie editor. 

Application: QuickTime for Windows 
File Format: QuickTime 
Operating Systems: Windows 
Location on CD: video / quiktime/ windows/ quiktime 
Source: http: //quicktime.apple. com/ 
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Description: This is Apple's own player for QuickTime movies under Win­
dows. Note: As this book was going to press, a new version of Quick Time 
for Windows was being released, so you may want to get the newest version 
directly from Apple's World Wide Web site. 

Application: Video for Windows 

File Format: AVI 
Operating Systems: Windows and Macintosh 

Location on CD: video/ a vi 
Description: These are Video for Windows (VfW) players for Macintosh and 

Windows 3.1. {Windows 95 users don't need this because it's built-in.) 

Application: MPEG movie players 

File Format: MPEG 

Operating Systems: Macintosh, Unix, and Windows 

Location on CD: video/mpeg 
Source: http://www-plateau.cs.berkeley.edu/mpeg/mpegptr.html 
Description: The CD-ROM includes several easy-to-use MPEG players. 



About Files 

The seemingly naive question "what is a number?" was seriously examined by 
mathematicians at the beginning of the 20th century. This deceptively simple 
question spawned a huge quantity of new work in logic and set theory, and 
led to the discovery of basic facts about the nature of mathematics. 1 Exploring 
the question "what is a file?" is unlikely to lead to any such revolution, but 
thinking about it carefully will help you to better understand why there are 
so many different types of files, and how to choose the best file type for a 
particular purpose. 

Definition of a File 
Before trying to nail down what files are, let's first take a look at what they are 
used for. As any computer user knows, the primary purpose of a file is to save 
the work you've done. Put slightly more technically, files are persistent; they 
stay around even when the programs that use them are no longer in use. 

Files are also the fundamental way that data is transferred from program 
to program and system to system, that is, files are portable. Even when no file 
is obvious to the user, such as in the cut-and-paste or clipboard provided by 
newer computer systems, a file is often being used behind the scenes. (One 
way to implement cut-and-paste is to have the cut data stored in a file and 
then to pass the name of the file to the receiving application.) 

1 An excellent introduction to some of the apparent paradoxes that arose from this work is 
Douglas Hofstadter's Godel Escher. Bach [Hof79]. 
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The fundamental properties of a file are persistence and portability. In fact, 
you could almost go so far as to define a file as persistent, portable data. 

I've glossed over an important detail here. So far, I've only discussed the 
data in a file. A file consists of more than just data. The particulars vary from 
system to system, but usually a file also has a name, attributes, a modification 
time, a creation time, and sometimes a complete database of resources, properties, 
or extended attributes. Throughout this book, I often succomb to the typical 
practice of using the word "file" to refer to the "data in a file," but you should 
be aware that there are a few places where the distinction is critical. 

What Files Are Made Of 
As computer systems have changed through the years, so have the basic units 
used to store and manipulate files. Mainframe operating systems think of a 
file as a repository for a database. Each item in a database is a record, and so 
mainframes treat files as a collection of records. Typically, all records in a file 
are the same size; text is often stored in records of 80 characters each. The 
development of mainframe operating systems was often driven by the desire 
to work with large databases, and an enormous amount of work was done to 
make it possible for programs to find and read or write rapidly any record in 
a large file. 

The development of the Unix operating system in the late 1960s was 
partly driven by a desire to simplify operating systems for use on much smaller 
computers. One way in which Unix was simpler than mainframe systems was 
in how it looked at files. In Unix, a file is a sequence of bytes. This restriction 
simplified Unix in many ways. It made the storage of files on disk simpler-it 
was not necessary for the disk storage to remember the record size, for instance. 
It simplified the disk access, since the operating system didn't need complex 
strategies for dealing with different kinds of records. And, finally, it allowed 
Unix to treat terminals and printers simply as another kind of file. 

Unix was very influential; almost every microcomputer operating system 
has followed Unix's idea that a file is simply a sequence of bytes. Any more 
complex structure can be simulated by suitable programming. In particular, 
fixed-length records can be stored in a Unix file by simply placing the records 
one after the other. 
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The previous paragraph holds an important point: Any file, even a main­
frame file with a complex structure, can be represented as a stream of bytes. 
Sometimes, the transformation isn't completely trivial, but it can always be 
done. Byte-stream files have become the basic method of exchanging data 
between computer systems. When a computer has a more complex file struc­
ture (as OS/2 and Macintosh computers do), that more complex structure can 
always be translated into a stream of bytes and translated back at the other 
end. 

What exactly is a byte? The word byte is generally used to refer to the 
smallest amount of computer storage that can be easily referenced. Modern 
microcomputers have settled on an eight-bit byte, which is more formally 
known as an octet. However, as with so many things in computer science, this 
definition isn't universal. Computers exist with a variety of byte sizes. As you 
might expect, exchanging files between systems with different byte sizes is a 
tricky topic. Fortunately, the eight-bit byte is nearly universal nowadays, and 
it's unlikely you'll encounter this particular problem. 

For our purposes, then, a file is a sequence of bytes, and a byte is simply 
storage for eight bits. 

How Files Get Around 
Portability means that files can be carried from system to system. This "carry­
ing" occurs in many ways: On floppy disk, through networks, over modems. 
Some files are exchanged directly from person-to-person, while others are es­
sentially made available to the general public through one-to-many "publish­
ing," such as through the World Wide Web. Appendix D gives a little back­
ground on the different means for transporting files. 

About Text and Binary 
I mentioned above that the data exchanged between different programs or 
different computers is usually a sequence of bytes. It's a fairly natural step 
to store one character in each byte by assigning each character a particular 
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value. 2 It's also rather natural that the connections between computers evolved 
so that the byte values not used for characters were either dropped or used for 
other purposes. As a result, many computer connections, including most mail 
systems and dial-up connections, only support a restricted set of byte values. 

The general terminology is that files that contain only "safe" byte values­
values that correspond to the codes for letters, numbers, and punctuation 
marks-are called text files, even if their contents aren't particularly legible. 
Files containing unsafe byte values are called binary files. This distinction is 
a bit confusing, especially since many word processors (which deal exclusively 
with text) store information in a binary file format. Similarly, non-text infor­
mation is often encoded into a text format. 

2See page 20 for a more thorough discussion of characters and their relation to bytes. 



About 
File Formats 

The way in which data is organized into bytes in a file is called the file format. 
To read a spreadsheet file, you have to know which bytes represent which 
numbers (or formulas or text) in which cells; to read a word processing file, 
you have to know which bytes represent characters and which represent fonts 
or margins or other information. 

What a File Format Does 
Programs can store data in a file however the programmer chooses. However, 
you often want to share files among several different programs. For this reason, 
many applications support some widely-understood file format, so that other 
programs can understand the data in the file. At the very least, large companies 
(who want to believe that their programs are "standards") often will publish 
information on the formats they've created for their particular programs so 
that other programs can use them. 

File formats exist so that applications can store information and retrieve it. 
There are a number of different goals that file format designers might have: 

Size Generally files should occupy as little space as possible. This goal 
may involve file compression or simply avoiding redundant data. 

Fast Writing Many programs guard against disaster by checkpointing 
(saving their current state to disk) at regular intervals. Since such data is 
rarely read, it's not important that it be easy or fast to read, but to avoid 
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interrupting the user, that this information should be written quickly. Sav­
ing a file can be slow if the file data is large or if complex transformations 
must be performed (such as compression or encryption). 

Fast Reading Other types of files are read far more often than they 
are written, and fast reading is the important goal. Video is one example; 
additional care while creating the video data can greatly speed the playback 
and avoid many problems. 

Random Access With large files such as high-resolution graphics or 
large spreadsheets, the file may be the primary place data is stored while 
it is manipulated. If all of the data cannot be read into memory, it is 
necessary to locate and update arbitrary pieces of information within the 
file. 

Portable among Applications To be portable among applications, file 
formats need to avoid making assumptions about the internal structure of 
the program. 

Portable among Computer Architectures Every computer system has 
its own conventions about such things as the format of floating point num­
bers, the order of bytes within a multi-byte value, and the organization of 
complex data structures in memory. For files to be easily portable among 
different kinds of computer systems, programmers need to avoid the temp­
tation to use system-specific tricks. 

These goals are often contradictory. For example, one way to minimize the 
size of a file is to use a standard compression algorithm to compress data as 
it is written. The result, however, is significantly slower reading and writing, 
and you generally lose the ability to randomly access parts of the file on disk. 
Similarly, portability often requires the use of explicit data conversions while 
reading and writing, which results in slower file operations. Balancing these 
requirements is difficult; some applications have multiple file formats that 
they use for different purposes, a fast but large format that's used purely for 
temporary storage (often referred to as "virtual memory") and a more compact 
and portable format used for longer-term storage and exchange with other 
applications. 
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Fixed Formats 
The easiest way to design a file format is simply to list all of the things that 
need to be saved and allocate each one a fixed amount of storage at a fixed 
location in the file. Many early graphics file formats followed this simple 
approach, using fixed locations to store the palette colors and other basic 
information and storing the (sometimes uncompressed) pixel data at a fixed 
location in the file. These are known as fixed formats. 

While simple, and useful for simple applications, this approach becomes 
cumbersome when the requirements change. A few simple tricks can help 
extend the lifetime of these simple formats. The most common trick is to 
include a version number in the file header and define a certain area of the file 
as "Reserved." This area of the file is set to zero in the basic file format. When 
the file format needs to be changed, the version number is changed, and some 
part of the Reserved area is redefined for the new purpose. 

Type-Length-Value Formats 
One weakness of a fixed layout is that you cannot define what may be included 
in the file. For example, a word processor format may need to include font 
information; if a particular file doesn't need as many fonts, less space in the file 
is needed. An alternative approach is to build a file from a series of "blocks" 
or "packets," each one specifying the kind of data in that block and the length 
of the block. This is known as a type-length-value format. 

The major advantage of this approach is that it simplifies cross-version file 
support. Usually, newer files can be read successfully by older applications that 
simply ignore any blocks they don't understand. Applications can minimize 
the file size by including only the information necessary for that particular file. 
This method can also simplify random access; a reading program can scan the 
file to locate each block and then select blocks from the file as they are needed. 

This approach is widely used, and there are many minor variations. One 
common omission is to not explicitly give the size of the block, relying on 
the type to implicitly specify the size of the data. This omission makes cross­
version support much more difficult, since an application cannot easily skip 
blocks that it doesn't understand. 
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Simply skipping an unrecognized block isn't always a good idea. Some 
formats label each block so the reader can make reasonable assumptions about 
blocks it doesn't understand. One of the more ambitious approaches is used by 
the PNG graphics format. PNG files mark whether each block is essential. If a 
program reading a PNG file sees an "essential" block that it doesn't understand, 
it should give up; if it doesn't understand a "non-essential" block, it can simply 
ignore it. Similarly, each block is marked to indicate if it can be safely copied 
to a different PNG file without being updated. A comment block can safely 
be copied without being altered, while a block giving statistical information 
about the picture can't. This type of marking allows simple utilities to make 
minor changes to a file without understanding every single type of block they 
might see. 

Reading such files is usually both quick and simple. The reader simply 
reads the type of each block, and either calls a function to read and interpret 
the data or skips the data. The only point of complexity is that sometimes 
dependencies exist between the blocks. For example, it might be necessary to 
know the width and height of a graphics image before attempting to decom­
press the actual graphics data. 

Random-Access Formats 
Many programs deal with files by simply reading the entire thing into memory. 
That's not always possible, though. Sometimes the data is too large to reason­
ably fit into memory (remember that some systems have only a small amount 
of memory). Sometimes, even if the file isn't large, you want to quickly iden­
tify the particular piece of the file in which you're interested. The result is 
called a random-access format. 

A good example of this type of format is the TIFF graphics format. A 
TIFF file consists of a small header that specifies where an image file directory 
is located in the file. That directory in turn specifies where the actual picture 
data is stored in the file. Note that you don't read a TIFF file from beginning 
to end; you read the header, then follow a chain of file positions to locate 
additional information. 

This indirect arrangement may seem curious for a graphics file until you 
realize that TIFF was originally designed for use in professional image ma­
nipulation. Graphics professionals routinely deal with high-resolution images 
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requiring many megabytes each. The ability to store several different images in 
one file (such as both low- and high-resolution versions of the same picture) 
and retrieve any particular image or part of an image on demand is a vital 
feature for this type of work. 

This type of random-access format is also used by some programs that 
store intermediate data on disk using "virtual memory;" program performance 
often hinges on how fast data can be moved between disk and memory. Such 
file formats are beyond the scope of this book, since they're usually intended 
only for the internal use of that program; they're often deleted as soon as the 
program finishes. 

A drawback of this kind of random-access approach is that it's often cum­
bersome to simply read the file from beginning to end. For example, PDF is 
a random-access format used to store electronic documents. Although it has 
the same graphics capabilities as PostScript, PDF would be a poor choice for 
sending documents to a printer. It's impossible to make sense of a PDF file 
until the directory at the very end of the file is available. If you tried to build a 
printer to accept PDF files, it would have to receive and store the entire PDF 
file. Contrast this with a PostScript file, which can be readily interpreted as 
the printer receives it. On the other hand, it's easier for an application to find 
a particular page in a PDF file than in a PostScript file. For the PDF file, the 
directory simply tells you where each page resides in the file; finding a page in 
a PostScript file requires reading the entire file from the beginning. 

Stream Formats 
One of the benefits I mentioned above for type-length-value approaches is 
that such files often can be easily read from beginning to end. Being able 
to understand a file by reading it in this manner is sometimes a desirable 
property all by itsel£ One reason is that disk drives and many other computer 
components are often optimized for handling files sequentially from beginning 
to end. Another reason is that when files are being transferred, whether over a 
modem or from one program to another on the same machine, it's convenient 
if the program reading the data can digest it immediately. 

A good example of the latter concern is how some graphics formats (GIF 
and PNG, in particular) interleave picture data. GIF can store picture data 
starting with every eighth line, then every fourth line, and so on. A program 
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reading a GIF file can create a low-resolution image using the initial data, then 
progressively refine the image as more data becomes available. This approach 
allows people to view pictures as they are downloaded by modem. The person 
downloading can see a rough overview of the picture very quickly and decide 
whether or not to bother waiting for the rest of the picture. 

This kind of stream format requires that the information in the file appears 
in an appropriate order. The file format designer has to ensure that the reader 
of such a file will be able to interpret each part of the file as it is read. 

Script Languages 
The word interpret in the preceding paragraph is no accident. The purpose of 
a file is really to recreate a certain program state. One way to do that is to 
provide the reading program with a set of instructions to produce that program 
state. For example, you could store a picture as a set of drawing instructions. 

Many applications store information by writing a text script file that can be 
interpreted by the application. One of the simplest examples is the Microsoft 
Windows' INI files. INI files can be thought of as simple scripts that, when 
interpreted, define a collection of variables. At the other extreme are full-blown 
programming languages such as PostScript or 1F)C. The biggest disadvantage 
of using script files is that it requires writing an interpreter, which can be a 
formidable challenge for the application writer. However, because scripting is 
such a useful part of a large application anyway, program designers often take 
advantage of this approach. 

Text and Binary Formats 
Script files, as I described earlier, usually take the form of text. Text files are 
generally easier to transfer between computers, which explains why the PDF 
format, which is used to share electronic documents, is a text format. Also, 
text files are generally much easier for humans to create and understand. The 
electronic documents used by the World Wide Web are in a format that is 
easy to create and modify with standard text editors. This format allowed 
the developers of the World Wide Web to experiment easily, and made it 
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possible for tens of thousands of people to create new HTML documents 
using standard text editors. 

Text and binary formats have many size trade-offs. When they store the 
exact same kind of data, text formats are almost always larger than the corre­
sponding binary formats. PostScript Type 1 font files can be stored in either 
a text or binary format; the binary format is typically about half as large as 
the text format. On the other hand, text formats often allow people to store 
data in a more abstract (and compact) form. Graphics formats that store a col­
lection of text drawing commands are much more compact than formats that 
store high-resolution binary bitmaps. Either way, text formats do tend to be 
marginally slower to read and write, due in part to the additional conversions 
that must be done to convert data between the text format in the file and an 
efficient binary format. 

These trade-offs are evident in the file format descriptions in this book. 
Formats that might need to be edited directly by humans, or which need to be 
shared among many different types of computers, are often text formats. File 
formats that might be used to store very large amounts of data or for which 
fast, efficient access is critical are often in a binary form. 



About 
Transferring 
Files 

The portability of files is more crucial than ever in our increasingly networked 
computer culture. This appendix looks at some of the ways that data gets from 
one computer to another, and some of the unique features of each approach. 

Post Office 
Although electronic mail, the World Wide Web, and other such Internet mar­
vels receive a lot of attention, not everyone has access to them. They also 
require a fair bit of knowledge to use, knowledge you can't safely assume ev­
eryone has. 

For many years, publishers have been transferring their books to printers 
electronically by simply placing the entire book-tens or even hundreds of 
megabytes of data-on a disk, which is then mailed overnight to the printer. 
Surprisingly, this approach is often both faster and cheaper than using the 
Internet. With overnight delivery, the printer is likely to have the entire book 
in an immediately usable form early in the morning. Unless the printer is 
unusually Internet-savvy, it may require several hours to download, decode, 
and decompress all of the data. Since human time is expensive, the Internet 
approach is likewise more expensive. Clearly, as Internet tools become more 
common, the economics will change, but there will always be situations in 
which it truly is cheaper to ship a disk than to use the Internet. (In fact, 
overnight mail delivery of a CD-ROM represents a data transfer rate about 
four times the speed of today's fastest modems!) 

369 



370 • Appendix D: About Transferring Files 

The type of disk to use depends in part on the amount of data and the plat­
form. Graphic artists and publishers often use Macintosh-format removable 
hard disk cartridges, because of the popularity of Macintosh systems among 
people in the publishing business and the need to transfer files too large to 
be comfortably copied onto floppy disks. Magneto-optical disks (which hold 
anywhere from 128 megabytes to over four gigabytes) are also popular in some 
circles. On Unix platforms, quarter-inch tape cartridges are the most common 
way to share data. 

For most other purposes, the closest thing to a standard is a 3 1 /2 inch 
floppy disk in 1.44meg or 720k MS-DOS format. These disks can now be 
read in all new PC-compatibles, most Macintoshes, Atari ST, Amiga, and 
many Unix systems. The most common platforms that can't read this type of 
floppy are older Macintoshes and machines that completely lack floppy drives 
(which includes many new PC and Mac laptops as well as many workstations). 

FTP 
Most Internet connections now offer access to FTP (File Transfer Protocol). 
FTP is a way of transferring files across the Internet, best suited for publishing; 
normally files are placed in a special area where anyone on the Internet can 
access them. FTP can be used for person-to-person transfer, but it requires 
careful setup to ensure that only certain people can access the data. 

The most common FTP client program is ftp. While there are many 
graphical FTP clients, the text-based ftp program is often the most reliable. 

FTP allows you to log in to a remote computer and transfer files between 
that computer and the one from which you're running FTP. That part about 
"logging in" is a bit of a problem; rather than try to create new accounts for 
everyone who uses an FTP archive, the system administrators usually create a 
special restricted account called "anonymous." In this way, you can use FTP to 
connect to a remote site (logging in as "anonymous") and retrieve files. (This 
is commonly known as anonymous FTP.) 

A Sample FTP Session 
Here's a short example session, which I started by typing ftp ftp. shsu. edu 
on an Internet shell account. 
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Connected to pip.SHSU.EDU. 
220 pip.shsu.edu FTP server (Version wu-2.4(4) Thu May 19 1994) 

The first response was a message from the FTP server (the program at the 
other end that manages the archive site). Notice that the name it responded 
with (pip. SHSU. EDU) was not the name I specified (ftp. shsu. edu). This 
event is quite common; many Internet hosts respond to several different 
"aliases." You should stick with the most appropriate one. Today, the archive 
site is located on a machine called pip; tomorrow it might be on a different 
machine. In any case, the alias ftp. shsu. edu will always refer to the ma­
chine that contains the archive files. The second thing this response tells you 
is the program that's managing the FTP site. This particular site is using the 
wu server, which was compiled on May 19, 1994. After using FTP for a long 
time, you'll begin to recognize some of the more widely used FTP servers; a 
few offer special features that can help you find specific files. (The wu FTP 
server was developed by the people who maintain one of the largest Internet 
archive sites, and is one of my favorites.) 

Name (ftp.shsu.edu:kientzle): anonymous 
331 Guest login ok, send your complete e-mail address as password. 
Password: 

This particular FTP site allows anonymous logins under the user name 
anonymous. Just ignore the default name the ftp program concocts for you. 
It's customary to provide your electronic mail address as the password when­
ever you use an anonymous FTP site. This information helps people who are 
in charge of the site to help you; for example, if they find out they are getting 
many requests from your area, they may find someone to "mirror" their site in 
your area. This mirror will provide you with faster access to those files. Since 
anonymous FTP is so common, newer FTP programs {including most World 
Wide Web browsers) automatically log you in as anonymous by default, using 
your mail address as the password. 

230-You are 33 of 100 users allowed for your class. 
230-
230-Please read the file README 
230- it was last modified on Thu Mar 23 06:08:22 1995 
230 Guest login ok, access restrictions apply. 
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After you're logged in, the FTP server tells you some things you might 
need to know. In this case, it draws your attention to a README file that you 
should download and read to find out more about this site. This server also 
tells you how many people are using the archive site. This information is 
helpful because it lets you know what to expect; if there are very many users 
(say 100 out of 1 00), things might be a bit slower. Pay attention to this type 
of information when it's available; the Internet can be exceedingly slow when 
it's busy, and you can make your online time much more productive if you 
learn to schedule your usage for quiet times. 

ftp> get README 
200 PORT command successful. 
150 Opening ASCII mode data connection for README (1343 bytes). 
226 Transfer complete. 
local: README remote: README 
1375 byte& received in 0.21 seconds (6.3 Kbytes/s) 

The purpose of FTP is to move files around, and the command you'll 
use most often is the get command, which copies a file from the archive to 
the machine running the ftp program. Note that the format of the filename 
depends on the host; since most server programs run on Unix computers, 
filenames are usually case-sensitive-README is not the same as readme. You 
should be careful to type the names correctly. 

One other thing that you should notice about the previous part of the 
session: I typed the command to the ftp program running on one machine, 
which in turn negotiated the transfer with the remote server. When several 
different programs are running like this, it's sometimes tricky to keep track of 
who's giving commands to whom. In this case, you give commands to the ftp 
program, and it gives commands to the server program. 

ftp> quit 
221 Goodbye. 

Once you've gotten the files you need, you simply exit the ftp program. 
The ftp program will tell the server you're finished. 

More FTP Commands 
The example above was deliberately very simple. The common FTP programs 
allow much more than this. There are even graphical FTP interfaces, but they 
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vary considerably in how you use them and what capabilities they offer; the 
ones I've used are not as flexible as the basic text-oriented FTP program. I'll 
go through the most important commands you'll see used: 

get I've already briefly discussed the get command. On many systems, 
the get command also allows you to specify the name to which the file 
should be copied, which can be useful if the system you're using has restric­
tions on the format of filenames. The Unix systems used by many archive 
sites allow for very long filenames that can include any number of unusual 
characters. For example, if you're using FTP to copy files from a Unix ma­
chine to a MS-DOS system, a simple get README. uploads might result 
in the file README. UPL, which is a tad cryptic. It might be easier to get 
README. uploads uploads . txt instead. 

One feature of some FTP servers is that they allow you to request a com­
plete directory. The server will automatically archive the directory and send 
you the archive. Just add . zip to the name of the directory to ask for a zip 
archive of the directory contents, or . tar. gz to ask for a Unix-style archive. 

cd Just like most computer systems, the files on an archive site are arranged 
into directories and subdirectories. Usually, there is a pub directory, which 
contains files available for public retrieval. 

On most FTP sites (but not all), you can use cd .. to tell the server to 
go to a higher directory. (The catch is that the name after cd is interpreted by 
the server system. While .. means "next directory up" on Unix, MS-DOS, 
and many other systems, it's not quite universal.) 

dir /ls Of course, all of the above would be much easier if you could see 
what files were in a directory. The dir and ls commands work slightly 
differently; the ls command gives you only the names of the files, usually 
unsorted, while the dir command gives you a sorted list, together with such 
information as the size and date of the files. 1 

binary /text FTP by default assumes that you are transferring text files. If 
you're transferring non-text files (such as graphics or compressed files), you'll 

1 One of my complaints with some graphical FTP programs is that they only give you the 
names of the files, and not the sizes or other information. 
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need to tell FTP by giving it the binary command. Similarly, the text 
command sets up FTP to copy text files. 

mget A FTP archive may have a large collection of files that you want. 
On some archive sites, you can request an entire directory, and the contents 
will be automatically wrapped into a single archive file for you. When that 
approach isn't available, you can use the mget command to specify a wildcard 
pattern; all files matching the wildcard will be retrieved. The kind of wildcards 
allowed varies by site, but almost all support * (any group of characters) and 
? (any single character). For example, mget README* would retrieve all of 
the files starting with README. Again, remember that most FTP archives are 
case-sensitive. 

By default, mget asks you before it downloads a file. This step allows you 
to select only the particular files you want. The prompt command allows you 
to change this behavior, so that you can retrieve large groups of files without 
answering a Yes/No question for every one. 

put/mput FTP also allows you to copy files to a FTP site, using the put 
and mput commands, which work almost identically to get and mget. 

led Being able to switch directories on the archive site is fine, but you might 
also need to change directories on the local machine, so you can decide where 
any files you copy will land. The led command (which stands for "local 
change directory") does exactly that. 

This isn't a complete listing of the commands supported by the FTP pro­
gram, but these are the commands that you're most likely to use. 

Other Ways to Access FTP 
The venerable ftp program has many competitors. I generally use the ncftp 
program, which has a similar text-oriented interface but offers a number of 
additional features. Most World Wide Web browsers also support FTP. A 
graphical browser is a convenient way to find out what's available on a par­
ticular FTP site, but I generally prefer a text-based FTP client program to 
download files. Of course, you may have a different opinion. I suggest you try 
several different FTP clients and see which one works best for you. 
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World Wide Web 
The World Wide Web was designed to make it easy to request specific pieces 
of data from different computers. A World Wide Web client (called a browser) 
asks for specific files from other machines. Those files can contain markers 
indicating the name and address of other small files. A user can read a page of 
information and simply click on a highlighted entry to retreive another page 
with different information. 

The World Wide Web depends on three mechanisms. Loosely, these three 
mechanisms answer the following three questions: 

• How do you identify a piece of information? 

• How do you retrieve a piece of information once you know its name? 

• Once you have the information, how do you make sense of it? 

The first question is answered by a Universal Resource Locator (URL), 
which is a notation for describing the location of a piece of information. 
In essence, a URL is a "phone number and extension" for a file somewhere on 
the Internet (see page 30). Note that like a telephone number, when the data 
moves, the URL is no longer valid. 

The second mechanism used by the World Wide Web is the HyperText 
Transfer Protocol (HTTP). HTTP is the "language, used by the client program 
(that runs on your computer) to request specific information from a server 
program somewhere on the Internet (see page 35). It's possible to use just 
about any protocol, and there are parts of the Internet that use the FTP 
protocol as a substitute for HTTP, but HTTP has several features specifically 
designed for the World Wide Web. 

The third piece of the puzzle is the Hyper Text Markup Language (HTML). 
HTTP can be used to transfer any type of information, and people are ex­
perimenting with using it to transfer movies, interactive three-dimensional 
environments, and sound files, but the bulk of the information currently on 
the World Wide Web uses HTML. HTML is discussed in more detail starting 
on page 29, but the the idea is that HTML specifies the general appearance 
of a text document, and in particular, can specify that certain parts of the 
document are links to other documents. World Wide Web client programs 
usually highlight those links; when the user selects the highlighted element, 



376 • Appendix D: About Transferring Files 

the client program retrieves the data from the corresponding URL. In this 
way, you can follow connections to different data stored all over the Internet. 
People have assembled vast collections of data simply by taking information 
that each person had on a separate computer and providing links to tie the 
individual pieces together into a seamless whole. 

Gopher 
Gopher is a file transfer method that is similar to HTTP in some respects, but 
is more limited in the type of data it can support. Gopher is text-oriented, 
allowing you to browse menus and download files. The menus can contain 
references to other files (possibly on other machines). To access data using 
Gopher, you need the name of the machine and the name of the file or menu. 

Electronic Mail 
The World Wide Web is growing rapidly, but is not suited to all types of data 
exchange. Primarily, the World Wide Web is oriented towards publishing, 
making data available to anyone who's interested. Often, you have a file that 
you want to send to a small number of people, and the World Wide Web isn't 
particularly helpful in this regard. FTP can be used to transfer files between 
individuals, but it requires some care to set up for this kind of use. 

Electronic mail (email) is often a better option, but there are still some 
hurdles to overcome. Electronic mail typically only supports text files and 
can transfer only one file at a time. There are also limits on the size of mail 
messages. 

Overcoming these restrictions requires the use of several programs to pack­
age the data you want to send and to convert it into a form palatable to the 
mail system. The recipient must then carefully unwrap the package to retrieve 
the original data. The specific steps to send a file are: 

1. Archive several files into a single file. 

2. Compress the archive to make it smaller. 

3. Encode the archive into a text format. 
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Frequently, a single program will handle two of these steps, and some mail 
programs (such as Eudora and MetaMail) will handle all of them for you. The 
catch is that both the sender and recipient must be using compatible software. 
You'll frequently have to handle each of these steps manually. 

Specific programs to handle the first two steps (archiving and compres­
sion) are discussed in more detail starting on page 183, and the third step is 
discussed starting on page 255. 

Direct Connect Modems 
Often, using mail to transfer files requires that you first upload the file, send 
it through mail, and then download it at the other end. In this case, it might 
make more sense to try a direct modem-to-modem connection. The details of 
how you do this depends on your particular terminal program, but a typical 
scenario is outlined in Figure D.l. This approach is easier if you can talk 
to each other on the phone while doing this, but that requires two separate 
phone lines. 

1. Both people turn on their modems and start their terminal programs. 
2. The callee enables auto-answer on her modem. 
3. The caller asks her modem to dial the callee's modem. 
4. The modems connect. 
5. Both people type to each other to make sure the connection is working. 
6. The sender starts sending the files. 
7. The receiver starts receiving the files. 

Figure 0.1 Steps for a Direct Modem-to-Modem Transfer 

GettiHg this method to work can be tricky, but here are a few suggestions: 

• Set both terminal programs to 8 bits, No parity, and 1 stop bit (8, N, 
1). This configuration is fast, and avoids some common problems. 

• To get your modem to auto-answer, type ATSO=l followed by the Enter 
key; the modem should answer OK. This setting tells the modem to 
answer on the first ring. Do this before the caller tries to dial. (Many 
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terminal programs have a menu option or command that takes care of 
this step for you.) 

• Set both terminal programs to use ZModem, and make sure that Auto­
matic ZModem Download is enabled. If both terminal programs don't 
support ZModem, try YModem (sometimes called "YModem-Batch''), 
Kermit, or XModem, in that order. 

• If you have trouble getting the modems to connect (the modem never 
says CONNECTED), then first try resetting both modems (ATZ), then read 
the modem manuals. It's an unfortunate fact that getting some modems 
to talk to each other can require technical tricks. Sometimes the modem 
manual will have specific information on how to set it up to talk to 
particular modems. Sometimes, you can call the modem manufacturer 
and ask them. Sometimes, you just have to guess. 

If all else fails, use freshly formatted floppy disks and an overnight delivery 
serv1ce. 

Remote-Access Programs 
There are a number of specialized remote-access programs designed specifically 
to simplifY the direct connect process. By running one copy on each computer, 
either person can connect to the other computer and easily copy files between 
the two systems. These programs can be much simpler than using generic 
terminal programs, though they tend not to be very standard, requiring each 
person to have a copy of the same program. 

Bulletin Board Systems 
If you have the technical expertise (and there are several good books on the 
market to help you if you don't), you could even set up a bulletin board system 
(BBS). Many terminal programs come with simple bulletin board software 
that lets you define who can dial into your computer and what files they can 
access. If you find yourself transferring a lot of data by modem, it may be 
worth investing in a good BBS program. 



A Binary 
Dump Program 

I have written a short program in C that I use to look at the contents of files. 
To use it, simply type dump filename. For example, I typed dump jeff, 
and the first few lines of output looked like: 

jeff: 

Addr 0 1 2 3 4 5 6 7 8 9 A B C D E F 0 2 4 6 8 A C E 

00000000 4749 4638 3761 5100 7800 f300 0000 ffOO GIF87aQ.x.s ... . . 
00000010 1010 1018 1818 2929 2939 3939 5252 525a . ..... )))999RRRZ 
00000020 5a5a 7373 7384 8484 9c9c 9cad adad bdbd ZZsss ...... ---== 
00000030 bdce cece f1f1 f100 0000 0000 002c 0000 =NNNqqq . .... . , .. 
00000040 0000 5100 7800 0004 fe10 c849 abbd 38eb .. Q.x .. . -.HI+=8k 

T he left column tells you where in the file you are, the middle columns 
give the numeric values of the bytes, and the right column shows you the 
characters in those locations (unprintable values are shown as periods) . The 
numbers are all in hexadecimal; don't worry if you don't read hexadecimal­
you are usually interested in only the right column. In this case, the first 
line in the right column starts with GIF87a, indicating that this is a GIF file. 
Similarly, most binary file formats have the file type somewhere in the first 20 
or 30 bytes. 

#include <stdio. h> 
#include <ctype.h> 
char line [80]; 
long address; 

379 
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void puthex(n, digits, pos) 
long n; int digits, pos; 
{if (digits> 1) puthex(n/16,digits-1,pos); 

line[pos+digits-1] = "0123456789abcdef"[n%16]; 
} 

void dumpfile(f) 
FILE *f; 
{ int c,i; 

address = 0; 
c=getc(f); 
while (1) { 

for (i=O;i<50;i++) line[i]=' '; 
for (;i<80;i++) line[i] = 0; 
puthex(address,8,0); 
if (c == EOF) return; 
for (i=O;i<16;i++) { 

} 

puthex(c & Oxff,2, 10 + i*2 + i/2); 
line[50+i] = '.'; 
if (isprint(c & Ox7f)) line[50+i] c & Ox7f; 
if ((c=getc(f)) == EOF) break; 

if ((address % 256)==0) { 
puts(""); 

puts(" Addr 0 1 2 3 4 5 6 7 8 9 A B CD E F 0 2 4 6 8 ACE"); 
puts("-------- ---- ---- ---- ---- ---- ---- ---- ----------------"); 

} 
} 

} 

puts(line); 
address += 16; 

void main(argc,argv) 
int argc; char **argv; 
{ if (argc < 2) dumpfile(stdin); 

else { 

} 
} 

while (--argc > 0) { 

} 

FILE *f = fopen(*++argv, "rb"); 
printf("%s:\n",*argv); 
if (f) { 

dumpfile(f); 
fclose(f); 

} else printf("*** Can't open %s!!\n", *argv); 
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.z, 199, 200 
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four-for-three encoding, 259 
Free Software Foundation, 197, 226 
FTP (File Transfer Protocol), II, 31, 37, 282, 

370-374 
example session, 370-372 

ftp program, 370 
commands, 372-374 

G 
gamma, 145 

Index • 389 

Garbo archive, 12, 92, 180, 204 
gateways, 2 
General MIDI, 305 
generations, 231-233 
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P,43 
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thumbnails, 99, 162 
TIFF (Tagged Image File Format), 101, 117, 

121, 130, 147, 149-156, 158, 159, 
179,186,275,345,347,348,364 

Baseline TIFF, ISO 
Classes, 150, 151 
file structure, 152 
strips, 153-155 
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Using the 
CD-ROM 

The CD-ROM contains a variety of useful tools compiled by the Coriolis 
Group staff to accompany this book. For more information about the CD­
ROM and the software it contains, please refer to page 339. 

Overall Organization 
The CD-ROM is organized to match the book: 

• The top-level directories correspond to the major divisions of the book: 
text, graphics, compression and archiving, encoding, audio, and video. 

• Subdirectories correspond to specific formats, such as graphics/ jpeg 
for files related to ]PEG. 

• Within each format are directories for each specific platform. 1 For 
HTML tools for Windows, look in text/html/windows. 

Not all files can be neatly classified this way. For example, many of the 
graphics programs support a variety of formats, and have been placed in the 
graphics/ apps directory rather than being duplicated under each format. 
You'll also find scattered directories with names like sample (with sample files 
in that format) and spec (containing official specifications for that format). 

1 Many of the Unix archives on the CD-ROM had their original . tar. gz extensions 
inadvertently shortened to . gz rather than . tgz. We apologize for any confusion this may 
cause. 



The Internet is a melting pot where differer 
computing communities mingle and share the 
cultures, their hopes and dreams, and, ultimate/ 
their files. While this rich brew creates a Jot c 
vitality, it also causes a lot of confusior 
Everyone who uses the Internet is familiar wit 
the problem of how to use a particular file. 

Internet File Formats brings together the expertise and the tools you need to unde1 
stand and use the files you' ll find on the Internet and elsewhere. From AU to Z C 
long-time Internet user and fi le transfer expert Tim Kientzle explains each of the mm 
importan t formats. Along the way, you'll learn: 

• T he history and fundamental ideas behind major fil e formats 
• How popular file co mpression techniques work 
• The best places on the Internet to find information and programs for 

working with different file types 
• Practical advice about how and when to u e different formats 

Internet File Formats is divided into six parts, each covering a different kind of file 
Whether you're simply an Internet user down loading files or an aspi ring World Wid. 
Web publisher, you need this information to navigate the sea of file formats: 

• Document Formats: HTML, .J!.TEX , SGML, TROFF, Post crip t, and PDF 
• Graph ics Formats: G IF, PNG, TIFF, ]PEG, and VRML 
• Compression and Archiving Formats: ARC, TAR, Z IP, Compress, GZIP, SHAR 

ZOO, and tufflt 
• Encoding Formats: UUEncode, XXEncode, MIME, BtoA, and BinHex 
• Audio Formats: WAVE, AIFF, and AU 
• Video Formats: AVT, QuickTime, and MPEG 
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