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But then what happens if an argument can contain macros that need 
expanding? You need rules for when the expansion occurs. It can happen 
once, before the definition starts playing back. It can happen each time the 
corresponding escape sequence pops up during play back. Whichever way 
you decide can make sense. But you get different languages, with quite 
different properties, depending on how you choose. 

If you' re ambitious (and Joe always was), you'll want to add conditional 
expressions. Depending on how a test turns out, the playback includes 
different chunks of definition. That leads to some pretty powerful macros. 
If you also allow recursive calls on the same macro, you have most of the 
trappings of a serious programming language. It's not always very read­
able, but it's potential power is impressive. Given enough aspirin, you can 
rule the world. 
'l(Oe did all this and one thing more. He added the capability to divert the 
,JJ output of the formatter into a macro definition. I suspect someone came 
to him and said, "Look, all I want to do is write my footnotes directly in 
line. When you get to the bottom of the page, dump' em out." Sounds neat. 
Until you deal with footnotes formatted by different rules than the running 
text. And footnotes that don't all fit on the current page. And so forth, and 
so forth. 

I have no idea how many mortals have written footnote processors for 
nroff. I happen to be one of them. Getting all that nonsense to come out 
right is a real challenge. It also invokes a heck of a lot more machinery than 
Brian Kernighan ever stuffed into roff. 

And it leads to further design decisions. You can find yourself writing 
macros that define macros. Great. Then how do you include an argument 
escape sequence within such a nested definition? You need to escape 
escapes. Guess wrong on the notation and you have a programming 
nightmare. An early text editor written by Dennis Ritchie had powers 
comparable to nroff. But you had to write 2N-1 escapes to defer processing 
of an escape sequence N-1 times. I wrote editor scripts that sometimes had 
fifteen escape sequences in a row! 

Joe got that part mostly right. The biggest problem with macros in nroff 
was the power they accreted over the years. Combine terse notation with 
the power to cloud people's minds and you have a debugger's nightmare. 
Imagine staying up half the night finding bugs in a program transliterated, 
without comments, from APL to C. Get the idea? 

The second biggest problem with nroff was the irregularity that is 
intrinsic to document formatting. For example, most of the time you want 
to suppress any blank lines that occur at the top of a page. Except when you 
don't. I never did figure out a reliable recipe for telling nroff when to keep 
such space. And that is one of perhaps two dozen such issues. 
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Mike Lesk and a few others eventually hammered out a set of standard 
macros that tamed nroff. Mostly. You could hide behind them and avoid 
the raw power of the underlying machinery. We were just getting comfort­
able with using them, in fact, when the world of computer typesetting 
dawned. 
Aaturally, somebody said something like, "Look, all I want to do is take 
»my nroff documents and typeset them unchanged." And naturally, Joe 
Osanna rose to the challenge. Thus was born the "typesetting roff ," or troff. 
(Eventually, these two distinct programs were brought back together. The 
current instantiation, written in C, is called nroff/troff, among other 
things.) 

After a decade of ten-point Courier, the switch to ten-point limes Roman 
was a real improvement. It was a proportionately spaced font that gave 
documents a real typeset look. And many existing nroff documents did, 
indeed, typeset well unchanged. The biggest problem was the occasional 
table whose layout depended upon all characters having the same width. 
Smarter tab stops fixed that. 

But of course, that was not all we wanted to do. Even the earliest 
typesetters held multiple type faces. You could display them in multiple 
font sizes. Everybody wanted to produce documents that used more than 
one font. 

Most of the machinery was already in nroff. Joe added a richer set of 
escape sequences to specify fonts and funny characters. He wired in an 
nroff I troff switch that let you write smart macros. You could have the same 
macro mean one thing when speaking nroff to a conventional printer. It 
meant something similar, but smarter, when speaking troff to a typesetter. 
People became wise in the ways of writing documents that both printed 
and typeset well. 

Still, that machinery began to strain in many small ways. Remember the 
underlying model. You feed in mostly free-form text. The program makes 
various intelligent guesses about how to rewrite it to print prettier. You 
intersperse occasional markup. The program executes builtin commands 
and defined macros to augment the intelligent guesses. You also divert 
occasional chunks of formatted text from the printer into macro definitions. 
Later, the program is expected to eat this refried text and like it. 

In the case of nroff, refried text differs little from the original. Printers 
eat much the same characters that terminals produce and consume. The set 
may be a bit richer, but it still fits in an eight-bit byte. The text may also take 
its interspersed white space more seriously. But that is not such a big 
difference either. Occasionally, you tell nroff to honor the spacing in the 
input text anyway. (This is "no fill" mode.) 
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In the case of troff, however, the output is much richer than the input. 
Each character has an associated type face and point size. The spacing 
between characters is no longer some integral number of space characters. 
This is not the sort of thing you want to divert into a macro for later 
reconsideration. 

Whatever the program diverts into a macro, it must be palatable as typed 
input. It must also capture various aspects of how it should appear when 
emitted to a typesetter. That leads to some nasty encoding decisions within 
nroff I troff. Those decisions shine through to the user in various ways. They 
determine the conceptual model that you must understand to program 
macros correctly. 
]'(t is a tribute to Joe Osanna that he got this beast working at all. It is a 
,JJ greater tribute that he improved it over a period of years to make it useful 
for an ever-growing constituency. Brian Kernighan and I typeset our first 
few books using troff. As pioneers, we relied heavily on Joe's responsive­
ness. We weren't disappointed. 

When Joe died, Brian inherited nroff/troff for a spell. What he found 
inside that program was a classic case of hardening of the arteries. Too much 
had been done for too many different reasons over too long a period. 

Here is an example. One of the neat things that a good type face gives 
you is a set of ligatures. These are groups of letters mushed together to look 
prettier. Common ligatures are "fi," "fl," and "ffl." You will find them more 
often in the older type faces than in the newer ones. (Such is progress.) 
Naturally, Joe taught troff how to look for ligatures automatically in text to 
be typeset. The program replaces each one with a funny internal code that 
typesets appropriately. You can, of course, turn this machinery off if you 
are a Philistine. 

The tough design decision is where in the processing of text to introduce 
ligatures. Do it too early and you corrupt text that might not be destined 
for the printed page. Do it too late and you might miss opportunities to 
recognize ligatures. It's a hard enough decision to make to a newly specified 
program. Retrofitting it to existing code is much harder. 

What Brian found inside nroff/troff was revealing. The main loop for 
processing markup commands had some funny code in it. First it memo­
rized the current state of ligature processing. Then it turned such processing 
off. Only then did it eat a line and process it as a command. When it was 
done, it reverted ligature processing to the appropriate state. (That state 
might change as a result of executing the command, of course.) 

You can guess why. The ligature filter was obviously inserted upstream 
from the command processor. A "fill" command, written as . fi, gets 
turned into a ligature before it can be recognized. The machinery has to be 
temporarily shut down for each command. 
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I don't pretend that this state of affairs is anything less than horrid. I used 
to cite it as a classic case of bad program design. That was years ago, before 
I watched some of my own code silt up. Now I'm more understanding. Bad 
as it is to process ligatures in the wrong place, I can forgive Joe for doing 
so. He knew better than anybody what sort of compromises were necessary 
to do the job at all. Everyone around him was busy starting sentences with, 
"Look, Joe, all I want to do is ... " Few cared what he had to do to make it 
work. 
':I~ ernighan once said, "Look, all I want to do is typeset equations simply. 
IA.Let me describe what they look like instead of trying to parse what 
mathematicians insist on saying about them." He went on to invent the eqn 
language, which was an instant and lasting hit. Ventura Publisher has 
adopted it almost intact for their equation-setting markup. (I've yet to find 
any credit given to Brian in any of their documentation, however.) 

Brian's implementation of eqn was as a preprocessor that filters troff 
input. It spots equations, eats them, and spits out the most astonishing 
troff-ish critters you are likely ever to see. Seeing all those macro expansions 
squirming about in eqn output is like lifting a rock in moist soil. Again, it 
is a tribute to the willing beast called troff that it will eat such worms. Just 
to make life easier for those of us who must typeset the occasional equation. 

Mike Lesk did a similar thing for typesetting tables. I'm sure that tbl also 
evolved from somebody saying, "All I want to do is typeset tables without 
a lot of hassle." It too utters troff obscenities behind your back to get the job 
done. And table formatting has also become one of those specialized 
add-ons to modern typesetting packages. 

Those modern typesetting packages are pretty impressive. They have 
menu-driven command input, WYSIWYG displays, and output drivers for 
a gazillion different printers. They are generally easier to use than 
nroff/troff, with fewer surprises. (Note: I said generally.) But they are also 
weaker than nroff/troff in important ways. Few endeavor to provide the 
powerful macro capabilities that gave the older package its flexibility. 
Instead, the newer packages wire in the successful machinery built atop 
nroff/troff. What you don't see, you can't get. 
7{ have rambled back and forth between history (as I saw it) and design 
,JJ issues. In case the critical points got lost, let me summarize: 
• Users tend to be single-minded in asking for what they want. They are 

indifferent to the need for elegance - until they later get bitten by its 
lack. 

• Programs silt up with change. The cleaner you make them up front, the 
longer they last. Even the best of programs eventually loses its elasticity, 
however. 
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• The people who write the programs that are popular today love to 
chortle over the errors made by their predecessors. They quietly imitate 
their successes. But don't worry about the apparent lack of justice. Their 
day will come. o 

mfterword: My original intentions in writing this essay were much more 
x::iambitious. I was going to start with nroff/troff, then go on to various aspects 
of programming-language design. I soon found, however, that I had more than 
enough to say just about document formatting. I also felt it important to recite in 
one place the history of these programs. Both Kernighan and Osanna have been 
slighted more than once by the very people who have profited most from their 
pioneering work in this area. 

The overarching lesson here is one of caution. By all means, listen to your 
customers. But don't think you can simply give them what they want. Wherever 
possible, give them what they need instead. 





22 Programming for the Billions 

7{ have been fretting about portability almost since the day I began 
.nprogramming computers. In the early 1960s, computers tended to be 
large, expensive, and manufactured by IBM. I often found it necessary to 
run the same FORTRAN programs on several different machines, if only 
to dodge the regular operators and do what I wanted. I quickly saw the 
advantage of producing card decks that could move unchanged from one 
IBM FORTRAN environment to another. 

Nevertheless, I couldn't succeed in producing a universal card deck. I 
won't repeat all the reasons why. See my essay, "Standard C: Evolution of 
the C I/O Model," in The C Users Journal (Pla89) if you care. That goes into 
the gory details a bit more. 

Portability was hardly a big market issue in those days. Quite the 
contrary. Each major computer vendor did its best to lock you into its 
particular flavor of hardware and software. Those were the days of FOR­
TRAN IV PLUS, FORTRAN V, Extended FORTRAN, and other contrived 
dialects. It was hard to avoid the trap of using the cute little extras. It was 
harder still to climb out of the trap when a different vendor came along 
with faster and cheaper hardware. 

UNIX and C were born in the early 1970s. Both have done more to 
support portable software than any other single factor I can name. Never­
theless, neither was put forth originally as an aid to portability. Each solved 
some neat little design issues on DEC minicomputers. Each was a boon to 
serious programmers. That UNIX and C both surpassed their particular 
origins is a tribute to the insights of Ken Thompson and Dennis Ritchie. It 
was not in their original business plan. 

I started my company, Whitesmiths, Ltd., in the late 1970s. I did so 
because I believed in UNIX and C as vehicles for hosting and writing more 
broadly usable code. At the time, AT&T was limited in its ability to sell 
commercial software. For a time, interest and opportunity merged for me. 
I spent a decade with Whitesmiths writing and selling numerous C com­
pilers and the occasional Idris (UNIX-compatible) operating system. 

I was almost fanatical about writing portable code. Exactly the same C 
source files went into the software we sold to run on a Z80 or a DEC VAX. 
We had layered libraries, the bulk written in portable C. Under that came 
system-specific functions, usually written in nonportable C. At the bottom 
lay an irreducible minimum of assembly language for each target system. 

169 
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We could thus move the C compiler, or even the Idris operating system, 
with remarkably little work. 
m small fraction of our customer base appreciated this support for ma­
.a.chine-independent programming. They had products that had to run 
on two or more platforms. They were happy they could buy compatible 
products from a single vendor. They were willing to code for the common 
denominator to get a greater degree of portability. 

Most of our customers, however, were at best indifferent. They wanted 
our products on their favorite system. If we could keep the price down by 
moving portable code, fine. If we kept the features down by avoiding 
nonportable code, not so fine. They wanted access to the peculiar features 
of their favorite system. 

Eventually, we lost the focus on portability. Versions proliferated inter­
nally as we chased each different market opportunity. It costs money (read: 
internal time and effort with no immediate payback) to keep code portable. 
Whitesmiths was never as much fun for me once that happened. 

And that leads me to several important points. Portability is as much a 
statement about economics as it is about technology. A program is portable 
when it is cheaper to move it between platforms than to rewrite it for the 
new platform. 

Thus, portability is not a Boolean attribute for each program. It is a figure 
of merit, a cost. A program may be portable in one context and not portable 
in another. Or it may not be portable enough to warrant the investment. It 
costs more to write and maintain a portable program than one tailored 
for a specific environment. 

Finally, it is cheaper to write a program with portability in mind than to 
retrofit portability. That is also true of correctness, robustness, testability, 
and several other virtues. Unlike those virtues, however, you are not 
assured of a payoff. Unless you actually move the program between 
platforms one day, you lose the investment. Writing portable code involves 
an up-front risk that you can seldom afford to defer. 

The last few years have seen an upsurge in interest in portability. 
International standards are now all the rage. Trade groups are forming "de 
facto" standards where the formal bodies can't move fast enough. The ads 
for compilers and support libraries tout platform independence. 

Most of the people who care about portability occupy fairly small market 
niches. If you sell only a few hundred packages a year, you care about every 
single sale. You can't stay on just one UNIX platform, the market is too 
diverse. You can't even afford to stay on just PC compatibles, not if your 
typical customer needs workstation power. So you write in portable C to 
lower the cost of moving to several platforms. 
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Traditionally, the big hitters have been able to afford code that is less 
portable. Lotus could tailor 1-2-3 for each new platform because they could 
prorate the support and development costs over a large number of units. 
In fact, they couldn't afford not to tailor. The competition has long been too 
fierce in each arena. 
7fi? ut even the large-market vendors are starting to feel the pinch. Today's 
;f'IJmajor products involve megabytes of code, not kilobytes. You need to 
ship that much complexity to be competitive in many areas. The cost of 
parallel support and development is expensive enough for the bits that 
must be tailored. Nobody wants to pay two to five times over for the 
common core. So even products with significant nonportable components 
are developing significant portable foundations. 

The large-market vendors are also facing their own problems with 
proliferating versions. An area of significant growth for American compa­
nies is overseas sales. That often outpaces the growth of domestic markets. 
Traditional American insularity is succumbing to the need for ever more 
sales prospects. 

The historic changes in Eastern Europe and Russia will eventually 
accelerate that trend. These new kids on the block may be broke now, but 
they are determined to develop their economies. They recognize the need 
to use computers to maximum advantage. So if you want to make a buck 
in the software business, be prepared to collect in marks, rubles, or dinars. 

You'd also better be prepared to make your software speak German, 
Russian, or Croatian. Programmers are accustomed to learning English to 
use program-development software. That's not a major added burden, 
since English is an important second language for many professionals. But 
you don't get major market penetration with word processors and spread­
sheets that speak only English. 

I'm not just talking about spelling checkers and hyphenation algorithms. 
Every nontrivial application needs some degree of cultural adaptability. You 
can get a lot of mileage (kilometrage?) out of icons, to be sure. The highways 
of Europe demonstrate that. But you also need to utter an occasional error 
message. Or prompt, or date, or monetary amount, or some other culture­
dependent utterance. 

What software vendors want to do is produce a single product in a 
shrink-wrap package for dealers' shelves. (PC compatibles and Macin­
toshes are thus desirable platforms. There are so many of the little critters 
out there.) If the French marketplace requires a different version, however, 
you can't adopt that simple approach. You must develop, package, and ship 
a special French version. The market size is smaller and your parts count 
is larger. Thus, your costs go up and so does the package price. 
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I learned that you can drown in packages. For many years, Whitesmiths 
created every package we were capable of producing. With success came a 
geometric increase in package varieties. Soon, it was taking as long to 
produce all the packages as it did to develop each release. Portability 
notwithstanding. We learned to prepackage only the most popular combi­
nations. Any other flavor we sold at a premium. 

?1171\t hat the world now needs is a way to deal with the combinatoric 
~explosion of cultural marketplaces. It's sad that the smallest and 
newest markets are the ones that cost the most to service. Better we address 
the economic problems from a technical perspective. We need to factor out 
as many cultural specifics as possible to keep the parts count down. We 
want one market that numbers in the billions, not thousands that number 
in the millions. 

Similar problems have been solved well in the past. We take for granted 
that computers come in varied sizes, speeds, and configurations. Do you 
know who manufactured your diskette or hard disk drives? Do you care? 
I can assure you that you don't want to have to care. 

An important role for an operating system is to smooth over broad 
differences among computers. An application can read and write all disk 
files through a standard set of system calls. It can use memories of various 
sizes and displays of various flavors with similar ease. Ambitious applica­
tions can play the CGA/EGA/VGA alphabet game, to be sure. But most 
don't have to. 

To solve the cultural problem, then, you need similar machinery: 

• The machinery must be standardized across platforms. 

• Actual cultural support must be tailorable separately for each user's 
machine. 

• The information about a given culture must be decoupled from each 
application. 

None of this is news. People have been working on various aspects of cul­
tural adaptability for years. You will often find useful stuff tucked away in 
the more popular operating systems. All you have to do is look for it and 
make a point of using it. 

UNIX, for example, has long been helpful about time zones. Each user 
can log in from a different time zone. Dates, times, and the names of time 
zones all print properly. The system records all times in universal form 
(UTC), so no confusion exists between users. 

More recently, various groups have been working to make UNIX more 
of a cultural chameleon. Several companies now have versions of UNIX 
that speak Japanese. Standards groups such as POSIX and X/Open have 
been hammering out how to specify character sets and collating sequences 
that vary among (and even within) language groups. 
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311c compatibles and Macintoshes fret about a variety of cultural issues. 
-tFJYou can adapt keyboards for those funny characters with accents that 
exist in every language but English, Hawaiian, and Swahili. You can 
exercise some control over date formats. You can sometimes stir up an 
occasional error message in German. 

None of these facilities are uniform across many platforms, however. It 
helps if you can isolate the cultural dependencies in your code. But you still 
must write bespoke code for each platform to obtain the information you 
need and smuggle it into the code. To eliminate such difficulties requires a 
new level of standardization. 

That level of standardization now exists, or at least a good beginning for 
it. You will find it in the new ANSI/ISO Standard for the C programming 
language. C is the first language to make a serious stab at supporting 
programs that want to adapt to varied cultures. It even worries about 
cultures with very large character sets, such as Japanese, Chinese, and 
Arabic. 

X3J11 is the ANSI-authorized committee that developed the C Standard. 
From the outset, in 1983, the membership expressed a strong desire to assist 
programmers in writing portable C programs. Character-set independence 
was also an early and oft-stated goal. (The IBM representative kept remind­
ing us that EBCDIC was also an important character set, not just ASCII.) 
That made it easier to accommodate the various ISO 646 variants of ASCII 
used with different European languages. 

Rather late in the standardization process, the Europeans expressed a 
strong desire to add cultural adaptability to C. They were unhappy that so 
many Americanisms were wired into the C library. At the least, they wanted 
some way to circumvent such wired-in behavior. At the most, they wanted 
to be able to rewire the library on the fly to adapt to different cultures. They 
got both, in the form of a facility dubbed locales. 

Very late in the standardization process, the Japanese expressed a very 
strong desire for language support for manipulating large character sets in 
C. ISO adopted a Japanese motion that all future programming language 
standards support such operations. C could have been the last language not 
to include large character set support. Instead, it became the first standard 
language to do so. 

Locales and large character sets form a significant new component to the 
C language. Together, they represent the internationalization of C. (That's 
such a big word that most people write it as IlBN. The 18 stands for the 18 
omitted letters.) Let's look at each of the pieces separately. 

A locale is a collection of conventions peculiar to a given cultural group. 
At first blush, you might think that "locale" and "language" are synony­
mous. If you travel between America, England, and Australia, however, 
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you soon learn better. It is no joke that the English-speaking world is often 
divided by a common language. I still misread dates in Australia because 
the locals insist on writing numeric dates backwards from the way I was 
taught to read them. At best, language is but one component of a locale. 
IO'ven within a given country, you will find varying locales. Most civilians 
~rite negative numbers with a leading minus sign. Accountants often 
favor surrounding parentheses instead. Or they write a trailing DB, for 
example. 

You may think you know how to sort text. Look up words in a dictionary 
and you know to ignore case distinctions. Look up names in a telephone 
book and watch out for funny rules about ordering Mcintyre and MacWil­
liams. Neither of those documents match the default output you're likely 
to get from your favorite computer sort utility. See what I mean about 
subcultures? 

A locale involves useful lore about character sets, collating sequences, 
date formats, and currency formats. It certainly doesn't cover all the differ­
ences that exist between cultures, but it includes many important aspects. 
You can write many application programs that avoid text messages. A 
judicious use of icons can go a long way. But it's hard to avoid displaying 
the odd date, currency amount, or sorted name list. That's what many 
people use computers to manipulate. So that's what is included in a C 
locale. 

The set of locales is open-ended. The C Standard doesn't say how many 
there are. All it requires is a 11 C 11 locale that behaves like the C language and 
library of yore. It also defines a native locale, named by the empty string 11 11 • 

The native locale is presumably the locale favored by the locals for a given 
computer system. 

Beyond that, an implementation can specify as few or as many locales 
as it chooses. It can also name them as it sees fit. Nor does the C Standard 
say how an implementation must specify a locale. The Standard only says 
that it must. 

That may not sound like much of a standard, but it is more useful than 
you might think. The best analogy is to files and file systems. The C 
Standard imposes quite a few requirements on the properties of files. That 
way, programs can read and write files on a broad assortment of computers. 
But the standard says little about how you name files. And it lets an 
implementation provide many other file services as well. 

Support for large character sets is a similar combination of the specific 
and the general. X3J11 introduced the concepts of multibyte character and 
wide character. Those are the two popular ways of representing large char­
acter sets: 
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• A multibyte character is a sequence of one or more characters that 
represents one character from a large character set. It can occur in a string 
that includes locking shift sequences. Thus, the interpretation of a given 
byte can depend on what has gone before. Multibyte characters are most 
useful for sending large character sets along single-byte pathways -
serial communication lines and text files on diskettes and hard disks. 

• A wide character is a fixed-size integer, typically 16- to 32-bits wide, that 
holds a distinct code for each member of a large character set. Wide 
characters are most useful for manipulating text within a program. 

Both forms have their uses. 
The C Standard lets you put funny characters in comments and character 

strings within C source code. These take the form of multibyte character 
sequences. It provides additional library functions for converting between 
multibyte and wide character forms and for manipulating these new crea­
tures at run time. It specifies how you can switch among coding schemes 
(within limits) by using the locale machinery. That seems to be the irreduc­
ible minimum that must be standardized to permit uniform handling of 
large character sets. 
~3Jll refused to mandate a specific encoding for conventional one-byte 
~character sets. (The committee could have done so - Ada is defined in 
terms of ASCII.) It is hardly surprising, then, that the committee refused to 
mandate a specific encoding for large character sets. Thus, the C Standard 
imposes several constraints on how you can encode large character sets, 
but it permits various encodings. 

In fact, all the popular encodings of Kanji fit this scheme. Some are 
multibyte codes without shift states, some are multibyte codes with shift 
states, and some are wide-character codes. The proposed ISO 10646 univer­
sal character set works as a wide-character code. So too does Unicode, from 
which ISO 10646 was derived. You get in trouble only if you try to use an 
encoding for the wrong choice of representations. 

The major weakness with the Standard C approach to internationaliza­
tion is a lack of practical experience. Some prior art exists for each compo­
nent, to be sure. But nobody has proved that this particular combination of 
ingredients will truly enhance portability. 

I decided to address the issue by implementing all this stuff. I have just 
published a book, The Standard C Library (Pla92). It includes a complete 
implementation of locales and support for large character sets. You can get 
the machine-readable code, compile it, and link it into applications without 
paying a royalty. My hope is that this will stimulate wider experimentation 
with coding for the international marketplace. 

Of course, I had to make up a few things as I went along. I defined a 
format for a "locale file." You can use a conventional text editor to specify 
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as many locales as your heart desires. If a program asks to change locales, 
the library reads this file to find the required information. Such a scheme 
is indeed open-ended. But it may not be as efficient as necessary for some 
applications. And it may not fit well with culture-specific support provided 
by other vendors and standards groups. 

It's still too early to judge the success of the C Standard, this implemen­
tation, or any serious applications in the area of cultural adaptability. I am 
optimistic that the C Standard takes basically the right approach. I like to 
think that my implementation is a good one. But until we get feedback from 
the writers of applications - and their users - we can't pass final judg­
ment. Stay tuned. o 

mfterword: Since I wrote this essay, standards activity has increased dramatically 
.cl.in the area of internationalization. Countries and companies, large and small, 
now look to such standards to ensure the proverbial "level playing field." As a 
result, I believe that too much is going on now. We still need to analyze what the 
world needs, even as pressure mounts to synthesize new standards right away. 
Fifteen years ago, some of us worried about portability among machines. Now we 
worry about portability among cultures. The issues are similar, but the market 
forces have become much stronger. 

This is the first of three essays on writing culture-dependent code. (See Essay 
23: All Sorts of Sorts and Essay 24: Transforming Strings.) 
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.0... orting once dominated computing. In the days when mainframes 
e::1'ruled, I am told that the largest single task occupying many of the big 
machines was sorting. All night long, operators mounted multi-reel data 
sets a reel at a time on multiple tape drives. They sorted the day's transac­
tions and applied them (via a merge) to gigantic data bases. The result was 
a new set of tapes for processing the next night. 

We now live in an era where "gigabyte" is a common noun. Most of those 
multi-reel data sets have migrated to online disk files. Many of them now 
live on departmental, or even personal, computers. The very large data sets 
now inhabit optical jukeboxes and other modern approximations to infinite 
storage. You can access in milliseconds what once took a day or more to 
read from archival storage. 

Sorting has not gone away, however. It gets smeared out across all those 
accesses. The data base is kept in sort by some criterion. So each access 
knows how to cut corners to find the record in question. (This corner-cut­
ting is called searching.) Insertions and deletions must maintain the sort 
criteria, of course. 

The algorithms for sorting and searching are a fascinating topic. For an 
encyclopedic reference, see Donald Knuth, The Art of Computer Program­
ming, Volume 3, "Sorting and Searching" (Knu73). Much as I love to explore 
that topic, however, I sidestep it for now. My concern at the moment is a 
different aspect of sorting and searching. 

At the heart of every sort or search is a function that determines the 
ordering criterion. The function compares two items to be ordered and 
yields a three-valued result. The first item is either less than, equal to, or 
greater than the second item. Clever algorithms may minimize the number 
of comparisons they make. In the end, however, they depend on a compari­
son function to define the sort order. 

That function must play fair. It cannot, for example, cop out and return 
"I don't know." That can be a reasonable response for certain comparisons 
in other contexts. An IEEE 754 floating-point value can be a code that 
represents "not a number" or NaN. Compare a NaN with a finite value, 
such as 3.2, and the answer is, "I can't say how these two values are 
ordered." 

In a sort or search, however, the result must be augmented. It may make 
sense to sort a NaN before any finite value. Or it may make sense to sort a 
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NaN after all other values. It may also make sense to have allNaNscompare 
equal, regardless of their codes. So long as the comparison function returns 
one of three answers, as above, the sort or search can proceed. 

The answer had better be reproducible as well. Every time you call the 
comparison function with a given pair of items, it must yield the same 
answer. Much of the cleverness in sorting and searching algorithms de­
pends on this property. Even a pedantic algorithm that repeatedly com­
pares pairs of items can get testy if the sort order changes under foot. 
~nally, the answer had better be consistent with all other answers. That 

,.JJ means, for example, that comparisons must be transitive. If A is less 
than Band Bis less than C, then A must be less than C. Seem obvious? Then 
consider the ancient game of scissors, paper, and rock: scissors cut paper, 
paper covers rock, rock smashes scissors. The dominance is circular. Try to 
sort by dominance with this function and most algorithms will produce 
fruity results. I suspect that some may even loop forever. 

I am amazed at how seldom these properties are spelled out for com­
parison functions. I suppose they are sufficiently obvious to most program­
mers that they are hard to see as important semantic constraints. It's only 
when you violate one or more, and spend three days debugging a program, 
that you are reminded of their importance. 

A classic failure is to change ordering functions in the middle of the 
stream. For example, the Standard C library has a function called bsearch. 
You specify an array that is in sort, an item to look up, and a comparison 
function. The bsearch function returns a pointer to an array element that 
compares equal, or a null pointer if it can find none. As the b in the name 
implies, bsearch presumably speeds its search by performing a binary 
chop. Thus, it can search an array with 1,000 elements with at most ten 
comparisons. 

The binary-chop algorithm assumes that the array is sorted by the same 
criterion as is enforced by the comparison function you specify on the call 
to bsearch. You can use another Standard C library function called qsort 
to ensure that this is so. One argument to qsort is a comparison function 
that behaves much like the one for bsearch. The arguments to both are 
nearly identical. With a bit of care, you can ensure that both functions use 
exactly the same comparison function. 

What many people do, however, is initialize the search table statically, 
right in the C source code. They sort the initializers for each element by 
hand. Or they use a sort utility that comes with their development system 
of choice. Usually, that works fine. Probably, the sort utility and your 
comparison function specify the same ordering. The "key" is often just a 
text string that sorts in one obvious way. Right? 
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Move the code to a machine with a different character set and you can 
be surprised. Character data in sort on the original host no longer sorts the 
same on the new target. The comparison function yields answers inconsis­
tent with the ordering of the table. Disaster ensues. 

I have learned to be wary of arrays whose order depends on character 
codes. I still initialize them statically, but I no longer make them constant. 
Instead, I sort such tables at program startup, using the same comparison 
function that I use for later searches. (I also comment each such table clearly 
so that future maintainers retain this discipline.) That saves all sorts of nasty 
surprises. 
mou find similar problems among the UNIX utilities. The sort command 
~lets you specify all kinds of special options for the comparison function. 
You can specify multiple keys, or ordering criteria. (Later keys are tested 
only when earlier ones compare equal.) Each key can specify a different 
subfield of the text lines to be sorted. Each subfield can be interpreted in 
different ways. The main thing wrong with all this flexibility is its complex­
ity. It usually takes me between ten minutes and an hour of experimentation 
to get all the keys right for a specialized sort. 

There is another thing wrong, however. Several other UNIX utilities also 
require a comparison function. For example, you drop duplicate adjacent 
lines from a file by piping the sorted file through uniq. And you identify 
lines common to two files (or unique to just one of them) by sorting both 
files and passing them through comm. Both uniq and comm have some 
notion of ''before" and "equal" when comparing two text lines. If that 
differs from the notion imposed by the earlier sort, these utilities often 
misbehave. 

My knowledge of UNIX is admittedly out of date. But the last time I 
looked, the utilities uniq and comm lacked all the ordering options of sort. 
I have slammed into that incompatibility with annoying regularity over the 
years. That inspired me many years ago to write library functions for 
parsing sort keys and using them in comparisons. I still have versions of 
sort, uniq, and comm that can agree on fairly ornate sort criteria. They have 
proved their worth many times over. 

In summary, the comparison functions you use with sorts and searches 
are critical pieces of code. They tailor standard algorithms for particular 
applications. Coded properly, comparison functions help you order data 
sets efficiently and robustly. Done wrong, they cause all sorts of pernicious 
errors. 

The set of all useful comparison functions is very large. I have used 
dozens of distinct ordering criteria with various sort utilities over the years. 
I would gladly have used more, had the sort options been more flexible. I 
have written more comparison functions in C than I care to count. It is 
clearly hard to guess the parameters you need for a flexible parametric 
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comparison function. It is also onerous to require users to specify compari­
son functions by writing C code. 
71il oth of those problems came back to haunt me recently. As I mentioned 
;fiW'in the previous essay, my latest magnum opus is a book on the Standard 
C library (Pla92). (See Essay 22: Programming for the Billions.) One of the 
interesting features added to C is the concept of locale-dependent collation. 
In other words, you can specify how to compare two text strings using 
ordering rules that vary across cultures (and subcultures). 

The workhorse function is called strcoll. You call it with pointers to 
two null-terminated strings. It returns the usual three-way value you need 
to order strings by pairwise comparisons. If you expect to repeat such 
comparisons often, another function can speed the process. You call 
strxfrm to translate a string into an alternate form. Byte-by-byte compari­
son of two such transformed strings yields the same ordering as calling 
strcoll with the untransformed strings. 

The C Standard says that an implementation must contain the functions 
strcoll and strxfrm. It says that changing the locale category LC_ COL­
LATE can change the behavior of these functions. But that's all it says. It 
gives no hints about: 
• how to specify various "collations" 
• what names to give them 
• how to implement the functions 
• how to change their behavior when the locale changes 
Those were the issues I tackled when I chose to implement a complete ver­
sion of the Standard C library. 

My approach to locales was to introduce a locale file. This is a text file that 
you can prepare with your favorite text editor. You use it to describe one or 
more locales. Each specifies a number of culture-dependent parameters. 
For example, here is a sensible locale entry for Australia: 

LOCALE AUSTRALIA 
currency_symbol 
decimal_yoint 
qroupinq "3" 

"$" 
" " 

int_ curr _symbol "AUD " 
mon_decimal_yoint " " 
mon_qroupinq "3" 
mDn _thousands_ sep ", " 
neqa tive_siqn "-" 
positive_siqn 
thousands_sep 
frac_diqits 
int_frac_diqits 
n_cs_yrecedes 

"+" 
" " , 
2 
2 
1 
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n_sep_by_space 
n_sign_yosn 
p_cs_yrecedes 
p_sep_by_space 
p_sign_yosn 
dst rules ":010 

0 
4 
1 
0 
4 

100:042802:102702" 
time_zone ":AST:ADT:-540" 
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time formats "1%d %b %H:%M:%S %Yl%d/%b/%Yl%H:%M:%S" 
LOCALE end 

A. ome of these fields speak for themselves. Some are downright cryptic. 
e=v1 don't pretend that casual users can or should learn the mysteries of 
locale files. More likely, a system administrator or programmer would 
modify an existing locale file for each peculiar need. The point is that you 
can capture many of the peculiarities of a given culture with just a few 
hundred bytes of text. 

A program can read this file at program startup and adapt in several 
critical ways to the preferences of the locals. Or it can adapt repeatedly to 
various locales as it runs, if it is more ambitious. Or it can tailor a specialized 
locale by choosing French dates, say, and accountants' conventions for 
formatting monetary values. A program that is shared in a multiprocessing 
system, such as UNIX, can even adapt simultaneously in different ways to 
different users. 

This example specifies how the locals prefer to format monetary and 
non-monetary amounts, and how they write their dates. That's probably 
the information of widest interest to programmers writing adaptable ap­
plications. The locale file can also specify: 
• additions to various character classes, such as letters with accent marks 

or additional punctuation characters 
• the encoding of multibyte character strings and their corresponding 

wide-character codes, for large character sets 
• the ordering rules for strcoll and strxfrm 

It is this last item that I wish to focus on for now. 
Despite what I said earlier, strcoll is not the fundamental function. 

You can write strcoll in terms of strxfrm, but not the other way around. 
Each ordering rule is thus defined in terms of a string transformation. How 
the transformed strings sort determines the behavior of the ordering rule. 
So you want some flexible way to specify string transformations. 

Perhaps you can see the quandary I faced. I want people to be able to 
specify a large assortment of ordering rules by adding text to a locale file. 
That rules out writing a predetermined set of functions. Each may be very 
fast at enforcing a given ordering rule, but it is also limited. Choosing 
among a finite set of ordering rules is not a happy solution. 



182 Programming on Purpose 

I have already described my frustration at using parametric sort pack­
ages. And I can't say I've done any better than others with my own designs. 
The sort-key parser that I wrote was nice, but it was hardly more flexible 
than the UNIX sort utility. Unless the locale-file reader includes a C com­
piler, it is hard to provide adequate flexibility. And having written the odd 
C compiler over the years, I knew better than to try anything that ambitious. 
~ evertheless, I did design and write several parametric versions of 
~strcoll and strxfrm. Each worked for an interesting subset of 
cases. Each foundered on the shoals of cultural diversity. The problem was 
that I knew too much about what people wanted, but I didn't know enough 
about how to deliver. What I knew was courtesy of IBM and the POSIX 
subcommittee on internationalization. Both of those organizations have 
studied collation rules used around the world. Both have a stake in helping 
computer users implement those rules. Let me give you a few examples. 

The easiest collation rule to implement is one where strxfrm trans­
forms each string unchanged. That makes strcoll equivalent to the old 
war-horse C function strcmp. The ordering is determined by the codes 
assigned to the execution character set. I chose that behavior for the "C" 
locale you get at program startup. I figured it was most culturally neutral. 

A rule almost as simple is to make letter comparisons case insensitive. 
You get this behavior by translating all upper-case letters to lower case (or 
the other way around). The mapping still produces one character for each 
character in the input string. 

That leaves you one step away from a dictionary sort. Such an ordering 
rule is case insensitive, but it also ignores any punctuation. In the extreme 
version of a dictionary sort, you discard all characters other than letters. 
Thus, "can't" and "cant" sort equal, and "cane" sorts before "can't" regard­
less of the values assigned punctuation codes. (I assume that letters sort in 
alphabetical order.) 

On a visit to Stockholm, I discovered a peculiarity with Swedish tele­
phone directories. Seems they treat "i" and "j" as equivalent in determining 
sort order. You can handle such rules by an obvious variation on the 
dictionary sort. Simply map equivalent characters to the same character in 
the transformed string. 

Most languages other than English have characters with accent marks. 
Occasionally, these are encoded as a sequence of two characters - an accent 
mark followed by the letter. That derives from the days of mechanical 
typewriters with dead keys for the accent marks. The carriage spaced only 
after you struck the letter following. The modern trend, however, is to 
define separate character codes for each combination of letter and accent. 
Display a binary file on your terminal screen and you will probably see 
some of them. 
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The ordering rules for accented characters (and other funny characters) 
strain the bounds of creativity. Some simply sort the same as their unac­
cented cousins. That's easy to deal with. Some sort as if they were some other 
combination of letters. (The German "fS" often sorts as if it were "ss.") That's 
still not bad. 

Where life gets exciting is when you get to the disambiguating rules. 
Seems some cultures are happy to order accented characters the same as 
unaccented, provided the rest of the two strings differ. If they prove to be equal, 
then one form of the letter precedes the other. That's somewhat messier to 
capture in a transformed string. 

What you have to do is transform the string more than once. Take one 
pass over the string replacing each character with its sorting equivalent. 
Then tack a distinctive marker on the end. Then take a second pass over 
the string adding characters only for each one that may have to be disam­
biguated. 
7h ere is an example that you can read. Let's say that you want to order 
Rstrings by dictionary order as above. That means ignoring case distinc­
tions among letters and effectively discarding non-letters. But you also 
want distinct strings to compare unequal. Effectively, you want to take a 
second look at strings that sort equal by the dictionary rule. On the second 
pass, you want to perform a comparison of the original text. 

One way to do so is: 
• change all upper case letters to lower case 
• append a period to this string 
• append the original string following the period 
Thus, the string "Can't Happen" becomes "canthappen.Can't Happen" as 
a sort key. It sorts very close to "can't happen" (which becomes "canthap­
pen.can't happen") but doesn't compare equal to it. 

The reports I read from IBM and POSIX go on for pages. Every time you 
think you know all possible sorting rules, some central European country 
throws you another breaking fast ball. It's fun reading, if you're perverse. 

My final solution was almost as extreme as allowing C code in locale 
files. I went back to the simplest programmable system that is also power­
ful, fast, and flexible. I coded strcoll and strxfrm in terms of a table­
driven, finite-state machine. What you put in the locale file is the 
specifications for the code tables. Here, for example, is how you specify the 
modified dictionary sort I showed above: 

collate[O, O ] / / 
collate[O, 1:$# ] 
collate[O, 'a':' z'] $@ 
collate [0, 'A' : 'Z'] $@+'a'-' A' 
collate[l, 0:$# ] $@ 

$0 $I $1 
$I $0 

$0 $I $0 
$0 $I $0 
$0 $I $1 



184 Programming on Purpose 

Again, I don't pretend that this is readable. I won't even try to interpret it 
for you at present. That's my topic for the next essay. 

All I will say for now is that this approach has proved fruitful. I have 
been able to encode a wide variety of comparison rules with this (albeit 
cryptic) scheme. It is satisfyingly terse, so as not to bulk up a locale file. And 
I think it is even reasonably efficient. o 

(7ffterword: As I warned in this essay, there seems to be no end to complexities in 
;a.collation rules. I have since learned that sorting French text requires an added 
refinement. You ignore any accents on the first pass. Then you consider any accents 
in reverse order. The rationale I've heard is that accents near the end of a word 
often change its meaning dramatically. Those near the beginning merely change 
its pronunciation. It is clear that we have much to learn about the needs of various 
constituencies in sorting text. 
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7{n the last two essays, I have been describing some of the features added 
..JJ to Standard C to adapt programs to different cultures. (See Essay 22: 
Programming for the Billions and Essay 23: All Sorts of Sorts.) My interest 
in that topic has driven me to implement the Standard C library and flesh 
out support for locales and large character sets. (See Pla92.) 

I ended the last essay by sketching the way I chose to specify a wide 
variety of collation sequences. I implemented the critical functions 
strcoll and strxfrm in terms of a table-driven finite-state machine. You 
specify the tables as part of a locale in a text file. If a C program changes 
locales, it scans this file and encodes the relevant locale to alter the behavior 
of various library functions. 

Here is a brief review of the problem. You specify a collation as a 
transformation of one string to another. The function strxfrm performs 
this transformation for you. Its behavior can change when you change 
locale. Compare two transformed strings byte by byte and you get the 
desired ordering of the untransformed strings. The function strcoll will 
transform two strings and compare them all at once, if you prefer. 

Ordering rules vary greatly among cultures around the world. In many 
cases, you can nevertheless capture the local ordering rule with a charac­
ter-by-character mapping of the input string to the transformed string. In 
some cases, however, you must rescan the input string to produce a suffix 
for the transformed string. This suffix defines the order when, say, two 
strings differ only in an accent mark on one of the letters. The accent mark 
matters only if the character sequences following the accented character are 
identical. Yup, that's right. 

To perform these transformations, I defined a simple machine with up 
to sixteen states. At any given moment the state determines which table of 
actions to use. The next (eight-bit) input character serves as an index to 
select which table entry to use. A table entry consists of an eight-bit 
translation value, a four-bit successor state, and four one-bit action flags: 
• $F - Fold the translation value into the 16-bit accumulator. 
• $I - Consume the Input character. 
• $0-0utput a character (the translation value if it is nonzero, otherwise 

the less-significant byte of the accumulator). 
• $R - Rotate the accumulator left eight bits. 
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'A'-'Z': 
eat, 

put lower case 
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'a'-'z': 

other: 

null 
Figure 24.1: State-transition diagram for simple dictionary sort. 

Consuming the terminating null character starts a rescan of the input 
string. Outputting a null character stops the translation normally. An 
invalid transformation or silly table entry terminates the transformation 
with extreme prejudice. The machine starts in state 0 with a 0 accumulator. 
7& ere once again is the ordering rule I showed in the last essay. It sorts 
R strings by dictionary order - ignoring case distinctions between let­
ters and discarding non-letters. Two strings that compare equal by this rule 
are then compared byte-by-byte. Figure 24.1 shows a state-transition dia­
gram for this ordering rule. What you write in the locale file is: 

collate[O, 0 ] ' ' $0 $I $1 
collate[O, 1:$# ] $I $0 
collate[O, 'a' :'z'] $@ $0 $I $0 
collate[O, 'A' :'Z'] $@+'a'-'A' $0 $I $0 
collate[l, 0:$# ] $@ $0 $I $1 

The first line sets the collation rule for state 0, character code 0 to 
consume the null input character ($I) put out a period in its place (' . ' and 
$0), then enter state 1 ($1). Consuming the null input character starts a 
rescan of the input string. 

The second line sets the collation rules for all nonzero character codes (1 
through$#, which is 255) in state 0. The action is to consume the input ($I) 
without producing any output and remain in state 0 ($0). 

The third line rewrites the entries for the lower-case letters. The action 
is to transform the character to itself($@), output this transformed value 
($0), consume the input ($I), and remain in state 0 ($0). Of course, this 
notation works properly only if the lower-case letters have adjacent codes, 
as in ASCII. 

The fourth line rewrites the entries for the upper-case letters. The action 
is to transform the character to its lower case equivalent ($@+'a' - 'A') 
then consume and put the letter as immediately above. The last line sets all 
collation rules for state 1. The action is to put the character unchanged, 
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any: 
put 

eat, 
put 'm' 

'a' 

Figure 24.2: Additions to state-transition diagram for Mc/Mac equivalence. 
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consume it, and stay in state 1. Emitting the terminating null ends the 
transformation. 

I wrote the rules in a slightly illogical order to keep them shorter. It is 
easier to flood a state table with the "otherwise" case, then go back and 
overwrite the special cases. Note that this particular transformation makes 
no use of the accumulator. Some messier transformations need it to retain 
a character code or two and reduce the number of distinct states . 
..n::-or a more complex example, we can add a Celtic flavor. Many phone 
,,JJ books sort names beginning with Mac interchangeably with those 
beginning with Mc. Thus, Mcintyre sorts before MacWilliams, not after. 
That makes it easier for most of us to find such names when we're not sure 
of the exact spelling. 

Figure 24.2 shows what you have to add to the state-transition diagram 
in Figure 24.1. Note that half the added complexity lies in undoing the 
damage for names such as Mallory. Here are the lines you have to add to 
the earlier ones in the locale file to define this ordering rule: 

collate[O, 'M' ] $I $2 
collate[2, 0:$# ] 'm' $0 
collate[2, 'c' ] $I $3 
collate[2, 'a' ] $I $4 
collate[3, 0:$# ] 'c' $0 $0 
collate[4, 0:$# ] 'm' $0 $5 
collate[4, 'c' ] 'm' $0 $I $3 
collate[S, 0:$# ] 'a' $0 $0 
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A little arithmetic will tell you that this set of state tables occupies over 
3,000 bytes of storage. Half of that is used simply to emit the letters m, a, 
and c. I'm sure that you can write a comparison function that is much 
smaller than this, and doubtless considerably faster. I know that I could. 

But why should you? If you have an application that applies this sort 
rule all the time, it may be worth coding in C. That will give you improved 
performance, if that matters. It also will let you tailor the comparison more 
than a mere 16 states allows. 

Otherwise, you are better off coding in this higher-level language. It still 
requires programmer-type skills. But you can sit at a keyboard for ten 
minutes with a suitable test harness and beat on it until it works. That's the 
same sort of investment I make in getting the command line right for a hairy 
UNIX sort. And you can use it, just like a shell script that drives a sort, with 
programs available only as executable binaries. No need to compile and 
link-in chunks of code. 

You can stockpile dozens, or even hundreds, of ordering rules such as 
this. Give each a mnemonic name and a descriptive comment line or two. 
Put the most-used ones in your standard locale file. Keep the rest handy in 
a directory of files you can scan with grep. Add them to your active locale 
file as needed. That, to me, is a sensible way to deal with the telephone 
directories of Europe. 
mnother important addition to C is support for large character sets. The 
.el.Japanese, Chinese, and Arab cultures all have character sets that num­
ber in the thousands. They have become, or are becoming, major new 
markets for applications software. 

The C Standard lets you encode large character sets two different ways. 
Multibyte characters are sequences of one or more bytes, each typically eight 
bits. Each sequence specifies one character in the larger character set. Wide 
characters are fixed-size integers, each typically 16 to 32 bits, that can 
represent all the characters in the large character set as distinct codes. 

The Standard C library provides the functions mbtowc and mbstowc to 
translate from multibyte to wide-character forms. The first delivers a single 
wide character. The second translates an entire null-terminated multibyte 
string to a null-terminated wide-character string. The library also provides 
the functions wctomb and wcstombs to translate the other way. 

None of these functions has to worry about rescanning a string, as 
strcoll and strxfrm must. But they face a different nasty problem. 
Some encodings of Kanji, the large set of Chinese characters used by the 
Japanese, employ multibyte strings with locking shift states. 

Some of you may have encountered a similar encoding used on ASR 37 
Teletypes and equivalent terminals. The ASCII control code shift out (SO) 
puts the terminal in an alternate shift state. Type a letter b and you get a 
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Greek ~ instead, for example. The terminal continues to speak Greek until 
you send it the control code shift in (SI). It then reverts to its initial shift state, 
speaking the approximation to English favored by programmers. 

Not all popular encodings of Kanji (or other large character sets) use 
locking shift states. For the rest, each multibyte sequence is self determin­
ing. As you inspect each character starting with the first of a sequence, you 
know: 
• whether it is a valid character 
• whether an additional character follows 
And given a valid multibyte sequence, you know its corresponding wide­
character code. 

The C Standard offers several additional anchors in this sea of varied 
character sets. It specifies that multibyte strings within a program (such as 
comments and format strings) begin in the initial shift state. In the initial 
shift state, the common characters such as a are the one-byte codes you 
know and love. And most important, the null character (code value zero) 
can never occur as part of a multibyte code. It always stands for a one-byte 
null character . 
.0:... till, there are problems. Large character sets abound, as I keep empha­
~sizing. Major vendors have, in recent years, adopted Kanji encodings 
across much of their product lines. They thus have a stake in supporting 
their particular encoding very well. Sadly, differences often exist between 
vendors. 

I chose to implement the Standard C library without choosing a particu­
lar large character set. That put me in the position of having to support 
(potentially) all the more popular encodings. I couldn't ignore codes with 
locking shift states. Nor could I assume they would always be present. I 
thus had to write mbtowc, mbstowcs, wctomb, and wcstombs to be as 
general as possible. 

As with the collation functions, I mucked about for awhile with different 
ways to parametrize these transformations. And as with the collation 
functions, I found myself repeatedly thwarted by cultural diversity. I 
couldn't easily encode all the ways that European cultures have chosen to 
sort text. Nor could I encompass all the ways that Japanese programmers 
have contrived to encode Kanji. 

My solution, once again, was to introduce two more table-driven finite­
state machines. One translates a multibyte sequence to its equivalent 
wide-character code. The other does the reverse. Both have to fret about 
state memory, in case the multi byte code involves locking shift states. And, 
of course, both must be defined together. You want to translate back and 
forth between multibyte sequences and wide characters with some degree 
of consistency and sanity. 
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I find it sad that I ended up with three different finite-state machine 
drivers. Perhaps if I were smarter, I would have found some way to 
combine them into one. All are similar enough to use the same notation in 
their locale-file specification. But each differs enough from the others to 
warrant separate treatment. Consider: 
• The collation functions map a string of characters to another string of 

characters. 
• The multibyte functions map a string of characters to a string of wide 

characters. 
• The wide-character functions map a string of wide characters to a string 

of characters. 
I suppose that's difference enough to warrant three distinct sets of func­
tions. Two particular differences are: 
• The multibyte functions output an entire wide character. 
• The wide-character functions copy each input wide-character to the 

accumulator, then index into the current state table using the less-sig­
nificant byte of the accumulator. 
The drivers for the three sets of functions also differ in how they return 

control part way through a transformation. But that involves low-level 
programming details that I choose not to address here. 
7h ere is a practical example. One popular Kanji multibyte encoding is 
Rcalled Shift JIS: 
• A character code in the interval [Ox81, Ox9F] or [OxEO, OxFC] signals the 

first of a two-character sequence. Any other code is a single character. 
• The second character must be in the interval [Ox40, OxFC]. 

A variety of wide-character codes for Kanji also exist. The string trans­
formations supported by this implementation are, of course, limited. I thus 
endeavor to define a wide-character code set that is adequate and within 
the capabilities of table-driven finite-state machines. In this case, I chose: 
• The wide-character code for a two-character sequence is the first byte 

shifted left eight bits and ORed with the second byte. 
• The wide-character code for a single character is that character code with 

high-order bits zero. 
This encoding meets two important constraints that the C Standard im­
poses on wide-character codes: 
• The wide-character code for a common character such as a (written 

L' a' in C source code) equals the one-byte code ' a' . 
• The wide-character code for the null character is zero. 

Figure 24.3 shows the state-transition diagram for the multibyte func­
tions. Figure 24.4 shows the corresponding state-transition diagram for the 
wide-character functions. Each requires three states, and each reports an 
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any: 
fold in 0, 

rotate 

other: 
put 

81-91", 60-FB: 
eat, fold, rotate 

put 

other: 
error 

Figure 24.3: State-transition diagram for translating Shift ]IS to wide character. 
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error for any invalid codes. What you write in the locale file to implement 
these string transformations is shown in Figure 24.5. 
11rhe entry mb _cur_ max defines the current value of a macro accessible 
\tLlto the C programmer. It promises that no multibyte sequence in this 
locale need be longer than two bytes. That can be invaluable in allocating 
buffers for assembling and disassembling multibyte sequences. 

The only other peculiarity I will explain here is the symbol x. I use it to 
mark those table entries that report an erroneous transformation when 
executed. Beyond that, I leave it to your new-found knowledge to interpret 
what's going on (assuming, of course, that you still care). 

any: 
fold in O, 

rotate 

other: 
put 

81-91", 60-FB: 
eat, fold, rotate 

put 

other: 
error 

Figure 24.4: State-transition diagram for translating wide character to Shift ]IS. 
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NOTE JIS codes with Ox81-0x9F or OxEO-OxFC 
NOTE followed by Ox40-0xFC 
SET A Ox81 
SET B Ox9f 
SET c OxeO 
SET D Oxf c 
SET M Ox40 
SET N Oxf c 
SET x 0 
mb cur max 2 
mbtowc[O, 0:$#] $@ $F $0 $I $0 
mbtowc[O, A:B ] $@ $F $R $I $1 
mbtowc[O, C:D ] $@ $F $R $I $1 
mbtowc[l, 0:$#] x 
mbtowc[l, M:N ] $@ $F $0 $I $2 
mbtowc[2, 0:$#] 0 $F $R $0 
wctomb[O, 0:$#] $R $1 
wctomb[l, 0:$#] x 
wctomb[l, 0 ] $R $0 $I $0 
wctomb[l, A:B ] $@ $R $0 $2 
wctomb[l, C:D ] $@ $R $0 $2 
wctomb[2, 0:$#] x 
wctomb[2, M:N ] $0 $I $0 

Figure 24.5: Locale file for translating shift ]IS. 

I have developed locale specifications for two other popular Kanji 
encodings: 
• Extended UNIX Code (or EUC) is a variant of Shift JIS, at least in its 

simplest form. It also requires two three-state machines. 
• /IS is an older encoding with locking shift states. It requires six- and 

nine-state machines. 
I won't bother to show you either of these additional locales. The points I 
emphasize are the same as for the collation functions. You can certainly 
write code that is smaller and faster for any given encoding of a large char­
acter set. The machinery I have implemented can do the job, however, 
often with adequate efficiency in space and time. If you need the flexibility, 
this may be the only way to fly. 
7{ conclude with a brief polemic. It seems that ISO is finally getting serious 
;Jl about standardizing a "universal" large character set. It is intended to 
provide a unique code to every glyph scrawled by humankind since graffiti 
first appeared on the walls of caves. Basically, I agree that this is a good idea. 

An early effort along these lines was tentatively dubbed ISO 10646. It 
represents the widely-used Latin alphabet in four characters, as three 
spaces plus the usual single character. Standard C, in its current form, can 
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tolerate this provided we can also represent the common characters as 
single-character forms. As a 32-bit wide-character encoding, it can be made 
to work with similar additions. 

ISO 10646 appears to be losing out, however, to an alternate scheme 
called Unicode. Unicode represents Latin as three null characters plus the 
usual single character. As a 32-bit wide-character encoding, that's just fine 
for Standard C. Unfortunately, it is being put forth as a multibyte code. That 
leads to character sequences with embedded null characters. 

C programmers have learned over the years that null is well worth 
reserving as a string terminator. It is certainly not essential, but it is often 
convenient. Our protests, however, have fallen on deaf ears within ISO. 
Their attitude is basically that C is a twenty-year-old language, and just one 
of many. We will have to grow up and learn to use whatever the character­
set experts devise for us. 

My attitude is rather different. I believe that C is the quintessential 
language for manipulating text. Look what's been accomplished in the past 
two decades with C and UNIX. We have experience that is well worth 
listening to. And we have a culture that is broad and deep enough to truckle 
to with any new standard. 

Every one of the constraints on character sets that I've outlined here has 
been challenged, at one time or another, by other standards bodies. My 
experience implementing the Standard C library only reinforces my preju­
dice that we chose those constraints wisely. 

As far as I know, the ISO large character set encoding is still not frozen. 
I only hope that the C community gets a proper hearing before that 
happens. o 

mfterword: I can now report that ISO 10646 is frozen. It corresponds closely to 
~UNICODE. And it meets the rules of C for forming sets of wide-characters. 
Mostly. A few problems remain to be reconciled between ISO 10646 and various 
programming-language standards (including C). But I have hopes now that the 
marriage will be fruitful. 

The software technology outlined in this essay is another matter. It seems that 
the POSIX Standard takes a somewhat different approach to specifying locales. I 
am still investigating how to reconcile these differences. The rapid evolution of other 
standards on internationalization only adds to the confusion. You may not care 
about all this activity now, but I suspect that within a few years many of you will. 





25 Books for Our Times 

(?Ypril first marks the beginning of my fiscal year, morally speaking at 
.Q.least. lt's the time when I take stock of the previous twelve-month. I pay 
my taxes by atoning for any excess hubris. I plan the year to come with all 
the humility I can muster. I also indulge in a bit of noise making and 
fireworks, to avoid an excess of sobriety. 

In short, April Fool's Day combines the best of New Year's Day, Rosh 
Hashanah, and Chinese New Year. To me at least. It has the added advan­
tage that hotels and restaurants are less crowded. And I figure I'm better 
off in the company of a few fellow fools. 

Books are heavy on my mind this time around. I've spent much of the 
past couple of years churning out technical books on the business of 
computer programming (P&B89, P&B92, Pla92). I still have a backlog of 
several more. Ten years of running a software company kind of got in the 
way of this particular passion. I have a lot of catching up to do. 

It's easy to lose perspective, however. We book authors do considerable 
churning for each book we get out. When we're not home writing, we're 
off giving lectures. We talk to fellow authors and lecturers about the latest 
ideas and techniques. We work hard to stay at the cutting edge. 

We tend to forget about all the poor programmers who must live well 
back from the cutting edge. They work with inadequate tools and spotty 
training. They have goals that are shapeless and shifting at best, impossible 
at worst. For many, programming is not a creative attempt to bind ever 
greater complexity with ever greater reliability. It's more like being an 
accountant for a mediocre chain of restaurants in the middle of a deep 
recession. 

It's about time somebody started writing books that tell the truth. No 
point in discussing data-flow diagrams when most programmers can't 
even find all the data they're supposed to be processing. Why teach CASE 
tools to people who don't even have access to all the source code and 
compilers they need? Forget reliability measures if survival is the principal 
measure of success. 

What follows is a list of book proposals. They are aimed at the belea­
guered masses, for a change. Software engineers need not apply. Look them 
over. If you see some that you might like to buy, let me know. I'll pass the 
most popular ones on to my publishers. Who knows, they just might end 
up on my future projects list. 
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By the way, some of the themes may seem familiar to you. You may have 
run across a book with a similar title in the past. Don't think I'm stealing 
other people's bright ideas, however. Remember that all great minds think 
alike. 
~roposed title: Algorithms - Data Structures= Assembly Language. 
-tFJThe problem with most programming languages is they get in the way. 
They insist that you commit to some data type for each area of storage that 
you set aside. That's fine if you want to treat pointers as pointers all the 
time, or floating point as floating point. It's a real nuisance if you want to 
fiddle bits to your heart's content. 

Data structures cause even more problems. Your typical compiler insists 
on leaving holes between some members where you might not want them. 
It insists that you add bogus elements to put holes where you really want 
them. It makes you create unions wherever you use storage more than one 
way. You can't just make a list of byte and bit offsets on the back of a napkin, 
the way you really want. 

This book teaches you how to implement algorithms with code that is 
as compact and speedy as possible. It shows you how to avoid the silly 
preoccupation with data structure that is costing the industry so many 
megabytes and microseconds. It de-emphasizes readability and maintain­
ability in favor of truly important goals. The title says it all - assembly 
language is the key to ignoring data type and structure. 

For the advanced student, you will also find discussions of: 
• writing self-modifying code 
• protecting trade secrets through obscure names and comments 
• job security in an uncertain marketplace 
The book contains numerous untested code fragments. About 500 pages. 
No illustrations. 
~roposed title: The Programming of Art's Computer. Why is it that 80 
-tFJper cent of all software project managers, and essentially all purchasers 
of contract software, have names like Art, Mike, or Susan? And why is it 
that Art (or Mike or Susan) always picks the hardware before talking to any 
software types? The reasons are shrouded in mystery. The fact remains that 
most programmers work on projects that are doomed from the outset. We 
don't get to pick tools and equipment that suit the job. Instead, we spend 
nearly all our time programming Art's computer. 

I envision this as a multi-volume series, to be produced over a number 
of years. The topic is simply too vast to cover in a single book. Programming 
the wrong equipment goes to the very heart of what many of us do for a 
living. I haven't had time to work out the entire series, but here are the first 
three offerings: 
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• Fundamental Aggravations that you have to put up with in getting the 
hardware to work at all 

• Semiliterate Auditors and how to keep them at bay while you're strug­
gling to get the job done 

• Sorting and Searching through documentation to get hints about how 
to make the hardware work right 
All code in the series is presented in an artificial assembly language for 

a nonexistent machine. Unsupported assemblers and interpreters are avail­
able from various third parties for a wide assortment of prices. No correla­
tion exists between price and reliability of this software. The idea is to 
model your normal work environment as accurately as possible. 

The first volume will consist of about 400 pages. The second edition of 
the third volume will be released just after the third edition of the second 
volume. 
Jl1roposed title: Strictured Design. Nobody likes to talk about the real 
~constraints on designing computer software. We hide behind Pert 
charts and reliability measures. We talk glibly about cohesive modules and 
performance guarantees. What we really care about, however, are the 
practicalities. Let's face it, nobody is going to let you write programs if you 
tell the bald truth. 

The trick is to concoct prices and delivery schedules that are at once 
believable and easily disposed of. You need to get the decision makers to 
commit, naturally. Then you have to string them along until you can really 
get the job done. 

Being a bald-faced liar is a help, but it's not enough in these competitive 
times. You have to learn enough technical mumbo jumbo to avoid paying 
penalties when the project comes in late. (Notice that I did not say if the 
project comes in late.) That's what this book is about. 

Strictured Design discusses the real-world strictures that plague any 
well-meaning effort to deliver the software goods. It ignores the mundane 
details of actually writing the code - you know how to crank out a few 
thousand lines of code, for heaven's sake. Instead, it emphasizes those 
interpersonal skills that many programmers learn too poorly or too late. 
You learn, for example: 
• back-to-front scheduling - "I want it in six months. When can I have 

it?" 
• capacity planning- "My brother-in-law sold me this machine. Is it big 

enough?" 
• creative equivocation - "These specs seem a little vague here. Can you 

tighten them up?" 
Maybe 300 to 600 pages. Possibly with illustrations. Expected delivery, 

fourth quarter of the fiscal year. 
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~roposed title: Disciplining Programmers. For those of you who have 
-iFJmade it to the ranks of management, this book is for you. You know 
from first-hand experience just how unmanageable programmers can be. 
They'll spend all their time playing Tetris and flaming each other via e-mail 
if you don't keep them in line. They certainly don't believe in the project, 
the schedule, or the company style guidelines. (Why should they? You don't 
either.) 

Nevertheless, there are ways to keep them in line. To paraphrase Mo­
handis Gandhi: 
• The best leaders are those who get the programmers to say, "We messed 

it up ourselves." 
• The next best are those who get them to say, "We love our boss regard­

less of who messed up." 
• The next best are those who rule by hatred or fear. 

Third best is generally good enough for most programming projects. 
Thus, this book focuses on ways to control a programming staff by playing 
to their basic hatreds and fears. Emphasis is on generalities, naturally. 
Nevertheless, the book can't help but give an occasional piece of concrete 
advice. 

A central theme is boredom as a management tool. Some programmers 
actually fear for their jobs, particularly in these hard economic times. But 
all programmers detest boredom. Consider, for example, Chapter One: 
Bringing Your Staff to Heel. It describes how to escalate meetings and 
progress reports until even the burnt-out cases beg for mercy. Appendix A: 
Dealing with Smart-Asses, shows several more subtle ways to inflict 
boredom on individual trouble makers. 

You will find no space wasted here on conventional management wis­
dom. None of that Harvard Biz School hoity-toity nonsense. Instead, em­
phasis is consistently on ruling the unruly while avoiding blame for the 
inevitable failures. If you wanted an easy job, you'd be an accountant for a 
mediocre chain of restaurants. 

Six hundred pages, including 150 pages of useless forms with wide 
margins as an appendix. 
~roposed title: Sin and the Maintenance of Art's Motorcycle. Here's the 
-iFJsurreal member of the set. The idea is to teach the realities of software 
maintenance through allegory. 

The protagonist in this philosophical narrative is recovering from a 
nervous breakdown after five years of managing failed software projects. 
She is working her way back up the ranks by performing telephone 
customer support for the products she helped develop. (It's the latest thing 
from California- a combination of tough love and aversion therapy.) 
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Meanwhile, our protagonist (call her Hydra) is also working on her 
long-standing fear of hardware. She is moonlighting at a nearby garage 
doing tune-ups and rotating tires. Then fate takes a double-helical twist. 
The chief mechanic puts her in charge of maintaining the vintage Harley 
driven by her boss, the notorious Art. (See above.) 

Christian guilt wars with her natural desire for revenge. Should she 
loosen an occasional bolt? Set the timing off by five degrees? Hide his 
9 /16-inch wrench? All would serve him right for the way he treats his staff. 
(See immediately above.) 

But Hydra also realizes thett vengeance, like inadequate maintenance, is 
a never-ending cycle (no pun intended). She moralizes at length about the 
duties of the mechanic, and the programmer, to do a proper job. Students 
of Japanese manufacturing practices will enjoy her droll comparisons 
between Harleys and Kawasakis. 

The climax comes when Art discovers Hydra's dual role in his life. He's 
still struggling with the teleological implications even as Hydra quits both 
jobs. With several friends, she buys a mediocre restaurant from a failing 
chain and turns it around. It becomes the most successful vegetarian taco 
place in town. The only male employee is the dishwasher, who was once 
the accountant for the restaurant chain. 

That rather obscures the points made earlier in the book, but feminists 
will love it. Three hundred pages, paperback only. o 

mfterword: This is the last of my April Fool's essays in this collections. It is also 
.a.the most off-the-wall. In case you missed the point, this essay spoofs a handful 
of the more popular books in our field. (See if you can recognize all the originals.) 
Unfortunately, several readers agreed that a number of these books are truly needed. 
The most votes went to The Programming of Art's Computer. I don't know 
whether to laugh or cry. 
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7{ finally installed a network at home. That's an exercise I've put off 
;.nrepeatedly. You can only deal with so many pockets of complexity at any 
one time. No point in adding new ones until the need is clear and present. 

For me, the need became clear and present with surprising suddenness. 
I found myself the owner of an assortment of computers. All are PC 
compatibles, of various shapes and sizes. Each assumes a different support 
role for me and other members of my household. All seem to need to 
exchange great quantities of data every day. You can only run from com­
puter to computer with stacks of diskettes for so long. Then you start 
thinking about the problems you wanted to solve with computers in the 
first place. When the putative solution starts taking more time than the 
original problem, it's time to shift gears. 

Like many of you, I center my working life around a computer. First 
thing in the morning and last thing at night, I use a Compaq laptop to collect 
my Internet electronic mail. Filing mail, composing responses, and noting 
action items can take anywhere from ten minutes to an hour. Part of my 
day often goes into typing in essays like this one. I send them to magazines 
via e-mail and get the galleys faxed back to me on a Compaq desktop 
computer. I also use e-mail and fax to review proposals and edit articles for 
The C Users Journal. 

I typeset all the textbooks I write using Ventura Publisher. Quick proofs 
go to a Hewlett-Packard DeskJet SOOC. Serious PostScript goes to a NEC 
laser printer. Production quality output goes onto diskettes and down to a 
service bureau in Cambridge. The same machinery produces listings, let­
ters, and illustrations. (My son Geoffrey does most of the latter, in both color 
and gray scale.) 

What I write about is computer programming. Years ago, I adopted the 
silly constraint that I should stay experienced in what I write about. (Yes, 
we can all name several experts who earn far more than I, partly by wasting 
little time on such frivolities. I didn't say I was smart.) That self-imposed 
discipline means that I keep writing code and testing it. And that means 
that I keep buying compilers, installing them, and using them. 

I really shouldn't call them compilers. What people sell these days are 
program development systems. They combine compilers with source-code 
control, text editing, interactive debugging, on-line help systems, and 
libraries galore. You have heard me gripe on several occasions about the 
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tens of megabytes of disk capacity that each of these wondrous packages 
commandeers. I should also gripe about the computer power they need to 
perform adequately. I had to buy a 50 MHz 486 from Gateway just to store 
and run all these packages. Still, many of them do happen to perform minor 
miracles of code generation as a useful side effect. 
.1flltY wife, Tana, and I also keep checkbooks, budgets, and tax records 
Plonline. Then there's telephone numbers, calendars, lists of things to 
do, and so forth. Last and hardly least come computer games. I use them 
to procrastinate, when the adult in me says "write" and the child says "no." 
For Geoffrey, they are simply a way of life. (See "Programming on Purpose: 
Piled Higher and Deeper," Computer Language, September 1992.) 

Perhaps our household is a bit more computer centered than average. 
As a high-tech enterprise, however, it is hardly unique. Many an office or 
work group faces similar problems. Multiple people need access to multiple 
computers and printers to access multiple data files for multiple reasons. 
Sometimes they cooperate, sometimes they compete for limited resources. 
In all cases, they want to do their jobs with a minimum of running around 
and knocking into things. 

Once upon a time, large companies bought mainframes to solve this 
problem. Nobody else owned computers. Later on, smaller companies and 
departments bought minicomputers with multi-user operating systems. 
The answer today is to buy lots of single-use computers for individuals. 
That minimizes conflicts, but at the cost of isolation. 

To overcome the isolation between computers, you have to hook them 
together somehow. I have gotten by for years with a powerful product 
called Laplink. It comes with a cable that ties two machines together by 
either their serial or parallel ports. Fire it up on both machines and it lets 
you shovel data reliably back and forth at prodigious rates. So long as the 
need is occasional and one machine is portable, it's hard to want more than 
what Laplink provides. 

Many people find that their principal need for interconnection is to share 
printers. Where that is the case, you can cut corners all sorts of ways. Oodles 
of gadgets exist for multiplexing printers across two or more computers. 
Some do a serious amount of buffering for you. Most are pretty good at 
resolving conflicts safely and automatically. All are typically much cheaper 
than a full-bore network. (Nevertheless, my friends tell me that many an 
office has laid out $10,000 or more for a network that only shares a laser 
printer among multiple PCs.) 

As an erstwhile computer expert, I am supposed to know all sorts of 
stuff. Nevertheless, I have managed to stay remarkably ignorant about 
certain pockets of our broad and turbulent field. Not even my penchant for 
soaking up trivia has led me to peer inside a few of those pockets. One 
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pocket of ignorance I confess to is data-base technology. Another, until very 
recently, has been networking. 
~nee I committed to installing a network, I began reading voraciously. 
"17The trade magazines, surprisingly enough, were not of much help. 
They are aimed primarily at network managers. These folk want to be 
reassured that their jobs are indeed thankless. Or they want to know about 
the latest in boards, boxes, and software packages that help them spy on 
legitimate users of the network. Or they want detailed rationales for 
upgrading from version 2.x to 3.x of whatever network they' re running on. 
(Have you noticed lately that two thirds of all software products have just 
introduced version 3.x?) 

I did find a trade book that fit my needs remarkably well. It's PC 
Magazine Guide to Connectivity by Frank J. Derfler, Jr. (Der91). The author 
assumes that you know nothing about networks, but that you're not stupid. 
He takes you from a standing start to where you can talk sagely about PC 
networks at a cocktail party. And he feeds you considerable data from PC 
Magazine's thorough product reviews. 

I learned that Novell's NetWare dominates the market for server-based 
networks. Such networks require that you dedicate one machine to running 
the network. Typically, that machine serves as a central repository for lots 
of files. You put your big disks, and maybe your printers as well, on the 
server. All the other machines on the network are clients. They can get away 
with little or no disk storage of their own. Transfers over the network are 
fast enough that clients don't mind using the server's disks. That, of course, 
also eliminates duplication of resources. And it makes it easier to control 
access to shared resources. 

Novell is hardly alone in this important field. Microsoft's LAN Manager 
and Banyan's VINES are two tough competitors. The payoff for us consum­
ers, as usual, is twofold. Prices are held in check and the products keep 
improving at a rapid rate. 

But I didn't want to dedicate one of my computers to running a network. 
That would over stretch an already strained equipment budget. What I 
wanted was a peer-to-peer network. Such a network lets any of the ma­
chines on the network behave as a client, a server, or both. All machines 
still behave mostly as standalone PCs. Occasionally, a server gets boggy 
when someone else pokes at one of its files or printers. Otherwise, being a 
server just costs you a little of your precious RAM. 

The most important thing I learned about from Derfler's book was 
Artisoffs LANtastic. It's a peer-to-peer network for PCs that has consis­
tently earned top marks from PC Magazine's product reviews. It has good 
performance and reliability, and it makes fairly modest demands on mem­
ory, even for servers. 
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So I knew I wanted to install LANtastic. You'd think I'd be home free. 
Nothing is easier than convincing someone in the computer business to sell 
you hardware or software. The only trouble is, I didn't know exactly what 
to buy. 
f7r network is a devil's brew of hardware and software. You need wires to 
.:clship the data around. You need boards and boxes to send signals along 
the wires. Each computer needs a device driver that talks to its particular 
network board or box. Then you need several layers of software atop those 
drivers to make the network hum. 

Boards and boxes are boring to software types. Derfler wasted little space 
describing such critters. Even the literature I got from Artisoft was remark­
ably unspecific. Hardware designers have performed minor miracles with 
these network boards. Now nobody wants to look twice at them. They are 
part of the wallpaper. 

If you've ever stuck a board inside a PC, you understand some of the 
issues. Does it need an 8- or a 16-bit slot? Does it occupy address space in 
the upper 384 kilobytes of RAM? What choices do you get for setting IRQ 
and 1/0 port addresses? Get a board that's too rigid or too demanding and 
you'll never get it to work right in a heavily loaded PC. 

Networks add a further complexity. Even after I settled on Ethernet, I 
found I still had decisions to make. You can wire Ethernet three different 
ways. The original "frozen yellow garden hose" has evolved to thick Eth­
ernet - a multi-wire cable. You can also use thin Ethernet - a coaxial cable 
similar to TV cable (but different, naturally). And the newest option is to 
use lOBaseT - a group of four twisted-pair telephone wires. 

As usual, there are gazillions of tradeoffs among these choices. I soon 
determined, however, that any of them would meet my modest needs. So 
naturally I leaned toward the cheapest and easiest of these wiring schemes. 
With computers spread all over the house, I didn't want to have to tear up 
too many walls to run the network wiring. 

Our house is an early Victorian monster that dates back to 1850. We 
renovated it extensively when we sold Whitesmiths. Part of the improve­
ment was to replace a clunky old ITT phone system with a sleek new AT & T 
Merlin system. All those 25-pair cables disappeared, along with their fat 
telco connectors poking out of holes in the floor. They got replaced by 
demure wall-mounted phone jacks. 

By some uncanny stroke of good fortune, I had the sense to demand two 
phone jacks in most rooms (to the utter confusion of our Yankee electri­
cians). Merlin requires RJ45 4-pair jacks. That wiring also happens to 
support Ethernet lOBaseT. So the worst part of installing a network was 
already solved. We wouldn't have to butcher the walls to run still more 
wires. 
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11rhe next worst part was buying the right boards and boxes. Artisoft will 
~sell you several different "starter kits." These include two driver 
boards, a length of cable, and all the software you need. But I needed to 
hook up a laptop. And I was running machines in several rooms. For these 
and other reasons, their lOBaseT starter kit just didn't meet my needs. So I 
got one of their fancier starter kits that also happened to support lOBaseT. 

I also bought a neat box called the Artisoft Central Station. I connect the 
parallel port of my laptop to the Central Station, which connects in turn to 
the network. I can also drive my printer through the Central Station as if it 
were directly connected to the laptop. Artisoft also promises to do all sorts 
of neat things with the extra connectors on the back, one of these days. The 
Central Station has something else that is invaluable to us programmer 
types. It provides lots of flashing lights on the front panel. That way I can 
convince myself that the network is actually doing something. 

The last box I needed connected everything together. It's called a 
lOBaseT hub and it squats in the basement where all the RJ45 cables come 
together. It used to hang by a couple of Velcro strips, but I gave up on them. 
Twice the network went down - literally - when the adhesive on the 
strips failed. 

I accumulated all this stuff over a period of weeks and slowly pasted it 
together. (Misco supplied the paste in the form of various RJ45 cables and 
connectors.) I'd like to say that it worked right off the mark, but it didn't. 
The first Central Station was DOA. Artisoft replaced it practically over­
night. I had to take the Compaq desktop apart and rebuild it from scratch 
to eliminate various hardware conflicts. That was probably good hygiene 
anyway. 

The LANtastic software came right up, but with an assortment of idi­
osyncrasies. One by one, I chased them down by repeated scans of the 
manuals and READ_ ME files. Still, the various printers behaved erratically 
over the network. In the end, I spent 40 minutes on the phone with a patient 
techie from Artisoft. Since then (months ago) the network has been mostly 
invisible. And that, to me, is high praise. 
?ll?llthat I have now is remarkably close to what I wanted. Each computer 
~can use any of the printers on the network with little or no perform­
ance penalty. Each can treat disks on another computer as extra disks of its 
own. Sloshing data around is nearly as fast as reading and writing the local 
disks. 

It's not perfect. I still haven't packed all the network software into the 
upper 384 kilobytes on some of the machines. I like to back up files with 
La plink, but it refuses to talk over the network. A few other bits of software 
seem to be similarly "network half-aware." Aborting a printout is fraught 
with peril, particularly for the H-P DcskJet. I have learned that it is often 
easier to waste paper than to try to save time. And about once a week, I find 
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it easier to reboot all the computers than to disentangle a perplexed net­
work. It gets broody when it's upset. Still, it's mostly a friendly ghost. 

I didn't install my own network to save money. Nor should you. Part of 
the exercise was to advance my education. If there's a network in your 
immediate future, you face two choices. Either start learning about the 
technology now, to spread your tuition payments, or get help. Configuring 
and installing computer networks is an active subindustry. Many are eager 
to take your money and some are competent. Most are more competent 
than you are likely to be. Think of it this way - buying a network for your 
office is no worse than buying aluminum siding for your home. And no 
better. o 

(7f fterword: My journey through network land continues. The network keeps 
;a.getting better, but never quite settles down. There's always some reason to 
perturb it, or to try something new with it. And you know what that means with 
any complex system. 

Looking back over these essays, I see any number of continuing journeys. I still 
muck about with computer arithmetic, encryption, human interfaces, international 
standards, and a dozen other topics I've yet to write about. The glory of our business 
is that it offers such a rich mixture of problems at once pragmatic and theoretical. 
For someone who never really wanted to leave college, it's a great way to stay in 
school - without the bane of student wages. 

The buggy whip is a common symbol of obsolete technology. Those who worked 
to improve that mundane tool doubtless mourned its passing. Some, I'm sure, 
passed from the commercial scene along with the whips they made. Others found 
something new to make, and to make better. You can make whips or you can make 
hand-held implements. You can sell carriages or be in the transportation business. 
All it takes to change with the times is a willingness to learn new things. 
Continuously. 

This collection is intended as a sampler, to stimulate thought. I don't pretend 
that it's a coherent body of knowledge. It has no niche in the ACM Curriculum. 
But it does give a flavor of several interesting topics in computer software. And it 
might stimulate a few new journeys. 
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