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Or perhaps you use the Michaelangelo Approach, where you keep
chipping away pieces of marble that do not look like a statue of David. Or
the Columbus Method, where you discover a problem and land on it. Or
the Woody Allen Approach — “If it moves, fondle it.” Or you can use
Drunkard’s Walk, or Outlive the Testers, which I believe are self explana-
tory. The only technique I don’t approve of is the one first attributed to
Jiminy Cricket — “Wishing will make it so.”
mhe point is, those of us who develop software for a living have learned

to direct our efforts with some degree of efficacy over the life of a
project. We often cannot articulate why we do what we do when we do it.
That’'s why we hide behind self-deprecating humor so often when we
describe our jobs to civilians. But most of the time we’re doing something
that needs to get done and that seems to be in the way at the moment. (See
Essay 7: Which Tool is Next?)

What we fail to credit is that each of the many design methods has more
than one thing to say. Some aspects of a method tell you what to do to launch
a brand-new design. Others guide you through the difficult shoals of
converting an abstract design to a very concrete and specific implementa-
tion. Still others tell you what to look for once the project is fully afloat, lest
it sink from a hundred leaks. A few even help you steer a course toward
future enhancements.

To put it another way, every design method has to provide different
services at different stages of the development process. First of all, a method
must help you predict the future. It promises you that a problem of a given
shape can benefit from a solution of a corresponding shape. It tells you what
details you must focus on to capture the design and where the interesting
coding problems will lie. It should even give you good hints about how to
test and debug the almost final code, and how to measure and tune the
really final code. And, of course, a method must tell you what documents
you need to produce to capture the critical design decisions.

As I have preached for years, you have to apply numerous design
methods to complete any nontrivial programming project. Even the purists
who think they use just one method really use several. And even if you
think you are applying methods one at a time, you can’t help but overlap
them throughout a project.

With all those methods nattering at you throughout the software-devel-
opment process, it's no wonder you can't articulate why you're doing any
particular job at any particular time. If you have an urge to see structure in
everything, you will see reciprocating motion, or a spiral climb, or a
waterfall. You will probably not see 20 or 30 interlaced checklists being
filled out from left to right. Not unless you are more organized than the
average bear. Nevertheless, I maintain that that is what most professionals
end up doing.
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Ignorance can, of course, get you in trouble. Often large unsolved design
problems remain at a stage where everyone is pretending to be in final
systems integration. One or two checklists just got lost in the shuffle. Or
they got bent and twisted to fit into the pretty spiral. Even more often, the
planners gloss over a few hundred microsteps in the checklists to satisfy
the needs of Back-to-Front Scheduling — “I need it in seven and a half
months, when can I have it?”” More often than we all care to admit, weekly
progress meetings are run by disciples of Jiminy Cricket.

Still, my basic message is to be more kind to yourself as a designer. You
tend to forget about all the successes that got you where you are in your
career. (You can at least afford to buy this book, nicht wahr?) Just try to be
more aware of how many fronts you are fighting on. You'll get the troops
to the critical battles more often.

1’ have discussed about a dozen methods in this collection of essays. Some
of them are admittedly low level, using the rating scheme I outlined
above. Others are very high level. Some of them are most useful in the
earliest stages of design. Others are weak on prediction but strong in the
final stages. If you are indeed going to juggle multiple applications of these
methods, it helps to be aware of where each makes its best contributions.
Let’s look at them.

Starting at the lowest level, three of the methods deal primarily with just
structuring code:

Inside-out design is preoccupied with writing good predicates, those
control expressions you write in IF and WHILE statements to get flow of
control right. When you have a lot of decisions to make, it can provide
important structure through the use of decision tables and encoded Kar-
naugh maps. Otherwise, its contribution is mostly in the middle stages of
coding.

Bottom-up design is mostly about building finite-state machines. When
you havea problem that requires hidden state memory it can’t be beat. (Two
obvious examples are a handler for some peripheral device and the guts of
an object in object-oriented design.) So this method is long on prediction,
but at a fairly low level of abstraction.

Easy-to-hard design deals with handling exceptions. It tells you to code
for the “normal” case, so the code reflects the commonest situations, then
deal with the less common exceptions with special handlers out of line.
Thus the method guides you early on in partitioning the control logic. In
the final stages of testing, it also gives you a neat checklist for verifying that
all errors are properly handled.

Three more methods address various aspects of data-structured design.
These are:
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Right-to-left design encourages you to describe the data your program
generates in terms of sequences, alternations, and repetitions of simpler
structures. A program that reflects the data it generates is perforce struc-
tured in the classical sense. It offers most guidance at the design and coding
stages, somewhat less during testing and tuning.

Left-to-right design is about recognizing structure in input data, or
parsing if you will. It is very important during early design because the
form and flexibility of input languages have a profound effect on program
usability. A well designed grammar also is important, however, in design-
ing for good test coverage.

Chaos-to-order design focuses on exploiting any order that has been
imposed on a data base. It can help you speed up data insertions, deletions,
replacements, or accesses. Or it can simply help you preserve the integrity
of a data base by limiting the number of agents that manipulate its internal
structure. This method captures many of the virtues currently advertised
for object-oriented programming. As such, it is an important organizing
principle in the early stages of design, even if it addresses a relatively low
level of abstraction.

hree more methods address how you structure a hierarchy of modules.
These are:

Outside-in design helps you break up modules that are too complex to
design by simpler data-structuring methods. It deals with marrying data
structures that are compatible and divorcing those that are incompatible. It
is mostly of importance while designing and coding, but it can warn of
testing problems in modules that must retain static memory.

Chaos-to-order design has a simple message. It tells you to treat any
need for reordering data as a sort, then isolate the sorting in a separate
module. (It also encourages you to use commercial sort packages rather
than reinvent your own.) It applies almost exclusively in the earliest design
phases.

Top-down design provides an orderly method for converting data-flow
diagrams to structure charts. It guides you in picking a top module that is
likely to lead to relatively low coupling and minimal complexity within
modules. As such, it deals almost exclusively with early design issues, and
only moderately with coding issues.

Finally, there are three methods for structuring time (only one of which
I have so far graced with a name):

Hard-to-easy design tells you to get your synchronization problems out
of the way as early as possible. They are too hard to get right to risk
postponing until you have accumulated any added complexity. Since lan-
guages and systems still let you get into arbitrary amounts of trouble in this
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arena, you must nevertheless keep alert to synchronization issues through
all phases of design, coding, testing, and tuning.

Stable-to-fast design is an obvious term for the well worn dictum,
“Make it right before you make it faster.” It encourages you to focus in the
early design stages purely on the time complexity of algorithms. It discour-
ages you in the middle stages of coding and debugging from adding any
complexity for the sole purpose of improving performance. It guides you
in the testing phases to successful techniques for locating performance
bugs. Finally, it suggests the kind of tuning you can safely do in the end to
improve performance without a major sacrifice in maintainability.

Fast-to-stable design is an equally obvious term for the concerns I
addressed in the previous essay. (See Essay 18: A Preoccupation with
Time.) You must not consider a design complete until you have reason to
believe that the time-dependent behavior of the delivered system is suffi-
ciently stable. Since there are only a few very general design principles you
can apply in the early stages to ensure stability, this method kicks in most
strongly at the end. It tells you to look for instabilities and to sacrifice
performance as needed to eliminate them in the final product.

So there you have it. A dozen different methods, at four levels of
abstraction, each providing varying degrees of guidance at different stages
of the program-development process. It may not be tidy, but I bet it covers
a lot of what you do when you do what you call computer programming.
And mostly it works. o

gfterword: This was my attempt to better unify all the different essays presented
earlier in this collection. I suspect some of the regularity is specious — why are
there exactly three methods for each of the four levels of abstraction, and why does
“X-to-Y" design always have a companion “Y-to-X" design method? We human
beings can find patterns where we want them, regardless of the actual supporting
evidence in the real world. Nevertheless, I do believe that this collection of ap-
proaches subsumes many of the design methods we actually use. And 1 believe that
this way of presenting them is as good as any. At the least, it's mnemonic.
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@verybody knows that abstraction is a Good Thing. Computers spend all
of their microseconds walloping bits around. They are profoundly
concrete. We programmers, on the other hand, try to impose some higher-
order meaning to those flying bits. We must at least pretend that the bits
stand for something more abstract than ones and zeros.

Programmers are continually distracted away from the problem domain
and into the world of machine representations. The customer complains
that credits over $200 million suddenly turn into debits. The programmer
explains that 32-bit signed numbers do that when they overflow. The
customer is unimpressed with this lame excuse and demands a working
program. The programmer is annoyed that customers don’t appreciate the
“natural” limitations of the computer. The two are living at different levels
of abstraction.

I can always spot a programmer who has only worked on one architec-
ture. He or she looks on the basic data types of that machine as God given.
The same goes for how the system names files, how it represents lines of
text, and dozens of other arbitrary design choices. There is a level of abstract
thinking that comes only from writing code intended to be portable across
architectures.

Years ago, I concocted a seminar titled “Structured Programming in
Assembly Language” and taught it several times. All the classes took the
control-flow primitives in stride. Most were even willing to entrust the
choice of tests and branches to a package of macros that generate the
primitives for you. Where I hit a brick wall, however, was when I tried to
teach assembly-language programmers that data has structure. Data was
bits and bytes to them, not subranges and records. Nary a one was willing
to refrain from peering at the underlying representation.

I wrote that experience off as one of the dangers of pioneering. Not
everyone was ready to be structured, and assembly-language program-
mers were likely to be the most ardent holdouts. That explanation sat
comfortably in the attic of my brain until just the other day. I saw a
description of some new system calls in MS-DOS 4.0. Each of the data items
was characterized as having 1, 2, or 4 bytes. Period. No internal structure,
no range limitations, no additional semantics. People coding all those hot
new PC applications still pretend all too often that data has no structure
beyond its overt representation.

185
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what finally pushed me over the edge was the spate of seminars I
recently attended in my capacity as reviewer for Embedded Systems
Programming. Religious converts to object-oriented programming often act
as if they invented abstract thinking. The typical before-and-after examples
stack up crassly short-sighted functions against well-crafted objects. Now,
some of us old timers think we know a thing or two about data abstraction.
It is annoying to see straw men set up as examples of our breed.

On the other hand, there are still a lot of assembly language program-
mers in the world. The number of programmers writing MS-DOS system
calls may well rival the ranks of the older bit twiddlers. Can it be that the
OOPs-a-daisies are at least half right? Do most programmers avoid abstract
thinking unless it is forced upon them? Maybe I've been hanging around
good programmers for so long that I've lost touch with common practice.

Or maybe the picture isn’'t all that bleak. Using abstraction to good effect
is a skill that everyone has to learn. Like many aspects of computer
programming, it doesn’t come naturally. I can’t recall ever reading a simple,
straightforward set of guidelines for how to do it. Not in a textbook, not in
a famous paper. Perhaps our educations are merely spotty in this area, not
the subject of a national scandal.

I decided to write down the obvious. Probably you know all this stuff
already, if only at a subconscious level. Maybe you’ve never bothered to
articulate it. Conceivably some of it is news to you. Whatever, here are the
simplest guidelines that came to me on the subject of abstraction.

First, you need to keep in mind your reasons for introducing abstractions
when you program. You don’t do so lightly, because you always pay a price.
With each benefit comes a drawback:

m insulation— You want to protect your program from excessive depend-
ence on the underlying implementation. Protect it too much, however,
and you introduce inefficiencies in size and speed.

m documentation — You want to convey extra information that is not
obvious from the choice of implementation. Convey misleading infor-
mation, and you have a debugging and maintenance nightmare.

m completeness — You want to ensure that you’ve thought through all the
states your data can assume and all the ways that states can change. Go
overboard with completeness and you saddle your development with
unnecessary extra work.

Keep these three goals in mind as we examine a few guidelines.

he first guideline is: Give all your numbers names. It is an old mathe-
mmatical truism that there are only three good numbers — none, one,
and all. The programming equivalent is that you should be suspicious of
any constant in your code other than 0 or 1. (I have learned to be suspicious
of most of those, as well.) All those 80s peppering your code are not
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constants of nature. They represent some value that has a story attached.
The story is more likely to stay unchanged over the years than the value.

So you summarize the story behind each number in a memorable name.
Assemblers have EQU directives, Pascal and its ilk use CONST, C has
#define. Whatever the mechanism (and it is a rare language that lacks
one), you use it to bind each funny number to its name. And keep an
abbreviated version of the story with the definition in the form of a
comment. You or your successor will need the reminder some day.

Sound obvious? Then how come a large fraction of the code I see
published still contains funny numbers? It's bad enough when code is
peppered with 80s, but it's worse when some are masquerading as 79s,
81s, and 40s. Even grep, that most stalwart of software tools for software
maintainers, doesn’t help you much the day 80 becomes 120.

Don'’t tell me that the 80 will never change. I once consulted for a
company that owned three mines. Every program they owned was pep-
pered with 3s (and the odd 2 or 4 that also counted mines). You should
have seen the sheepish programmers the day top management ordered one
of the mines closed. If a giant hole in the ground can go away, a card can
grow 40 columns.

The only thing worse than failing to name a number is numbering a
name. | have seen programs that define FOUR as 4, or K1024 as 1024. Lest
you think this is merely a waste of time, I must tell you that later versions
of those programs changed the definition of FOUR to 5, and K1024 to 4096.
Stupidity transmutes easily to perversity.

nother guideline says: Give all your data distinct types. You are already
gincreasing entropy when you decide which computational types to use
for your data. You can at least document that the long integers you use for
counting apples differ from the long integers that count oranges. One day,
you may want to change just one of them.

Language designers have tried many ways to help you better tailor your
data declarations. Declaring a subrange captures more information than
just choosing the smallest adequate integer representation. Declaring an
enumeration lets you give names to values (see above) and frees you of the
temptation to pick clever values. Declaring a powerset makes clear that you
intend to twiddle individual bits. All these mechanisms are very helpful.

The only problem is, I'm always wanting to mix them up. A classic
example is the Standard C function getchar. It returns a value that is
either in the subrange representable as an unsigned char, or the distinct
code EOF (for end-of-file). That's useful behavior which C programmers
indulge in all the time. I've just never seen a language where you can
declare such usage. So I pick an adequate representation and list the
semantic restrictions in the type definition.
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One reason for picking a given computational type is, of course, the
computations that the language supports for that type. You pick integers
for counting whole apples and floating point for weighing apple sauce. The
language may let you add apples and oranges. It probably won’t implicitly
convert apples to applesauce by the standard rule of thumb. Don’t count
on alanguage to replace your own documentation and discipline, no matter
what the proponents promise.

You can also declare types for your data that inherit almost none of this
baggage. Make a new type and you get to spell out just those operations
you wish to define for it. (Even in C, which treats most type definitions as
synonyms for existing types, every structure is a new and distinct type.)
You then have the chore of spelling out all those operations, either as
macros, functions, or overloaded operators.

In my experience, the division is a natural one. A datum that you can
represent as a scalar computational type generally wants most if not all of
the operations that go with it. (It makes sense to add and subtract apples,
but only to multiply apples by dimensionless types.) I prefer functional
notation for the operations I must supply. The last thing a maintainer needs
is to have operators redefined for scalar operands.

On the other hand, a datum that requires two or more components begs
a new set of functions to manipulate it. (For a screen window, you can
imagine wanting to open, close, read, write, and position it, at the very
least.) And the functions can look like functions, for all I care. I can tolerate
overloading the plus operator to add two complex numbers, but I don’t
want it to paste two windows together. That’s cute, but hardly a boon to
code reading or debugging.

ombining these two guidelines yields a third: Give each named number
@a type. I didn’t mention this up front because it can be hard enough to
get some programmers to name their numbers at all. The fact remains,
however, that each number you name belongs only in certain places. You
can store it only in data objects of the proper type and you can legitimately
perform only certain operations on it. Pretend otherwise and you're back
in the K1024 school.

Pascal has enumeration constants that carry both an unspecified value
and a specified type. It also has CONST declarations that carry a specified
value and an implicitly specified type. It would be nice to be able to specify
both. C has only weakly typed enumeration constants and #defines that
are even weaker. Fortunately, you can also write a type cast before any
constant to get all the type checking you can. (Detractors will say that still
is not enough type checking.)

I am all for having your programming language enforce the restrictions
you want to impose. It irks me when you get more restrictions than you’'d
like. That leads to twisty code, to evade the checks, or inefficient code. I
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don’t mind too much, however, when the language fails to help in this area.
I figure that you’'d better be imposing a strong discipline on your code no
matter what. Don’t abrogate your responsibility to the compiler.

In this case, that means you’d better know what type each of your named
constants has even if the compiler doesn’t care. Document it and check it
by hand. There’s no such thing as a typeless number.

nother guidelineis: Give each datum a complete set of states. Not every
gcombination of bits in the representation is likely to have meaning for
the abstract data that you are modeling. The opposite must, however, be
true. Every sensible state in the abstract must have a concrete repre-
sentation. You should be able to write a predicate that determines every
sensible state with a reasonable amount of computation.

Even the simplest computational type can often overflow or be in an
undefined state. Set aside discrete values, if at all possible, to represent
these special cases. Or make sure that you handle errors so well that
nonsense values don’t propagate far. If your code has to be really robust,
check for special cases before you bull ahead with a silly computation.

For more complex, structured types, the opportunities for inconsistent
states abound. Like Topsy, the typical ornate data structure “just growed.”
Even if there was a concerted effort at design in the early days, an accretion
of enhancements has long blurred its outlines. And if you've never viewed
a complex data structure as a finite-state machine, chances are it began in
trouble. For an eye-opening experience, go take a look at the largest data
structure in a large program you’ve worked on recently. Try describing all
the valid states of that data structure and you will see what I mean.

Some languages encourage you to provide a tag field for each union
(variant record). The value stored in the tag determines which variant is
active in the union. That’s a step in the direction of state completeness, but
only a small one. Some languages encourage you to specify an initial value
for each data object that you create. That too is a help, provided you can
easily specify a sane state when you write an initial value.

Here is a situation where state-transition diagrams can really help. (See
Essay 4: Finite-State Machines.) Drawing the diagram forces you to think
about where you start, where you can go, and how you can get there. Just
don’t quit until you are sure that you have considered every possible
transition from every possible state.

companion guidelineis: Give each datum a complete set of operations.
glt’s one thing to know all the possible state transitions, it’s quite another
to provide them. The temptation is always strong to leave out the ones you
don’t need right now. They are always the ones you are going to need next
week. What I am talking about here is an explicit investment in the future.
I realize that is a hard thing to sell to management in these days of quick
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return on investment. You have to be convinced yourself that there is a
payoff in the present, if only in debugging with greater confidence.

The winning argument these days is code reusability. If you can make a
case that doing the whole job now means not doing it over next month,
you’ll more likely get a hearing. One of the big selling points of object-ori-
ented programming is that it encourages writing reusable code. It does so
to the extent that it forces you to think about everything you want to do to
a data object. Whether you’re crafting data objects or just building conven-
tional sets of functions and data declarations, however, it pays you to be
complete about it.

Go back to the state-transition diagram you made to design the data
structure. Is there a function that creates data objects in a consistent initial
state? Are there separate function calls for making all the state transitions?
When a data object dies do you need a function to tidy up properly before
its storage goes away? If you are performing any of these operations with
inline code, make sure that it will survive likely changes in data repre-
sentations.

hat’s enough guidelines for a fairly simple subject. The important thing
mis to keep in mind the underlying reasons I listed above for introducing
abstractions. Then abstract whenever you serve one of those reasons, and
never abstract when you don't.
I end with a few touchstones for checking your work:

m [tain’t abstract if you have to look at the underlying implementation to
understand what’s going on.

m It ain’t portable if the underlying representation cannot change.
m [tain’t reusable if it is not complete. o

gfterword: I wrote this essay and the two that follow because of the surge of
popularity of object-oriented design and programming. Having seen several
“revolutions” go by over the past few decades, I know how religious zeal can distort
perspectives, if only for awhile. Thus the emphasis on how we have used abstraction
in the past, and the price we pay for using it more in the future.
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n the previous essay, I discussed the basic principles of data abstraction.
3’ It's a simple topic, involving lore basic to the programming trade. (See
Essay 20: Abstract It.) Nevertheless, I find that too many practicing pro-
grammers don’t know when to introduce abstractions. Some don’t even
seem to know how to. At the risk of insulting half my putative audience, I
reviewed the obvious. I continue in this essay with a related topic, encap-
sulation. It too is simple. And it too contains lore that is not as widely known
as I once thought. So the review continues.

Abstraction and encapsulation are not synonymous. You can introduce
abstractions and spread them throughout your code. You can encapsulate
code that makes no use of abstraction. In either case, you are ahead of the
game. You have done something to make your program easier to maintain.

The two often go hand in hand, however. Stuff all the code that is likely
to change in a module and hide its innards. Then introduce whatever types
and named constants you need to define the interface. The abstractions aid
the encapsulation, and conversely.

You can’t encapsulate everything, of course. Nor should you. Imagine a
program where every executable statement is a function call. You have a
great mound of primitive functions off to one side, each containing one
executable statement. Or imagine that every term in an expression is a
function call. You have another great mound of primitive functions, each
returning the value of a constant or data object. Everything that can
possibly change is carefully encapsulated.

Such antics dramatically increase program size and execution time, but
they add nothing to program maintainability or readability. In fact, they are
sure to make matters worse. It is clear that encapsulation per se is not the
road to perfect programs. In the previous essay, I cited three goals for
introducing abstraction. You have the same three goals when you encapsu-
late. The tactical emphasis is different, but the danger is the same. Accom-
panying every benefit is a drawback:

m insulation — You want to protect your program from changes that are
likely to happen. Build too many walls and you lose performance.

® documentation — You want to emphasize what parts of your program
interact strongly and what parts interact only weakly. Pack the wrong
things together and you increase coupling between modules and mis-
lead maintainers.

191
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m completeness — You want to keep all related code and data together so
that you can easily check for missing states or functionality. Pile the
wrong things together and you get overwhelmed in combinatorial
complexity.

With those goals in mind, we can now look at a few guidelines.

mhe first guideline is: If it's likely to change, make sure there’s exactly
one right place to make the change. That sentence contains a number
of critical phrases. Let’s look at them in turn.

The first critical phrase is “likely to change.” You don’t want to take out
insurance against changes that are not likely to happen. Insurance costs
money. You needn’t redefine the keywords in C, as in:

#define IF_KEYWORD if

I can assure you that committee X3J11 is much too tired to consider chang-
ing the keywords of C for the next five years or so.

You certainly want to introduce a #define for each “constant” in your
program. We all know how often those critters change. You may want
certain parameters to be alterable at program startup. A program to be used
across Europe may adjust its prompts to match the language of the execut-
ing locale. You may even want to make some supposed constants into data
objects whose values can vary when the program runs.

Your job as a programmer is to determine the most flexible point to bind
a value to the name the program uses for it. The well known Principle of
Latest Binding encourages you to defer binding as long as possible. That
gives your program maximum flexibility. I would further encourage you
to defer it no longer than the latest sensible point you can imagine. Beyond
that point, you sacrifice more performance and readability than you gain
in flexibility. I freely admit that determining when to bind values is one of
the toughest skills for a programmer to acquire. (I have heard it said that a
programmer is someone who can decide on insufficient information when
to bind values.) As a beginner, you should err in favor of later binding.
When you get to the hotshot stage, start binding sooner than your enthu-
siasm encourages you to. As an expert, trust your instincts.

The next critical phrase to address from the guideline is “exactly one.”
If there is more than one place to change, you will probably miss at least
one of them. (The next maintainer will miss one even if you don't.) If there
is no place to change, then your program is suspiciously insensitive to a
change inits environment. Or worse, the changes are too diffuse to identify.

Here, of course, is where abstraction and encapsulation work hand in
glove. The act of giving a name to a number confines the changeable
number to one place in your code. You can foolishly replicate definitions
across all your separately compiled modules. Fortunately, that takes even
more work than doing it right.
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The final critical phrase is “right place.” It does you no good to know
that a change is localized if you cannot locate the right spot. You want your
intuition, or a sensible reading of the program text, to lead you to the spot
where the change must occur. Then you want the change to be unequivo-
cally hidden from the rest of the code. That way, you don’t have to scan
acres of code (either by eye or by grep) to check the implications of the
change. Encapsulation does little good if the walls of the box are transparent
instead of black.
gnother guideline is: Limit access to information until it just begins to

hurt. It's really wonderful when you can make a change with no fear of
affecting other parts of the program. It’s less wonderful when those other
parts need information and have to jump through hoops to get it. As in all
things, you have to strike a balance.

The basic principle at work here is, of course, information hiding. David
Parnas was one of the first to preach the benefits of partitioning to limit the
scope of each design decision (Par72). You want to avoid combinatoric
explosion by having each decision interact with as few others as possible.

Naturally, there must be some way to access each design decision. If the
behavior of the program is not affected by a given choice, you have dead
wood on your hands. What you want, ideally, is one right way to sniff out
each decision. In C or C++ you pack definitions and declarations into a
header file. In more structured languages you include the visible part of a
package declaration. At best, you get the information at translation time
directly from the declarations. At worst, you have to call a function at run
time to find out what you need to know.

This is not a matter of deferred binding to improve the flexibility of a
program. Rather, it is an unfortunate side effect of building effective fire
walls between clumps of information. You can put up with a little ineffi-
ciency in the interest of improved maintainability. If the performance price
gets too high, however, you have to compromise the principle of informa-
tion hiding.

nformation hiding is not the same as secrecy. The idea is not to prevent
3’ outsiders from knowing what you are doing inside a module. Rather, it
is to encourage them not to depend on that knowledge. That leads to a kind
of secondary coupling which is more pernicious than obvious depend-
encies because it is less visible. You should encapsulate information to keep
it private, not secret. (What you do in the bathroom is no secret, but it is
private.)

So assuming that your modules have no important secrets, there are
various ways you can trade privacy for performance. Rewrite functions as
macros that peer directly inside private data structures. That eliminates
function-call overhead at the cost of potentially larger code size. (If the
whole purpose of the function call is to access a single field, you can win
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on code size as well.) You can also collapse several layers of function calls
into a single call, at the cost of greater shared knowledge between different
data types.

To use the older language of structured design, you want to keep
coupling as low as possible. Coupling cannot be nonexistent, for the
obvious reason I cited above. Some forms of coupling, however, are defi-
nitely lower than others. Passing the value of a data object as an argument
to a function is very low coupling. Broadcasting the name of a static data
object to all modules is very high coupling. In fact, Larry Constantine
stigmatized this practice for all time by dubbing it pathological coupling.
Nevertheless, you may choose to indulge in pathological coupling to share
widely used parameters with reasonable efficiency.

In the more stylish language of object-oriented programming, you want
to keep the innards of each object private. Access those innards only by
“sending a message to a method” associated with the object. In other words,
you must call one of the functions defined for the object to peek inside. Only
such a function has the savvy to do the job. (A smart translator may expand
simple methods to in-line code, of course.)

An object-oriented programmer will be quick to tell you that a little pain
is good for you. If you aren’t forced to think through the design of each
object before you use it, you aren’t doing it right. If it’s too easy to get at
information, you aren’t doing it right. An old-school programmer will be
equally quick to tell you that too much pain is bad for you. If it costs too
much performance to do it right, you aren’t doing it right.
ﬁtill another guideline is: Chop your code into modules, but only along

the seams. We all know that modularity is a Good Thing. The only area
where we differ is in how we go about making modules.

In the early days, some shops tried to enforce modularity by fiat. Pro-
grammers accustomed to writing monoliths responded in their customary
passive-aggressive style. They applied what is now known as the Chinese
Duck algorithm. (Where the cleaver falls is where the pieces separate.
Never mind the bones.) They would write their usual monolithic program,
then chop it every 500 lines and paste the pieces back together with
branches. (See Essay 15: Which Tool is Last?)

Later programmers honestly tried to honor the spirit of modularity. They
just didn’t have many guidelines about how to locate reasonable seams. A
module might be 5 lines or 5,000. Worse, the larger modules might prove
to be more maintainable than the smaller ones. What's a mother to do?

Then along came structured design and modularity came into its own.
Constantine gave us the concept of cohesion as a measure of the goodness
of a module. You want to keep cohesion high by keeping related things
together and unrelated things apart. Minimizing coupling is important, to
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be sure, but maximizing cohesion is vital. Whether your functions are
chunks of assembly language or methods defined in a class, you must keep
cohesion high.

Making better functions did wonders for modularity, but soon even that
was not enough. As programs got larger, we found ourselves awash in a
sea of function names. On large projects, programmer A had a good chance
of making up names that clashed with those generated by programmer B.
The project manager either created a central clearing house for external
names or handed out funny prefixes to each of the subprojects. Neither
solution scales at all well.

One obvious solution is to nest functions. Put inside each function all of
its subfunctions (and so on, recursively). That way, the normal block
scoping of the language partitions your name space quite nicely. Pascal uses
this approach, as does PL/I.

The obvious solution has one obvious failing. If you draw a structure
chart of a typical large program, you seldom get a pure tree. Near the top
you find that each module has one or more subordinates that it uses
exclusively. But farther down the tree, you invariably find increased shar-
ing of modules. More and more functions make use of a handful of
low-level primitives to carry out their jobs. (See Essay 1: Which Tool is
Best?)

In a good design, in fact, fan-in dominates at the bottom of the structure
chart. That indicates a clean interface to a lower level of abstraction, as
preached by Edsger Dijkstra (DD]J72). It manifests itself in a structure chart
shaped like an Arabic mosque, as preached by Constantine (Y&C89).
gn alternate way to group functions is by the abstractions they enforce.

Good C programmers know to put highly related functions in one
source file, along with any static data they must share. If you minimize the
number of names you make external, you can hide a considerable amount
of complexity in separately compiled modules. You publish in an #in-
clude file only what others need to know to use a given module.

Object-oriented programming offers an even better way to encapsulate
related functions. A class is essentially just a data-object type with a bunch
of associated functions attached. (Purists insist on calling these functions
methods, to confuse the uninitiated.) The type presumably is one of interest
to all the functions in the class. (Otherwise, the class has low cohesion.)

Now here’s where the fun comes in. To call one of these functions, you
have to name its class as well as the function name within the class, as in
window.open. Or you can name a data object of that class to qualify the
function name, asin prompt_win. close. You have a hierarchy of names,
just as with Pascal-style nesting. Only now the clumping matches the fan-in
of the structure chart. You are encapsulating groups of functions in a way
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that matches the shape of the problem. By now you should know that that
is a Good Thing.

Object-oriented languages offer other niceties as well. A function call of
the form prompt_win.close essentially passes the name of the data
object as a secret argument zero. You have nice ways to talk about this
special data object. You are encouraged to write constructors and destructors
that help data objects of that class stay consistent from cradle to grave. You
can sometimes even overload the standard operators of the language by
defining what function to call when operands of that class appear in
expressions.

All that frippery can easily obscure the simple importance of encapsu-
lation. That service alone can dramatically improve your ability to maintain
a program of a given size. If you have a large system that manipulates
several low-level abstractions, the payoff is obvious. That's why, I believe,
object-oriented programming came to the forefront about the same time
that graphics and windowing software began to burgeon. It is a marriage
made in heaven.

Two caveats are in order, however. When I described the typical structure
chart of a large program, I noted that the fan-in occurs near the bottom.
That fan-in is a loud signal that you should introduce objects for each cluster
of related functions. Equally, the absence of fan-in higher up the structure
chart should serve as a warning. If you try to stuff all of your modules into
objects, you won't get nearly the same return on investment. The code that
uses an object, even the code inside that implements all the methods, may
not itself be a good candidate for this organizational paradigm. Use objects
where they work, but don’t feel you have to use them exclusively.

The second caveat is that structured design still matters. People new to
object-oriented programming are often at a loss about what to include in
each class. If you consider coupling and cohesion in terms of the whole
class, not just individual functions, you will find the guidance you need.
You can make truly ugly classes that are hard to maintain and unlikely to
be reused. Or you can make gems that you'll use unchanged for years. I
assure you that the gems will have low coupling to other objects and high
internal cohesion.

y final guideline is: Don’t finish a module until it’s complete. There’s
ﬁllots of blather about how reusable code is in object-oriented lan-
guages. That’s true only for modules with good coupling and cohesion, of
course. It’s also true only for modules that come with a complete set of
operations (methods). Cut corners here and you're wasting much of your
extra investment in designing for the future.

Some people think you can always toss in the missing code later, when
the need arises. My experience is that you always have to change part of
the existing code when you do. You can argue that the functionality remains
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unchanged when you alter the guts, but try explaining that to a project
manager who's sharing the code for a delivered product. I've yet to see a
competent manager allow a baseline change without extensive retesting.
Making changes later can be more expensive than you think.

You don’t have to code in C++ or Eiffel to write reusable code, by the
way. Some of us old hands feel like we’ve been doing that for some time
now. What we called subroutine libraries are now packaged with fancier
names. Granted, the language assist is nice. But the rules for writing
reusable code haven’t changed. o

fterword: This is the second of a series of three essays on the underlying
gprineiples of object-oriented programming. I wrote it to demystify some aspects
of the business of choosing objects. Many authors and lecturers were making a great
thing out of this new trade. The strong implication was that designing in terms of
objects was a) a new skill that existing programmers would find hard to learn, and
b) a skill that would soon be essential to your professional survival. Both implica-
tions contain a grain of truth, but are typically overstated. Thus, I present object
formation as a natural outgrowth of our 20 years’ experience in encapsulating
portions of a design.
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his is the third and last essay in a series. I began with a series of simple
mguidelines for how and when to introduce abstractions in your code.
(See Essay 20: Abstract It.) I continued with more guidelines for how and
when to encapsulate portions of each program you write. (See Essay 21:
Encapsulate It.) I conclude this series with some observations on how you
can use inheritance to improve your programs.

All three of these terms — abstraction, encapsulation, and inheritance
— have become buzzwords. To be au courant as a software designer, you
must pay regular homage to these three techniques for controlling the
complexity of computer programs. While I basically agree with that stylish
position, I hasten to point out that the words alone do not a design guide
make. You must have some notion of when each technique helps, when it
does not, and how to apply it when it does help. That is why I have focused
on the “when and how” of using each technique.

The proponents of object-oriented programming generally agree that a
language is truly object-oriented only if it supports all three techniques in
the construction of objects. I also agree with that position. What I don’t buy
is the false contrapositive that many such proponents arrive at through
some twisty little maze of conjectures. They conclude that unless you are
writing in a proper object-oriented language, you can’t possibly be using
abstraction, encapsulation, or inheritance properly.

Baloney. Some of us have been doing all that stuff for most of our
professional programming careers. A good language helps you use the
techniques better. (A good language does not, however, guarantee that you
will use them better.) But all of the techniques go back many years.

I gave a number of examples of how you use abstraction and encapsu-
lation in the previous two essays. Inheritance is, in many ways, even more
widely used in common practice. It also has a rather precise meaning in the
world of object-oriented programming. The double meaning for the term
only adds to the confusion.

In the general sense, you make use of inheritance every time you declare
a scalar data object. Procedural languages since the days of FORTRAN
provide an assortment of arithmetic types — Booleans, integers, and float-
ing-point representations — in a variety of sizes. Later languages even let
you manipulate storage addresses (pointers) to some degree. Each scalar
type supports a variety of operations, such as equality comparison and
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addition. There are built-in rules for converting between types and for
mixing certain types across an operator within an expression.

So as soon as you write int x in your code, you inherit a slew of
properties and methods. Your newborn x has a birthright that helps it
quickly become a productive citizen. You don’t have to write a pageant to
describe its future life and times in excruciating detail. The language
designer gives you, and your newly conceived data object, a bouquet of
useful stuff.

You probably get more than you bargained for, in fact. It is a rare x that
really should assume all of the values representable by an int. You may
have to add code to certain assignments to ensure that only the sensible
subset of values actually gets stored. (Some languages let you define a
subrange of values, which is helpful. But not all subsets are subranges, as
I have pointed out in the past.) Similarly, your x may hold values that
should not be added to the values stored in y, or divided by 17. Neverthe-
less, you inherit permission to write such nonsense along with all the
properties you want from int.

nother traditional way to inherit useful stuff is to call on the services of
ga support library. When you include the standard header <stdio.h>
ina C program, you get (among many other things) a type definition called
FILE. Call the function fopen with a valid filename and you get back a
pointer to a FILE data object. You can pass this pointer to a wide assortment
of functions that manipulate the contents of the opened file in all sorts of
wondrous ways. The services you buy with that one #include directive
would cost you pages of declarations and kilobytes of code to replicate.

Of course, FILE provides even more overkill than int. What you want
to doto a given file is typically but a shadow of what the Standard C library
is prepared to do on your behalf. You probably wouldn’t provide all that
machinery if you were defining your own object for manipulating a sequen-
tial file of names and addresses. Some of the code you write will certainly
be geared toward holding that inherited power in check.

The obvious point I am trying to make is that we use inheritance all the
time. There is nothing profound about the concept and there is nothing
particularly difficult about the practice. The more subtle point is that we
also derive new types from inherited types much of the time. Your code says,
“I want x to behave mostly like an int except in the following ways.” Or,
“This is just like a FILE but with the following severe constraints.” The
objects that come with a general-purpose programming language are al-
most always too general purpose to be used without being circumscribed.

The central theme of object-oriented programming is to make your own
objects. One promised payoff is code reusability. You reuse code when you
canrecycle an object that does mostly what you want. If it does exactly what
you want, you're home free. But we all know how often that happens in
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real life. So you are happy when the language lets you inherit all the
properties of an almost-right object, then derive the right one by amending
those properties.

This is the more precise meaning of inheritance that I alluded to earlier.
Itis really the same thing we have always done, but more stylized and more
centralized. (The stylization is a form of abstraction and the centralization
is a form of encapsulation.) To the extent that it makes you think explicitly
about how you want to edit what you inherit, object-oriented programming
is a Good Thing. To the extent that it obscures a simple practice, and
introduces inefficiencies in the bargain, it is not.

where do the inefficiencies come from? They arise when you try to do
something simple in a language that is prepared to handle complex
cases as well. If the translator cannot determine that what you really want
to do is simple, it must bring to bear the full power of general-purpose
machinery just to be safe. That invariably costs you some performance.

In the case of object-oriented programming, one of the worst sources of
inefficiency lurks in the machinery for matching up methods with objects.
To explain what that means, and why it can be a problem, I have to back
up a bit.

In the previous essay, I described how you can group functions to
minimize clutter in the space of external names. The principles of coupling
and cohesion apply just as much to these groups as to individual functions,
so you want the functions in a group to be highly related. Typically, all the
functions manipulate a specific data structure. (And no other functions
need to know the innards of the data structure.)

A language that supports encapsulation well will let you declare the
functions along with the data structure in a class. The function names
occupy a private space, just like the names of the data structure members.
You identify which function to call by naming the class, as in win-
dow.open (). Or you name an instance of the data structure, as in
new_window.close (). That way, any number of classes can have func-
tions with simple and meaningful names like open and c1ose with no fear
of collision or reader confusion.

You can encapsulate groups of functions this way even in Standard C.
Put all the functions in a separate file and declare them static. All that
you make external is the name of a structure containing the addresses of
the functions you want to make visible, as in:

struct Win {
Window * (*open) (void);
(*close) (Window *);
..... )

extern struct Win Win = {
&open, &close, ..... };
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Once you include a header that contains these declarations (without the
initializer, of course), you can call the functions by writing expressions like
Win.open (). (Standard C lets you write this simpler form as well as the
older (*Win.open) ().)

As a matter of fact, object-oriented languages like C++ actually do this
sort of thing under the hood. Each object has an accompanying transfer
vector much like the C structure in the example above. Why? That’s where
inheritance comes in.
when you derive a new object from an existing one, you inherit all of

its functions. But you can override some of the functions you inherit
with a new version for the new object. And you can add functions that do
notappear in the original object. The transfer vector for the new object starts
out looking like the old one. The address of each replacement function
displaces the corresponding address from the old object. The addresses of
new functions get added on the end.

What this machinery gives you is dynamic binding of methods. You can
write an expression that invokes a method where it is not clear whether the
actual operand is an object of the older or the newer type. In that case, an
instance of each type contains an additional field that designates which
transfer vector to use. To call a method, the translator generates code that
uses this field to determine the transfer vector. The code then uses the
appropriate member of the vector to determine which function to call.

The unmitigated C code for such an expression is:
(*object->vector. func_ptr) ()

Such a call clearly takes longer than calling a function whose address is
known directly to the translator. It doesn’t take much longer, to be sure.
But C++ is rife with function calls, both explicit and implicit. Given enough
secret calls on constructors and destructors, an elegantly ambiguous object
reference can cause considerable churning beneath the surface. (I hesitate
to say, “below C level.”)

Now, C++ is pretty good about this sort of thing most of the time. When
the translator can determine exactly which method to call, it calls it directly.
Only when you indulge in clever overloading of method references do you
pay the price. The price can be higher than you expect, but it is one you can
avoid paying with a bit of training,.

Other object-oriented languages are less flexible. Smalltalk, for example,
is essentially untyped at translation time. You can send a message to an
object designating any method you choose to name. That means the run-
time system must be prepared to look up a method name in an open-ended
list of methods for each object. No fixed offset into a transfer vector here. It
also means that the object may have no instance of the method. The runtime
can only panic in that case.
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The up side of Smalltalk is that you can incrementally enhance objects
by adding methods a bit at a time. The down side is that you never know
when a production program is going to cough on an unexpected method
reference. And, of course, the performance is substantially worse than for
simpler procedural languages.

Inheritance is very sexy. Proponents of object-oriented programming are
convinced that any cost in performance is well worth the improvement you
get in code reusability. They give wonderful examples of whole trees of
objects derived in stages from a well crafted root. (The entire Smalltalk
system is itself rather a good example of the possibilities of inheritance.)

I remain dubious. The real world examples where I see inheritance pay
off are fairly specialized cases. Most involve not so much trees of objects as
two-dimensional arrays of data types versus methods.

You have circles, squares, and triangles. You want to draw, move, and
rotate them. The classic solution is to make a parent object, called shape
for instance. A shape has a location, so it is easy to provide a generic move
method that all objects can inherit. Any other methods must be fleshed out
in the derived objects. (They are virtual methods.) rotate is trivial for a
circle, not so easy for the others. They may or may not share a full blown
rotate method by having a common ancestor.

he point is, you use the tree nature of inheritance mostly to factor out
mcommon methods. That saves replicating some code, but it doesn’t
reflect the shape of the problem. What the problem begs is a two-dimen-
sional array of functions, some of which happen to be identical.

And even when you see the array of functions, you can still build the
wrong objects. A standard straw man set up by proponents of object-ori-
ented programming is the poorly factored program. Write functions called
draw, move, and rotate then see what happens when you add a new
shape. Each function has to handle a new case, so all must change. The good
guys just derive a new object and redefine the methods that have to change.
That makes them the clear winners.

But you can rig the game the other way. What happens if you have to
add a new method such as reflect? Maybe you're lucky and can get away
with adding it in the root object. Probably you’ll have to modify every
object, if only to get a consistent level of optimization. You can also plan for
this by making your objects drawing, movement, and rotation. The
three methods become circlify, squarify, and triangli€fy. But just
try to get an object-oriented programmer to swallow “circlifying a draw-
ing.”

The simple fact is, you can plan for change even without indulging in
object-oriented programming. If you've ever passed the address of a func-
tion as a parameter, or indexed into a table of function pointers, you've
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deferred binding of a method. With any foreknowledge of what is likely to
change, you can use such machinery to isolate the change to your heart’s
content. Write another function, add a pointer to a table, and you’re done.

I freely admit that a good object-oriented language can help the read-
ability of some programs. It’s nice to have all those pointers being derefer-
enced under the hood. Just make sure you're happy with where your
horsepower is being consumed.

1‘ conclude this ranging overview of abstraction, encapsulation, and
inheritance with my own revisionist viewpoint. The end result is that I
support object-oriented programming, but not for the usual reasons.

One of the big problems you must solve in organizing a large program
is imposing some structure on all the functions you have to write. The early
practitioners of structured design told us to draw a structure chart. You
draw a box for the main function at the top. Below that you draw boxes for
all the functions called directly from the main function, with arrows to
document the calls. Below each of these boxes you draw still more boxes
for the next immediate subordinates, with still more arrows — and so on
until you’ve written a box for every function in the program. (See Essay 1:
Which Tool is Best?)

That’s fine for a language like FORTRAN or COBOL, with no recursion.
Recursion turns your neat tree into a directed graph. All sorts of interesting
arrows loop from deep in the hierarchy to functions closer to the root of the
tree. Structure charts with as few as a score of boxes suddenly become
marginally readable.

Even without recursion, you still have the problem of documenting
fan-in. That’s where more than one higher-level module sees fit to call upon
one lower-level module. With enough fan-in, a structure chart that spreads
out at the top begins to close in again toward the bottom. This makes the
familiar Arabic mosque shape beloved of structured designers.

Fan-in is not only likely in a nontrivial design, it borders on being de
rigeur. The mosque shape indicates that you have properly interfaced your
program to the next lower level of abstraction. Whether it’s a data-base
management system, a file system, or a multi-processing operating system
underneath, you want to interact with it through just a few portals. You
pass through those portals by calling upon half a dozen or more functions.
The boxes for those functions lie at the bottom of your structure chart.

For upwards of three dozen functions, you can draw a useful structure
chart. The fan-in at the bottom may call for a few crossed arrows, but the
document is still fairly revealing and easy to read. Beyond that number,
however, structure charts begin to lose their usefulness.

Documenting all the calls on system interface functions is, in many ways,
as silly as documenting all the print statements. It may be nice to know
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which modules actually perform I/O, but capturing that information in the
structure chart just causes clutter. And if you're going to show all the
modules with print statements, then why not show the ones with switch
statements as well? They may well make secret calls to runtime support
functions. Then you have to argue whether you want to show if and
while usage as well.

For most of us, it’s clear where to draw the line. Statements are somehow
part of the language in which we code. We don’t document the plumbing.
The functions we write are our value added. That’s the part we want to
describe.

hat you have to realize, however, is that we make up mini-languages
w:;\s we go along. A program that consists of a hundred or more
functions almost certainly uses them in clumps. One clump may implement
a simple data-base management system. Another may impose an indexed-
sequential organization on an underlying set of files. Still a third may
simply interface to the process scheduling primitives of the host operating
system.

Try to draw a structure chart subsuming the top-level control plus all
these clumps and you have a useless rats nest. With fan-in going to three
different clumps, plus additional structure within the clumps, you'll never
see the boxes for the arrows.

Instead, you should characterize each of the clumps in terms of the half
dozen or dozen functions it presents to the outside world. (This is abstrac-
tion at work.) Draw a separate structure chart for each of the clumps. (This
is encapsulation.) Then draw a structure chart of the top-level control,
leaving out all the calls to the functions in the clumps.

As far as that structure chart is concerned, such calls are just additional
statements in the underlying programming language. Those statements
may often be implemented as a handful of interface functions that make
use of an existing library or set of system services. (This is inheritance.)

If an object-oriented language lets you express a large program more
readably, then by all means use it. Don’t be deluded into thinking that you
are no longer programming procedurally, however. All those functions are
still there. They still must be organized into hierarchies. You just found a
better technique for managing them in clumps. o

gfterword: I don’t pretend that the approach outlined here is a complete substi-
tute for object-oriented design as conventionally taught. Sometimes, building
a hierarchy of classes is so central to the design that you simply must do it first.
Rather, I put forth this approach for the many cases where objects are important
but peripheral to other design considerations. In such cases, “mining” a design
arrived at by other means gives better guidance in how to form objects.



206 Programming on Purpose

mhe simple fact is, choosing the best set of objects is indeed more of an art than
a science. drawing.circlify () can make sense in an application where
the shapes are stable but the operations are subject to change. People skilled in
object-oriented design know a good solution when they see one. Often, that is
enough to guide them to a good solution from a standing start. Less skilled people
(in this area) need more guidance at the outset, however. Any method that leads
you to a good solution deserves a place in your kit of tools.
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esigning software is a field that has a checkered record of successes. I

have been a student of such methods for nearly three decades. Often,
I have tried to exercise the latest methods in practical programming situ-
ations. Occasionally, I have even tried to serve as teacher. I cannot honestly
report that any method will guarantee success. The good ones will improve
your odds, but even the best can leave you in the lurch.

If dogma doesn’t work reliably, you have an obligation to look at other
approaches. The opposite of dogma is heresy (at least along some axes). I
believe that it is worthwhile to examine a number of heretical design
principles, even though heresies generally deserve their bad reputation. At
the very least, such an examination can open your mind to new approaches.
At worst, it can reinforce your conviction that there is no reliable way to
design computer software.

One of the seminars I gave at Miller Freeman’s Software Development
‘90 conference was on various heresies of software design. It was suffi-
ciently well received that I was asked to repeat the talk at Software Devel-
opment "90 East. Not one to abandon good material before it is worked to
death, I decided to recycle the topic for this essay.

Of course, there is a certain shock value in using a term as emotionally
charged as “heresies.” I am not above a bit of showmanship, as some of you
may know. But I do like to educate as well as entertain. It’s one thing to lure
people in the door with the promise of an interesting topic. It’s another to
get them to leave with the sense that their time was not ill used.

The seminar took an open-minded look at software design principles
both in and out of vogue. The goal was to formulate an approach to design
that works, for whatever reason. It was not to prove that the establishment
is doing everything wrong. Nor was it to replace one set of dogma with
another.

A heresy is a belief that opposes the common view. Some people gravi-
tate to heresies simply because they like to oppose. They (erroneously)
assume that opposition is the mark of the independent thinker. I have
certainly enjoyed playing the opposer more than once in the past. There is
a certain comfort in knowing that you are not making the same mistakes
as the majority. There is also a certain chill in being alone when you make
your own brand of errors.
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Others gravitate to heresies because they have lost faith in the common
view. They (erroneously) assume that a heretical view must be right be-
cause it differs from a view that is wrong. It's sometimes comforting to think
that we live in a world of binary choices. But the chill reality is that life is
never so simple, at least for the responsible.

The common view generally becomes common because it is mostly right.
Heresies are worth examining only when the common view has a poor
track record. In that situation, even erroneous heresies serve a useful
purpose. They force you to think. I believe it is fair to say that software
design can use a bit more thinking. So let’s trot out a few heresies.

eresy: If you know exactly how to do it, it’s not worth doing. Writing
%computer software is all about controlling complexity. We need to
control complexity because our minds, wonderful as they are in certain
ways, are easily overwhelmed by it. That’s the attraction of computers, that
they let us extend the powers of our minds in useful ways. Programming
is unique in that you need never do exactly the same job twice.

Yes, I know that it doesn’t feel this way. It seems as if we spend half our
professional careers writing the same handful of programs over and over
again. Somehow, the last payroll program — or screen generator, or matrix
inverter — is never quite appropriate for the next application.

We focus on the repetition and don’t see the novelty. Often the reason
that the old version doesn’t work is that we have more sophisticated
requirements for other parts of the program. We need better input checking,
or more reliable code, or fancier displays. Even then, we recycle successful
algorithms unconsciously. That saves us the mental cost of mastering yet
another chunk of complexity.

For all that we complain about redoing software too often, we have
accreted quite a bit of power over the years. Look at the size of the library
that you get with a typical compiler these days. Compare that with what
you got ten years ago. Look at the operating-system services of a Macintosh,
or UNIX, or even MS-DOS 3.x. Then throw in the libraries you can buy off
the shelf. Add the powerful applications programs you can drop into an
application with a minimum of configuring. We’ve come a long way, baby.

If you are faced with a task that you understand thoroughly, you should
therefore be suspicious. What's the glory (or sense, or profit) in it? Surely
that particular chunk of complexity has been mastered before.

You need to put your energy into adding significant new value to
whatever you do. If you are merely recycling an old design to reimplement
old code, you're being left behind. Someone else out there is building on
code that is good enough, to do something wonderfully new. You can't
afford to play it completely safe.
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eresy: If you’ve never done it before, you don’t know how to do it.

This is the flip side of the previous statement. You can put it positively
and say that each new job is a challenge. Or you can put it negatively and
say that each new job is a risk.

What makes programming unique, again, is that we have trouble judg-
ing the depth of complexity that we cannot fully grasp all at once. That
makes it particularly difficult to estimate how long it will take to write a
new program. The more new things lurking in the program specification,
the more out of control you are as a programmer.

What gets us every time is the linear extrapolation. We estimate, perhaps
honestly, that a new task will take twice as many lines as one we’ve done
in the past. We then assume erroneously that the effort will also simply
double. That makes no allowance for dealing with any unknowns. It also
fails to account for the exponential increase in potential interactions be-
tween different parts of the code.

There is one fairly safe situation. That is when a large project is the sum
of several small projects that you have done before. You can scale the effort
linearly because there are few unknowns. You can also suspect that the job
is not worth doing, since it violates the previous heresy.

Fred Brooks has given us one trick for writing new programs. One
chapter of his wonderful book The Mythical Man-Month (Bro75) is titled,
“Plan to throw one away.” To figure out how to write a program, says
Brooks, write a draft of it. Since that draft will be marred by misperceptions
and false starts, don’t plan on keeping it. Instead, allow sufficient time to
write a draft and then spec out the actual writing of the code.

Interestingly, Brooks also includes in his book a chapter titled, “The
Second System Effect. “There he gives a different warning. Writing a second
version of a program tempts you to add all the whistles and bells you left
out the first time. If you can’t discipline yourself to avoid this tendency (and
itis hard to avoid), you must be even more conservative. Plan to throw two
away.

It takes one try to figure out how to write a program and a second to
figure out how to write it elegantly. After writing a program three times,
you should have it good enough that you need never rewrite it again.

eresy: Trust your customer or systems analyst to tell you how to do it

wrong. We all pay lip service to listening to the customer. We bemoan

the lack of emphasis on proper systems analysis before committing to

design. Nevertheless, you must guard against giving too much weight to
input from either of these worthy sources.

The problem stems from a lack of abstraction. People tend not to think

in terms of what they want. Rather, they focus on one way to get it. Customers

know how they have run their enterprise for years. They implicitly assume
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that every piece of paper, every file, every communications channel is
necessary. They will expect to see those concrete relics captured in various
parts of a computer system. Not knowing the ways of computers, they will
inadvertently close off your options as a designer.

Even analysts, who are nominally trained to elicit abstract specifications,
often fall prey to the same tendency. In some ways, they are worse. Many
analysts come up through the ranks of programming and software design.
Knowing how to do a job at least one way colors their thinking. Some want
to control the design and coding. Others try to do so without thinking.
Either way, they overstep boundaries and tromp on your turf.

As a consequence, any specification you get for a software project will
almost certainly be tainted. The taint comes from a deep presumption that
the final product should be implemented in a certain way. Your customer
will envision the existing paper system reconstituted electronically. Each
form will have a corresponding screen or printer form. And every human
being currently in the loop will still have a hand in processing the electronic
paper.

For a program to be really useful, however, it must streamline more than
just the flow of paper. You as a designer must take a hard look at the
information flow, and how data is stored. By the time you streamline
processing, ensure robustness, and provide adequate backup systems, you
may have to radically alter the current architecture.

A systems analyst is supposed to do this for you, of course. The only way
to get an untainted specification can be tough, however. You have to apply
another Rule of Three. This rule is similar to the one derived from Brooks’s
precepts, but it comes from a different angle.

Require the analyst to outline two quite distinct implementations that
meet the stated specifications. That will force the analyst to let go of a
particular mind set and start thinking more abstractly. It's hard to bias
toward one implementation if another is on the table as well. If you really
want to be tough, then, ask for three.

I found that writing portable software was next to impossible for pro-
grammers who worked on a single computer architecture. Require them to
prove in the code on two quite different machines and you eliminate many
portability bugs. Require them to do it for three and you have won just
about all the portability you ever need. After that, only exotic architectures
cause many problems.

Analysis and coding are remarkably similar in this regard. If you want
to eliminate dependencies, you have to invest the extra effort up front.

eresy: Prototype a system to find out what not to do. Prototyping is
%one of those practices that seem impervious to criticism. The worst I
have heard is that some customers are willing to settle for the prototype. If
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you have your heart set on doing the whole project as originally envisioned,
that can of course be disastrous. Nevertheless, most modern designers
appreciate the beneficial feedback you can get only from customer experi-
ence with a prototype.

What you have to keep in mind, however, is that the useful feedback is
mostly negative. Customers are quick to discover what they don’t like
about a system from mucking with a prototype. They tend to be compla-
cent, or even oblivious, about the parts that work as expected. Listen
carefully for any criticism and give it more weight even than the customers.
That will tell you where to spend your energy most wisely.

The other thing you learn from prototyping is what parts of the system
to postpone indefinitely. Your preoccupation as a designer will be with the
challenges. You will automatically focus on the bits of complexity that will
be hardest to tame. With rare exception, however, the customer won’t share
your concerns. You will find that the hardest parts of a program to imple-
ment are generally the ones least desired by the customer.

A past master of focused prototyping is Brian Kernighan. (See my essay
“Programming on Purpose: The Seven Warning Signs,” Computer Language,
October 1989.) He has designed any number of languages and applications
by getting early customers to tell him what not to implement. Those of us
who love solving complex problems are still untangling complexity long
after Brian has cheerfully moved on to his next success.

The lesson is simple — never put off until tomorrow what you can put
off indefinitely.
eresy: If you don’t understand how to apply a design method, it’s
probably not your fault. Practically everyone who preaches organized
methods of software design try to make designers feel lazy or stupid. Just
put enough energy into designing the system right (for a change), and you
are bound to increase your productivity dramatically. You can guess that
the “right” way is the way they happen to be teaching this year.

You must not lose sight of two factors. One is that you are probably
smarter than they give you credit. Otherwise you couldn’t afford to pay for
their books and seminars, now could you? The other is that they are
probably not as smart about writing software as they think. Otherwise they
would be making millions writing the best software instead of books and
seminars, now wouldn’t they?

All those methods being taught have something of value. Your job is to
figure out what the value is and where you can best apply it. If you can’t
apply a given method in a given situation, it probably doesn’t apply very
well. Try something else. If that fails, try anything else.

Eventually, you will succeed.
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eresy: Don’t tune a system if you can get away without tuning it. This
%is not the usual truism about tuning systems only after they are
debugged. It's not about measuring to find the hot spots because you
invariably guess wrong. It’s not even about picking good algorithms up
front. It’s about avoiding unnecessary work.

The simple fact is, most programs that you write work fast enough.
Tuning them to go even faster may seem like a socially responsible thing to
do, but it’s not. And that’s because everything you are likely to do to make
a program smaller or faster is going to cost you something. That something
is invariably readability, maintainability, extendibility, or all of the above.
Those virtues are far more important than saving CPU cycles that no one
is currently missing. Don’t sacrifice them lightly.

A corollary to this is, stop tuning as soon as you can. It's seductive to
keep tweaking a program once you start. A part of you wants to produce
the “best” program by some arbitrary performance metric. Know well,
however, that the tweaks you perform after the first round are even more
costly of those virtues listed above. Cut it out.

eresy: Don’t jump to projects or jobs that are too far from your level
%of expertise. Programmers evolve through various stages of profes-
sionalism. At the lowest, you can contrive a small program and get it mostly
correct on your own. Then you learn to design with greater discipline, work
with others, document properly, estimate more accurately, test more thor-
oughly, and so on. You need to learn the levels of professionalism in
software development. And you need to know where you stand, as accu-
rately as possible.

The Software Engineering Institute has begun the process of defining the
evolutionary scale for programmers and programming shops (Hum89).
What they have published to date can only be described as preliminary, but
it is a start. As a science, it is still descriptive and a long way from
prescriptive. They are at least formulating guidelines for us to assess our
abilities and levels of sophistication.

The main thing you need to know is that you can’t skip steps. You don't
climb out of the primordial ooze of hackerdom one day and work on
million-line projects the next. If you see an opportunity to join a new project,
first ask yourself where it lies on the evolutionary scale. If it's one notch up
from you and you’re ready to be stretched, go for it. Two notches up is out
of reach. Your chances of failure are too great.

Likewise, you can’t go back. Once you get accustomed to working to
budget and to deadline, with detailed specifications and a testing organi-
zation ready to support you, anything less smacks of anarchy. It may have
felt like the headiest of freedom to you five years ago, but no longer.
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This is not a rationale for a class structure in programming, by the way.
I simply observe that it is important for you to know your place. You must
also know that you can improve your place, if you go about it properly.
How far you go is up to you. o

fterword: This essay has a companion on software management. (See “Pro-
ggmmmin ¢ on Purpose: Heresies of Software Management,” Computer Lan-
guage, March 1991.) Both were written only 0.2 in jest. I have observed far too
often that technical training in software-design methods is wasted. A sensible
designer must have some awareness of the context in which he or she works, lest
people issues sabotage the technical ones. I could try to build such awareness by
discussing management and politics directly. (I have done so, in a separate
collection of essays.) Here, however, I chose to focus on how politics perverts and
inverts truisms. The resultant rules are cast as heresies, but I believe in them
religiously.
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z’ recently spent a year teaching software engineering at the University of
New South Wales in Sydney, Australia. It was my first foray back into
academic life since I earned my doctorate over two decades ago. I took the
post mostly as an excuse to spend a year in Australia. [ happily returned to
my life as an unemployed writer. But I must say that I enjoyed my year on
campus.

For one thing, it’s nice to see young people eager to learn. No, the current
generation is no more dedicated than you and I were. They still drink beer,
doze through lectures, and botch assignments miserably all too often. But
every once in awhile, I got to witness that brief Aha! that repays so much
frustration. At my age, a few of those go a long way.

For another thing, teaching people is a great way to learn what you don’t
know. I showed up on campus with hundreds of pages of essays accumu-
lated over decades of preaching. I soon learned which presentations scored
and which flew wide of the mark. I left with hundreds of pages of edited
notes. Back, as they say, to the drawing board.

The first term, I was one of three lecturers teaching a senior course in
software engineering. We had over 170 students, for many of whom English
isa second language. (Australian schools have become very popular among
Asians, both immigrant and overseas visitors.) That queered many of my
puns from the outset. On the other hand, it forced me to express ideas with
added clarity and simplicity.

I was nominally responsible for presenting conventional structured-
analysis techniques. The (preselected) text was Tom DeMarco’s excellent
Structured Analysis and System Specification (deM78). Naturally, I deviated
freely and often from DeMarco’s presentation. I have been known to
express my own ideas on that topic in the past.

I got only limited feedback from a class of that size. The students had to
perform a term-long analysis project in teams of three. I saw how they
applied data-flow and related analysis techniques on the preliminary re-
port and on the final submission. I wrote and graded a few questions on
their homework and their final examination. I answered a lot of questions
from individual students.

The main thing I learned (or was reminded of) was that drawing data-
flow diagrams is an inexact craft. Sixty groups can contrive almost as many
distinct diagrams for a nontrivial problem. Most may be correct, but only

215



216 Programming on Purpose

a few are sufficiently elegant. Teaching elegance is at least as important as
teaching the mechanics, I now realize.

The other thing I learned is that students seldom know what they think
they know. Many were exposed in earlier courses to Karnaugh maps,
decision tables, and state-transition diagrams. Few had suffered enough
experience to really know how to apply them. But most were secure enough
in their knowledge to be bored by a review. Just enough exposure to form
antibodies, I suppose.

I hope some of what I tried to teach rubbed off on that large mob. I felt
the old twinges of conscience from past teaching experience. Probably,
many students learned just enough from me to be dangerous. Well, at least
I tried to be entertaining.

mhe second term was lots more fun. I got a first-year graduate seminar
all for my very own. I ended up with almost four dozen assorted honors
and graduate students. More of them understood my puns and the rest
were crafty enough to laugh along with the others. We met Monday
evenings from 6:00 to 9:00 (a mixed blessing).

I anguished a lot about what to present to this crew. My colleagues
assured me they needed much the same material as I had taught the first
term. But this time I was responsible for the entire course content. It was
up to me to give these serious computer-science students a serious dose of
software engineering.

I joked for a spell that what I really wanted to teach was somewhat less
lofty. I figured that even the best of those students would have one or more
major lacunae in his or her prior education. The field is still sufficiently
young and spotty that no two students are likely to have a large overlap of
shared experience. I told my colleagues that I intended to teach Remedial
Software Engineering.

After awhile, however, I realized that I was not joking. That was exactly
what I felt these students needed. Perhaps none of them intended ever to
be software engineers. They might want to be computer scientists, manag-
ers, or just good programmers. That’s fine. But they should know the basic
skills required of a working software engineer. Just as they major in com-
puter science to learn the basic skills of that more academic discipline.

So I began by listing the various skills and bits of knowledge that I have
found to be important. I then structured the course to at least touch on the
most important of these. I soon found that I had no trouble filling up the
allotted meeting time.

I chose a simple working definition of software engineering. It’s that
body of skills you need to tackle large software projects and deliver the
goods reliably. Many people can design and write programs if they can hold
all the details in their heads long enough. A software engineer has the tools
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for partitioning much larger problems into manageable chunks. It’s like the
difference between writing a one-page letter and outlining a 40-page refer-
ence manual.
gnother way to handle larger projects is to divide them up among a team
of people. That requires a knowledge of how to divide work wisely and
how to organize groups of people. It demands practical skills in working
in groups, including how to survive committee meetings. Again, it’s like
the difference between writing a document yourself and working with
co-authors.

Reliability is at least as important as the ability to handle larger projects.
The larger the projects, in fact, the greater the stakes you're playing for.
People who fund large projects understandably want a high level of confi-
dence that they will succeed. The sensible ones gladly pay a premium to
lower the risk of failure. That’s why publishers often favor hack writers
who always deliver stuff that sells over the hard-drinking genius who
sometimes falls flat.

I intentionally chose analogies to writing here instead of to other
branches of engineering. That’s because I feel that software engineering is
still underdeveloped. It is less like circuit design than it is like writing
scripts for a weekly TV series. At least lore and formulas are the precursors
to predictable techniques.

With this definition, it was obvious what I should lecture on. Begin with
a discussion of various ways to organize large projects. Discuss the relative
merits of hierarchical v. matrix management. Introduce the concept of
surgical teams as a way of limiting communication overload. Discuss the
tradeoffs between robustness and efficiency for projects of varying com-
plexity.

With people issues out of the way, I could then pick a coherent analysis
and design method and present it in detail. Hatley/Pirbhai (H&P87) or
Ward/Mellor (W&M85) are both modern updates of the approach pio-
neered by DeMarco and others in the 1970s. That would lead naturally to
a discussion of modern CASE tools and object-oriented design and pro-
gramming techniques. I could end with a discussion of the latest ideas from
the Software Engineering Institute (Hum89) and other places seriously
concerned with making software engineering real.

z’ didn’t do any of that stuff. Remember, this is a remedial course. No point
inleading students to the mountain top if they haven’tlearned their way
around the foothills adequately. My goal was to make sure they at least
knew about all the low-level terrain. They could climb their own hills later,
if they chose. So I split each three-hour meeting into three equal parts. For
the first hour, I lectured on one particular topic. Usually, it was a technique
I felt that all programmers should know. Typically, the technique was of use
primarily in chopping larger problems into smaller ones. These are not the
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sort of techniques that a seat-of-the-pants programmer picks up without
concerted effort.

For the second hour, I had the class work in groups. They had to perform
an exercise that used the technique I had just lectured on. That reinforced
the message before it faded completely. (It also rescued those who had
daydreamed through the lecture, provided someone in their group managed
to stay alert.)

Almost invariably, the exercise came in two parts. Halfway through the
hour, I would ask the groups to alter or enhance the solution they had
almost completed. That’s what they will be spending therest of their careers
doing, I figure.

I also obliged each group to submit a written report on what they
accomplished by the start of the next week’s lecture (their only workload
outside of class time). All members of the group had to sign the report, and
all got the same grade. No minority reports accepted. Once again, that’s
often the way real life works.

The third hour was spent on book reports. Each student had to report
on some book, periodical, or magazine that might be of use to a software
engineer. I provided an initial list and preapproved any additions to the
list. Publications ranged from ACM's Software Engineering Notes to Pirsig’s
Zen and the Art of Motorcycle Maintenance (Pir75), from the magazine Com-
puter Language to Tufte’s The Visual Display of Quantitative Information
(Tuf83).

A student had less than ten minutes to show a copy of the publication,
summarize it, and put it in proper perspective for software engineers. My
goal in this case was to familiarize students with the myriad sources of
information they can draw upon. Books teach techniques and perspective.
Periodicals keep you current. Asoftware engineer needs to read widely and
continually to supplement whatever formal education he or she gets.

hat, in outline, was the overt agenda. Gerry Weinberg and Larry Con-
mstantine have taught me to be sneakier than that, however. Often, the
best way to deliver a message is to disguise it. A good part of what I taught
came almost in passing.

For example, I devoted almost no lecture time to the business of working
in groups. Instead, I let the class find out the hard way. On the first night,
the nominal exercise was to perform two technical tasks. The first was to
derive a specification for a simple binary-search function. The second was
to review a C version of the binary search and locate any errors. (I salted it
with half a dozen.) I broke the class up into teams of varying sizes. The
smallest was one person, the largest was about 20. I then unleashed the
groups on these two exercises with no additional preparation.
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If you know group dynamics, you can predict the outcome. Writing a
specification is essentially a solitary activity. The smallest groups got the
most done, the larger groups spent their time haggling over details. The
largest group got nowhere. Reviewing a specification, on the other hand,
is a good use of group time. You benefit from having multiple pairs of eyes
looking for flaws. (You must, of course, have a good group leader to control
discussion.) Here, the groups of three to ten did well. The one-person group
didn’t know C — he lacked the resources to do much at all. The largest
group again got nowhere.

After the first night, I mostly let people form their own groups. I didn’t
have to tell them that groups of three to seven people were most likely to
get things done. They knew.

ere is another example. The exercise for the second week was to
Eintewiew customers. That’s the origin of many proposals and the
starting point of nearly all analysis. I labeled half the groups A, the other
half B. First the A groups interviewed the B groups to elicit one specifica-
tion. Then the B groups interviewed the A groups to elicit a different
specification.

Again, this was an exercise in frustration. No groups learned much
technical in half an hour. What everybody learned was that it is silly for a
dozen people to sit around a table and hope to communicate much about
a brand-new problem. Yet that is exactly what businesses persist in doing
week in and week out. Those students now know to avoid such meetings
as much as possible. When such meetings are unavoidable, they know to
keep them small. When the meetings get large, they know to lower their
expectations.

My favorite exercise was the one on brainstorming. The idea was to
emphasize that any system can be implemented many different ways. A
data-flow diagram is just a starting point, not a recipe for the final deliver-
ables. So I asked the groups to come up with as many different implemen-
tations as possible for a problem. They were rewarded on quantity, not
quality. The winning group had 39 solutions that arguably met specifica-
tions. I then asked the groups to come up with the most bizarre implemen-
tation possible for another problem. Here the reward was for strangeness,
not sensibility. The winning solution was marvelously disgusting. I can’t
describe it in an essay meant for general consumption. But it met the specs.

In each case, the winning group got a case of beer. (They got to choose
the brand.) The extra effort they put in to get that beer was all out of
proportion to the payoff. To me at least. But then, my student beer-drinking
days have faded to a hazy memory. What the class learned was that larger
groups often brainstorm better than smaller ones. And public recognition
of a job well done is at least as important as conventional payoffs such as
salary and grades.
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mhe lecture topics were the sort of things I have been harping about for
years. Most of them, in fact, were based heavily the essays that appear
in this collection. The topics included:

scope and goals of software engineering

capturing specifications in a data-flow diagram
evaluating modules in terms of coupling and cohesion
deriving structure charts from data-flow diagrams
creative packaging alternatives

decision tables and Karnaugh maps

data-structure diagrams and structured programming
resolving structure clashes

object-oriented design and programming

first-order testing

deciding what to do next

None of these topics is particularly highfalutin, at least not the way I
present them. But each involves a skill that can be taught and reinforced by
practice. A nodding acquaintance with all these skills is, I feel, a minimum
prerequisite for studying software engineering. Someone comfortable with
these skills needn’t blush at being called a software engineer. At least not if
that person knows the relevant literature and has a few basic skills at
working in groups.

t this point, I'm supposed to prove to you that I did the right thing by

my students. I should cite statistics that they are 82 per cent more
productive, or that they got 17 per cent higher grades, or they landed better
jobs or more attractive spouses. Naturally, I can’t do that. Like any wise
carpetbagger, I skipped town before people learned the consequences of
my actions.

I can tell you that it felt right while I was doing it. I speak as one who
was often ready to leave town long before I finished delivering an expen-
sive seminar. And many of my students said they enjoyed the experience.
They even looked sincere when they said it. Only time will tell whether
they truly benefited, of course.

For me, it helped clarify a vision that I have been grappling with for
decades. I believe that many practicing programmers suffer the same
inconsistent preparation that students often experience. Once in the work
force, however, you have fewer opportunities to fill in the holes in your
education.

I see a gap in the literature available to the commercial world. You can
find computer-science texts on parsing theory and Petri nets. You can find
pragmatic introductions to programming in C++ and SQL. Those books
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prepare you to be a computer scientist or a programmer. At the other
extreme, you can study project organization and design methodologies.
You can learn to use CASE tools. Those sources teach you how you’re
supposed to behave as a software engineer.

What's missing is the training you need to become a software engineer in
the first place. Earning a B.S. in computer science won’t do it. Nor will
writing 30,000 lines of working code. That’s why I think the world needs
more emphasis on remedial software engineering. o

gﬁerword: This essay summarizes everything I have tried to say in this collec-
tion. It is fitting to present it last. I finally learned why I've been unable to
assemble much of this material into a traditional book on design methods. Any such
presentation would be too pretentious. The people 1 am trying to reach are my fellow
practitioners of the programming arts. Most of us are humble enough to admit that
we have gaps in our education. Many of us are willing to admit when complex
approaches leave us in the dust. It doesn’t hurt to review the basics, from time to
time. That fills in the holes and helps us better understand the complex stuff.

I can finally admit that I am more of an essayist than a textbook writer. Doling
out useful information in bite-size chunks comes easy to me. I believe it better serves
the needs of many busy professionals in our field. It's not a bad way to speak to
students either.

This collection probably is the textbook on Remedial Software Engineering that
I have hankered to write all these years. My other collections of essays provide useful
supplemental reading — on people issues and on more specialized issues of
programming technology. Being my own best fan, I enjoyed rereading these essays
as I edited them for publication in this form. But I can still report that I found few
statements that were dated, even after over half a decade. That says something about
the continuing need for a source book on design methods. And it says even more
about the constancy of basic principles even in the teeth of rapid technological
change.






Appendix A List of Columns

The following list gives the publication date, destination, and title of each
installment of “Programming on Purpose” published in Computer Language
through December 1992. For example, the entry

Jul1986  Design 1 Which Tool is Best?

tells you that the essay “Programming on Purpose: Which Tool is Best?”
was first published in the July 1986 edition of Computer Language. You can
also find it as Essay 1 in the collection Programming on Purpose: Essays on
Software Design, Prentice-Hall, 1993. The other two collections are Essays on
Software People and Essays on Software Technology.

Date Collection # Title

Jul 1986  Design 1 Which Tool is Best?

Aug 1986 Design 2 Writing Predicates

Sep 1986 Design 3 Generating Data

Oct 1986  Design 4 Finite-State Machines
Nov 1986 Design 5 Recognizing Input

Dec 1986 Design 5 Recognizing Input, Part 2
Jan 1987  Design 6 Handling Exceptions

Feb 1987 Design 7 Which Tool is Next?

Mar 1987 Design 8 Order Out of Chaos
Apr1987 Technology 1 You Must Be Joking

May 1987 Design 9 Marrying Data Structures
Jun 1987  Design 10 Divorcing Data Structures

Jul 1987  Design 11 Who's the Boss?
Aug 1987 Design 12 By Any Other Name

Sep 1987 People 1 Honestly, Now
Oct 1987 Design 13 Searching
Nov 1987 Design 14 Synchronization

Dec 1987 Design 14 Synchronization, Part 2
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Date Collection  # Title

Jan 1988  Design 15 Which Tool is Last?

Feb 1988 Technology 2 Computer Arithmetic

Mar 1988 Technology 3 Floating-Point Arithmetic
Apr 1988 Technology 4 The Central Folly

May 1988 Technology 5 Safe Math

Jun 1988 Technology 6 Do-It-Yourself Math Functions
Jul 1988  Design 16 A Designer’s Bibliography
Aug 1988 Design 17 A Designer’s Reference Shelf
Sep 1988 People 2 You Can’t Do That

Oct 1988 Technology 7 Locking the Barn Door

Nov 1988 Technology 8 Half a Secret

Dec 1988 People 3 Protecting Intellectual Property
Jan 1989  People 4 What and How

Feb 1989 People 5 Skin and Bones

Mar 1989 Technology 9 It's (Almost) Alive
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